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Popular Science Summary

In this thesis, we investigate and develop new methods for efficient and func-
tional use of resources in edge networks, the computer networks that are located
where end users attach to the Internet. Setting this work aside from previous
work, we study User Generated Content (UGC) such as social media informa-
tion and data generated in the new emerging Internet of Things systems. We
present efficient solutions for placing such content and managing which network
and network resources should be used to make the edge networks effective. By
effective we for example mean; using little energy, processing data with short
delay or carrying out their tasks with little load on the network. We find that
using a mixture of different theoretical tools from the fields of Operations Re-
search and Automatic Control, it is possible to find ways of providing such
services and making the solutions effective.

The introduction of smartphones changed the way we use computers and
the Internet drastically. Since we are mobile and always have a powerful com-
puter at hand, we now generate information like never before. We are also
accustomed to fast response times and more and more of the services we use
are real time or close to real time. Usage patterns have started to change,
which has prompted the introduction of cloud computing where content and
computing resources are pooled in large data centres that allow services to be
scaled with changing demands. However, this centralisation has also brought
stress to the underlying network infrastructure and led to the development of
content replication systems, so called Content Distribution Networks (CDN).
As more and more of the Internet usage becomes mobile and services require
increasingly fast response times there is a push towards moving the cloud in-
frastructure as close as possible to the end users, in the access networks. This
push is often referred to as Edge Computing or Mobile Edge Computing even
though more terms exist. For centrally generated content, such as online movie
streaming services, music streaming, news channels and newspapers, the CDN
concept has been successful for a long period. With so few content generators,
the process of distributing content to local storage is somewhat slow and the
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vi Popular Science Summary

changes in use patterns is also slow and predictable.
The introduction of UGC changes everything. From only a few content

providers, now almost all users of the Internet becomes producers and con-
sumers of content and the problem of finding out where to place content be-
comes very challenging. Not only is the content generation completely different,
the user base for each generated piece of content is different and to top it all off,
in order to make the services responsive and efficient, the placement of both
content and services done in edge networks is inherently difficult as there are
less resources available here. The introduction of IoT systems represents a spe-
cial class of UGC, where both traffic patterns and computational requirements
differ from social media type traffic that people generate. This has prompted
us to develop processes for deciding where to place content and couple this with
scheduling of computation needed to meet the user demands both looking at
social media and IoT type systems. The purpose is to be able to provide good
services to end users while keeping the needed resources/costs maintained for
the service providers and infrastructure owners.



Abstract

In this thesis, we investigate and develop new methods for efficient and func-
tional use of resources in edge networks. Setting this work aside from previous
work, we study User Generated Content (UGC) such as social media informa-
tion and data generated in the new emerging Internet of Things systems. We
present efficient solutions for placing such content and managing which network
resources should be used to make the edge networks effective. By effective we
for example mean; using little energy, processing data with short delay or car-
rying out their tasks with little load on the network. In order to achieve this,
we have used a range of optimization and control theoretic tools and studied
different aspects of content and resource management in operator managed
content distribution networks (CDN). The main parts of the contributions of
the thesis can be summarized as follows:

First, we have studied end-to-end energy usage in video delivery systems.
We studied the energy usage of a sample video considering separate delivery
components and created a model for overall energy usage when delivering video
over the Internet. The study comprises experimental and simulated measure-
ments of encoding with different qualities, transmissions over core and wireless
access networks and decoding in user devices. We showed how video popularity
affects end-to-end energy usage by codec selection.

Second, we proposed optimal and on-line placement algorithms for con-
tent placement at the edge. We focused on UGC, considering its distributed
bottom-up trajectory pattern. ISP-managed CDNs are considered to be suit-
able caching hosts of popular UGCs. Furthermore, we proposed on-line learning
algorithms to enable decision agents at the edge to predict content popularity
from users’ social activities.

Third, we took the data center viewpoint of a delivery system. We designed
scheduling and request assignment algorithms with an energy usage objective.
We showed that an energy-efficient dynamic server provisioning (DSP)-based
assignment may lead to an unstable system if sufficient care has not be taken.
We then investigated ways of keeping the servers stable, energy efficient and
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viii Abstract

performing load balancing to provide better quality of service (QoS) for end
users.

Fourth, we expanded the idea of edge placement in an IoT service offloading
context. We investigated the service placement problem in a distributed 5G
F-RAN (fog radio access network) architecture with an existing centralized
cloud. We proposed optimal and reinforcement learning based algorithms to
perform joint service scheduling and placement in fog-cloud hosts based on a
utilization objective. We showed that the learning algorithm converges to an
optimal policy when there are uncertainties in positioning and service demand
parameters.



Preface

The thesis contributions include three main subparts. In the first subpart, con-
tent placement in telco-CDNs are covered. Paper I, II and III together cover
different aspects of this subpart. In paper I, an end-to-end energy usage of a
typical user generated video is modeled and measured. In paper II, we devel-
oped an on-line placement algorithm based on power usage model. In paper
III, we further investigated the possibility of learning social profile of users in
order to improve the on-line placement based on a general cost criteria. In the
second subpart, we look at the data center side of a video delivery network.
Paper IV discussed the energy efficient request assignment and scheduling of
servers with regarding how loads are stabilized and balanced. In the third sub-
part, we expand our placement and scheduling problems with IoT services in
edge networks. In Paper V, we developed a Q-learning based placement and
scheduling method.
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Chapter 1

Introduction

A large part of today’s Internet capacity is used for content delivery and Inter-
net of things (IoT) application data. Recently, many content delivery and IoT
reference models and architectures have started to include edge networks as a
key point to place and manage resources and data. Users (in content delivery
use-cases) and IoT sensors are usually distributed at the edge of the Internet.
Therefore, the edge placement of resources and data means that services can be
provided at inherently lower cost and delay to end devices. Network operators
that offer Internet connectivity services are natural candidates to offer compu-
tational and delivery services at the edge. However, for the operators, a key
concern is the cost/benefit trade-off in delivering such services and reduction
in cost is of major interest.

With this in mind, the primer goal of this thesis is to investigate ways of
reducing the costs of resource and content management at edge operator net-
works. We explore content delivery and IoT service offloading use-cases at the
edge. Different cost and profit definitions such as energy usage, resource utiliza-
tion and generic cost saving are covered throughout the thesis. We investigate
different modeling limitations and ways of tackling some of the challenges. The
main methodology used throughout the thesis is to leverage methods to deter-
mine optimality and proposing near-to optimal algorithms where optimality
can not be achieved in practice. Besides cost efficiency, we also contribute
ways for edge systems to operate in an autonomous fashion through the ability
to learn usage patterns as input to the optimisation process.

This thesis consists of two parts. Part I presents an overview of the research
field in four chapters. We cover some introductory background to our use-
cases in chapter 1. The modeling challenges are investigated in chapter 2.
We introduce the main mathematical methods and tools used in the thesis in

3



4 Overview of Research Field

Chapter 3. Chapter 4 summarizes and concludes our contributions. Part II of
the thesis presents five research papers.

1.1 Content Distribution

During the past two decades, the term content delivery networks or content
distribution networks (CDNs) has been used to describe complex systems con-
sisting of geographically distributed data centres strategically placed in the In-
ternet. In the late 90s, companies such as Akamai technologies initially started
to offer delivery services of web objects such as images and documents. CDNs
have since then grown to include services such as video and audio streaming.
For example, the Netflix streaming platform includes dedicated servers that
are placed at the edge in operator networks. Since content delivery consume
the biggest portion of Internet capacity, and delay-sensitivity is an important
issue for the quality of the delivery, the placement of content at the edge is key
to avoid problems with bandwidth limitations and delay violations. Moreover,
this helps to mitigate congestion at central data centres by using intelligent
replication schemes of popular contents. A common strategy is to distribute
cache servers in a typical CDN architecture.

In order to clarify the scope for the remainder of the thesis, we here briefly
discuss what we mean by the terms content and content provider.

The term content has a broad meaning in this thesis, but a common factor is
that in the vast majority of cases, it is delivered over the World Wide Web. Web
content can be classified into two categories, static and dynamic. Examples of
static content are: documents, files and static HTML pages. Examples of dy-
namic content are: collaboration tools, server/client-side scripts and DHTML,
live streaming (e.g. Microsoft smooth, Apple HLS) and on-demand streaming
(e.g. subscription and pay-per-view VoD services). Commercial or professional
content is usually provisioned at large scale by enterprises called over-the-top
(OTT) content providers (CPs).

Content providers, CPs, refer to a broad range of companies and organi-
sations that make content available to end-users over the Internet. Examples
of CPs are: E-commerce websites, training platforms, online social networks
(OSN), entertainment media companies, on-line gaming platforms, streaming
music platforms etc.

Video delivery is currently making up the bulk of Internet traffic and has
steadily increased over the past decade. Already in 2012, video delivery made
up 48% of global CDN revenue [1]. Besides pure content delivery, CDNs can
also offer Value Added Services (VAS). Example VAS on video delivery in-
cludes: Ad insertion and on-the-fly transcoding [2] (to make available au-
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Figure 1.1: A generic layered architecture of a pure-play CDN

dio/video content with different qualities to suit different devices and network
constraints).

In the following, we provide an overview of the development of CDNs, which
motivated the research carried out in this thesis. We explain why the CDN
provisioning has gone from being decoupled from the network providers to the
current business model where CDN providers and network providers collaborate
in new business constellations, and the advantages this brings.

CDNs can be deployed based on a pure-play or network-managed archi-
tecture. A pure-play CDN offers over-the-top (OTT) delivery services from
content providers to users without any ISP being involved in the delivery of
the content itself. To a large extent, they use their own infrastructure (e.g.
Limelight networks) or deliver content over ISPs’ networks as an overlay net-
work (e.g. Akamai). Fig. 1.1 depicts a general overview of a pure-play CDN
architecture from a content provider to end users.

With the shift towards more dynamic, streaming and interactive content
over the past two decades, it has become increasingly important to deliver
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content to end users at low latency to increase the user experience. A measure
of this is often referred to as Quality of Experience, QoE. If the latency is
too high, users perceive the service as being bad and the overall satisfaction
suffers. It has therefore become increasingly popular for CDN providers to
shift from pure play to operator managed CDNs where the operators lease out
resources close to the edge and become part of the content delivery revenue
chain. Initially, some CPs such as Google, Youtube and Netflix, put their
own cache servers within regional ISPs’ premises (i.e. Google global cache
(GGC) and Netflix cache). This trend motivated telecommunication service
providers and mobile operators to establish their own content delivery system
and sell their services to (smaller-sized) content provides. The advantages of
these types of the delivery networks (called operator-managed CDN, network-
managed CDNs (nCDN) and telco-CDN interchangeably in the literature) are
keeping the contents nearer to the users, utilizing the providers’ resources based
on their own internal cost model and providing service coverage in places where
there are no other CDN caches.

CDNs are generally overlay networks which perform their networking func-
tionalities without taking into account the physical infrastructure. On the other
hand, ISPs have the advantage of controlling their own infrastructure allow-
ing them to optimize their internal network costs and maximising the utility of
their resources. This brings the potential advantage of maximising the end user
QoE while minimising the resource costs. A further important consideration is
that it may be costly for CPs to place infrastructure in the network topology
where the volume of content service is low. By leasing resources from net-
work providers, the QoE demands from content providers can be met without
incurring a high cost to the CPs.

Network functions virtualization (NFV) is a key network enabler for service
providers to offer their services in a more flexible and efficient way. CDN-as-a-
Service (CDNaaS) can then be seen as a service to be provided by NFV-enabled
ISPs to content providers. Here, CPs act as customers of ISPs (telco-CDNs).
There has been interest in this model from all sides. ISPs become part of the
revenue chain, smaller CPs can partner with ISPs to provide CDN services with
high quality at low CAPEX costs and CDN providers can extend their service
reach in a low cost scalable manner.

A typical telco-CDN is built based on a content delivery architecture in
addition to its network service providing. The basic component in the content
delivery architecture is a storage/cache server to keep and update contents on a
regular basis. Telcos can have hierarchical/multiple cache servers depending on
their distribution and regional presence, following their own internal routing,
content acquisition, management and replication policies. Fig. 1.2 shows the
internal building blocks of a generic telco based on the vCDN paradigm and
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Figure 1.2: Telco CDN with vCDN paradigm and CP as a customer

having CPs as customers.
In the case of collaboration between ISPs and CDN providers, there are

different ways for ISPs to technically deploy the system. One collaborative
manner called managed-CDN is that the CDN put their surrogate server di-
rectly into ISP’s premises (e.g. Google Global Cache(GGC) and Netflix cache).
This approach has the advantage of reducing peering traffic between the CDN
and ISP but it suffers from poor scalability as the surrogate server will have
to be replaced with increasing demand. Another approach is called Licensed
CDNs where ISPs sell their delivery services based on a license given by the
CDN provider (e.g. Akamai Aura, EdgeCast). In this model, ISPs are not
independent from CDN providers. The highest level of independence for ISPs
comes with the telco-CDN model, where ISPs offer CDNaaS to CPs.

Because it is both costly and takes specialist knowledge for ISPs to deploy
CDN services to its customers, the move towards ISP operated CDN started
with larger providers. However, there ongoing activities to make this transi-
tion smoother for smaller organisations as well. Some third-party companies
have developed software solutions to enable smaller businesses to deploy their
CDN on top of their commodity data center infrastructure using virtualization
enablers. An example of this solution is offered by OnApp [3].

A final note on the benefit collaboration between CDN providers and net-
work providers bring is that there exist an inherent conflict of interest between
these two if they do not collaborate [4]. This work studied the conflict between
server selection and traffic engineering as they have different goals. The CDN
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provider wants to place content at the lowest global cost while maintaining QoE
to users, but the ISP wants to minimise the local cost in its own network. The
CDN provider has no insight into the underlying network configuration such
as network path selection and a collaboration is therefore natural for mutual
benefit.

1.1.1 User generated content

The term User Generated Content, UGC, refers to any content that is both
produced and consumed among the users of an Internet service. In this thesis,
we specifically refer to content that belong to the web 2.0 (also known as social
web) class of content, based on social networks among users. In web 2.0 services,
users share a common platform and interactively and collaboratively create and
build content. Prominent examples of current platforms are Facebook, Twitter,
Instagram etc.

UGC differs from other web based platforms in some key regards which
impact both CDN platforms and network traffic, and UGC therefore has to
be separated from other web content in this regard. First, because of the
interactive and social nature of UGC, it is typically less persistent than pro-
fessionally generated content, i.e. its popularity decays faster. Second, the
content upload and download patterns are typically more symmetrical than for
professional content. Third, the popularity pattern for different UGC is much
less predictable and varying, i.e. the popularity distribution has a heavier
tail. Fourth, a user’s social network dictates content popularity in the network
topology in a much stronger sense than professional content. If a user produces
UGC and the social network resides in the same access network it makes sense
to place this content within the access network, but if the same user travels and
attaches to another access network it does not make sense to place the content
there.

Since social networking incorporates such a large number of content creators
and content users, the sheer scale of the problem of determining and predicting
usage patterns become a significant challenge. Later in this thesis we present
methods for overcoming this.

1.1.2 Back-end Perspective - Data Centres

CDN providers need large scale computational and storage resources and there-
fore server infrastructure. This infrastructure is usually collected in centralised
and optimally placed Data Centres, DC. DCs have different architectures de-
pending on their use. For example, Telco-CDNs, ISPs and Operators’ radio
access networks (RAN) have their own data centres for their caching and
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computational offloading services (i.e. on-premises DC). Other scaling mod-
els includes letting multiple service providers share a cloud data center (i.e.
multi-tenant DC).

A Data center is heterogeneous environment comprising a number of IT and
non-IT devices. A data center network is a set of IT devices such as computing
rack servers clusters, storage, controllers, switches and routers connected in a
network. Non-IT equipment include , electrical power equipment, water supply,
cooling infrastructure etc. Even though the latter equipment is not part of the
direct IT service provisioning, they play a significant part when calculating total
running costs of a DC and are therefore often incorporated in DC cost/benefit
modeling. However, in this thesis we focus on DC IT infrastructure and refer
to a data center network simply as a ”data center” and a data center with all
IT and non IT equipment a ”data center facility” hereafter.

In a video delivery context, various sizes of DCs exist. Utilizing DCs in
different areas and of different sizes depend on multiple factors such as user
population and distribution, and the CDN architecture. For example, Limelight
(as a CDN provider) utilizes its capacity by a small number (around 20) of very
large DCs. At the same time, Akamai maintains thousands smaller sized DCs
all over the globe. In today’s content delivery context, DCs are distributed in
strategic places in a multi-tier manner. However, most DCs, are managed and
located at the edge networks which is also referred to as nano data centers.

1.1.3 Energy and Other Costs of Delivery

Optimizing a delivery service can be done using various objectives. The ob-
jective is chosen by various actors in accordance with existing business goals.
For example, telco-CDNs optimize their delivery based on their internal cost
as well as their users’ satisfaction. CPs may not care about infrastructural cost
of CDN providers but only focus on their subscribers’ satisfaction. Monetary
objectives are usually important for all actors. Environmental considerations
are important and are intertwined with climate policies and the cost of rights
to release carbon dioxide into the atmosphere. Therefore, calculating the cost
of delivery involves considering various parameters, aspects , actors, business
goals and regulations.

Energy minimisation of content delivery is one important objective. Each
stage of content delivery such as encoding, storage, replication, transmission
from core to access networks, caching, decoding and processing on user’s de-
vices has a share in the total energy usage of end-to-end delivery. Since the
DC share of global energy usage is steadily increasing, research is ongoing on
many different possibilities for increasing DC energy efficiency. The power us-
age effectiveness (PUE) ratio has become a fundamental unit of measurement
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in designing green DCs. Fortunately, a continuous PUE improvement is ob-
servable in the main Internet providers’ DC facilities. For example, Google has
reported an average PUE= 1.22 in 2008 to achieve PUE= 1.09 in 2020 for their
DS facilities [5].

PUE =
Total facility energy

IT equipment energy
(1.1)

1.2 IoT Services

Similar to UGC, the Internet of Things, IoT, bring drastic changes to content
delivery. IoT can be seen as a development of sensor networks where a large
part of the functionality and data generated is based on machine to machine
type communication where data generation patterns differs from those created
by humans.

A sensor network generally consist of a set of sensor nodes that monitor
their environment, communication links, server infrastructure that store and
process data and finally an interface to users for monitoring and relaying of pro-
cessed information. Sensors generate highly heterogeneous data ranging from
simple alarm sensors that only generate data occasionally (e.g. a fire alarm)
via periodic data generation (e.g. measure temperature every X seconds) to
continuous high volume data generation (e.g. video surveillance). The com-
putational resources required for IoT applications is similarly heterogeneous.
A fire sensor triggering an alarm only needs the alarm to be forwarded to the
correct actuators whereas a video feature extraction brings a continuous high
computational load.

To further increase the heterogeneity and complexity of IoT systems, ap-
plications may use a set of basic services that vary over time. The results from
these services may be combined to build a complex application. By service,
we here refer to a combination of sensors, processing and storage to carry out
a specific task. It may also be that several applications make use of the same
services to achieve different goals. An application that controls traffic flows
by altering traffic light intervals and an application that plans goods delivery
logistics may both use a traffic surveillance video service that estimate load
and queue lengths.

In the general case, since IoT systems can have large geographical and
topological scopes (e.g. smart cities) and many applications may share services,
placement of storage and computation among of a possibly large set of DCs
can become a difficult task.
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1.3 Placement Problems

1.3.1 Content Caching

The central task a CDN carries out is to leverage caching infrastructure and
place content closer to the points where it is used.

Implementing efficient caching policies is beneficial from the perspective of
both CDNs and end-users. Caching brings better availability and scalability,
avoiding bottlenecks, reducing traffic on the core, and adaptation to user de-
mands for CDNs. It is also beneficial for ISPs to reduce traffic on their transit
links. End-users enjoy lower delay and higher availability of delivered services.

Modern web caching systems are following a hierarchical structure. Along
the routing path, content can be replicated in caching storage at different
CDN’s data centers, ISP’s caches and users’ device caches. Many large-scale
CDNs also employ their own hierarchical structure, including origin server,
first-level surrogate clusters acting as the parent of second-level surrogates (e.g.
Entrypoints, Reflectors and edge servers in the Akamai architecture [6]). The
number of levels is dependent on how large the delivery system is and how its
architecture is implemented.

The existing multi-level caching paradigm brings some challenges. As the
different levels follow their own caching policies based on their own cost it may
happen that local decisions negatively affect other cache levels. Another main
challenge in making caching decisions is to perform a predictive evaluation of
the content items based on future popularity and also changing storage and
network resource availability. Parameters to consider include hit ratio, energy
usage, network cost, link capacities and QoS metrics such as latency and hop
count. Collected user QoE scores are common metrics used in the optimization
of caching strategies.

It should be noted that hit ratio has a general definition as being the ratio
of number of requested objects over the total number of cached objects. Other
metrics such as network cost and link capacity have specific definitions based
on the context.

Regarding the delivery path, [7] categorized caching locations based on ob-
jects being cached along the delivery path between the source and end-users
or not, calling them on-path and off-path caching respectively. In the mo-
bile edge network context, [8] found that user equipment (UE), base stations
(Macro, Pico, Femto), relay nodes, Cloud-Fog radio access networks (RAN)
(Baseband units (BBU) and Remote radio heads (RRH)) are potential places
to perform caching. Each of which has their own cost, policy, capacity, pri-
vacy and management issues making it difficult to propose a generic scheme to
perform caching.
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Web objects can be pushed, pulled, exchanged or bargained. In pushing
schemes (also called proactive or prefetching ), objects can be cached before any
request happens based on a predictive policy. In contrast, using a pulling policy,
the objects are cached upon request. In some pulling schemes, all requested
objects are cached and an eviction policy will aim to keep only the most cost
effective content. It should be noted here, that both end-to-end encryption
(e.g. using HTTPS) and dynamic composition of content (e.g. Facebook pages)
prohibits passive caching of all objects as was done in the early web caching
systems.

In a combined scheme, content can be cached upon request and then pre-
diction is used to see if the content is worth caching for the future. There
are also some schemes based on cooperation between similar-level distributed
caches to allow them to exchange contents. If they are not under the same level
or administration, game theoretic techniques can be used to achieve a Pareto-
optimality. There are some efforts to reduce the number of bits over the links
using information-theoretic schemes [9] [10] (also called coded caching), the
scheme performance highly depend on the cache capacities and the whole con-
tent set (catalog) size.

The performance of a caching policy or a placement algorithm highly de-
pends on future request patterns, which are unknown in practice. Without this
information, it is impossible to achieve optimal placement and it is therefore
desirable to gain this information. Later in this thesis we present methods to
gain such insights for the case of UGC.

1.3.2 Popularity models

Content popularity is key to determining profit/cost. When it is decided that
content will be stored and delivered, this incurs costs such as storage space,
memory and network load. Some costs are independent of the popularity (such
as storage space) whilst others are dependent of popularity (for example link
load) and therefore there is a strong correlation between popularity and cost
that is non-linear. Popularity can also bring further considerations such as
increased replication, precoding to different qualities and bit rates etc. each
of which further complicates the cost model. However, in general, increased
popularity translates to increased profit for any given content.

The behaviour users’ exhibit in requesting content is of course the main
factor in determining the popularity of given content. There have been many
studies in the literature investigating different properties of user populations
and in many aspects, Internet users exhibit a very heterogeneous behaviour.
It has been observed that just a small subset of web items are involved in
the majority of activities. This type of behaviour can be modelled by a Zipf-
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like distribution, which has shown itself to be very useful for modelling and
designing different caching schemes and serving content at the edge.

A content set can be categorized by their popularity ranks K . If we set M
as the demand rate of the most popular rank (k = 1 where k ∈ K ) then the
sorted demand rates for all ranks is defined by

R(k) = Mk−α (1.2)

Here, α is Zipf’s exponent which differs between each content set, and
naturally M = R(1).

1.4 Fog Computing Paradigm

Cloud computing introduced many capabilities such as on-demand resource
provisioning in infrastructure, platform and application layers, offering low
cost and flexible resource management, through the use of virtualization. In the
early deployment of cloud services, the infrastructure was collected in very large
centralised data centres, topologically placed far from the end-users. As cloud
services have evolved coupled with the advent of new networking infrastructure
such as low latency 5G networks, there is a push to serve near real time services
such as vehicular services, control systems in industry automation systems etc.
The original centralised cloud deployment is not suitable for such services as
they are provisioned in a best effort manner and therefore, the idea has emerged
to instead provision such services at, or close to, the edge of networks to control
QoS parameters.

The idea of fog computing developed based on a string of evolutionary
proposals. [11] explored the background of the fog computing starting with
the idea of Cyber foraging introduced by Satyanarayanan [12] in 2001 letting a
resource-limited end-device offload its computation-heavy task to a nearby sur-
rogate server via the Internet. The idea then was extended in 2009 [13] through
the introduction of Cloudlets by enabling virtualization in the resource provi-
sioning server. The European Telecommunication Standards Institute (ETSI)
initiated an industry implementation standard of Multi-access Edge Comput-
ing (MEC) that was originally targeted to be deployed in radio access net-
works (RAN) enabling them to provide computing services in addition to their
telecommunication functionalities. The operation mode of MEC was intended
to be standalone without using any external cloud entity. Finally in 2012, Cisco
introduced the concept of Fog computing as distributed computing entities at
the edge with virtualization capabilities. In contrast to MEC, fog computing
represents an extension of the cloud, and cannot fully function without a cloud
core.



14 Overview of Research Field

Resource provisioning at the edge generally has the advantage of bringing
low-latency while keeping the flexibility of the cloud paradigm. In addition,
MEC and fog computing can provide better load distribution and location
awareness which is crucial in many IoT applications. However, some services
will be delay-tolerant and require ample resources and it will be beneficial to
place such services in the cloud core and save on scarce resources at the edge.
Therefore, it is advantageous to consider an architecture of combined edge and
core cloud platforms. [14] mentioned energy efficiency, cost saving, reduced
backhaul load, increased privacy and having flexibility in computational of-
floading, edge monitoring, service management and content caching among the
advantages of fog computing.

Fog systems can be operated on top of various types of access networks.
Long reach passive optical networks (LRPON) [15], power-line communication
in smart grids [16], CDNs [17] [18], vehicular networks [19], are some examples
from the literature. Fog computing has also been suggested for use in cellular
mobile networks. In these networks, cloud radio access networks (C-RANs)
bring flexibility for radio frequency management but still suffer from high delay
for some critical tasks. The fog paradigm has been proposed to overcome this
and shows potential to be deployed on RANs to form a Fog-RAN (F-RAN) to
enable computational capabilities with virtualization flexibility in distributed
remote radio heads (RRHs) and their central baseband unit (BBU) [20] [21].

Many applications can be run in a fog to enhance their performance. [14]
lists around 30 applications and review the required types of access networks
and fog-hosts for each application. [11] categorized the fog architecture as being
application-specific and application agnostic, and mentioned several application
domains that can benefit from fog computing. In our work we limit ourselves
to consider fixed IoT applications. A few examples are: security and surveil-
lance [22], smart building [23], smart street lamps [24], power consumption
management [25] and smart waste management [26] systems.

Offloading computational tasks to edge servers in fog and MEC systems,
is referred to as service placement [27]. This task includes configuring the
platform, running libraries, storing databases and keeping collected data in
memory, based on spatial-temporal characteristics of the requested services.
In cloud-enabled operators, the service placement task further includes con-
figuring a virtual machine (VM) with enough resources for the demanded ser-
vice. Enabling computation, sharing enough resources, running an efficient
task scheduling and placement decisions in a timely manner needs extra care
to keep the cost low. Service placement therefore needs to be tackled differently
than web caching/ content placement in which the objective is to move popular
contents near to the end users.



Chapter 2

Problem Modelling and
Challenges

Throughout the thesis, we deal with combinatorial decision making revolving
around finding an optimal solution from a set of feasible solutions. In order
to evaluate how well a decision making function performs, there is a need to
couple each solution (i.e. a set of decisions) with a single value. This value
can be a profit, cost, energy usage, utilization, gain etc. based on the decision
maker’s goal. The way, when and in what order these cost values are calculated
is dependent on the evaluation function.

The simplest decisions are binary and the evaluation model a linear com-
bination of the value/cost of each decision. In combinatorial decision making,
each binary decision is formulated by a binary variable z ∈ {0, 1} and the
value/cost of the decision is represented by its coefficient. Each decision con-
sumes a part of available resources denoted by w, and because of capacity
restriction the total resource consumption should not exceed the given capac-
ity limit. Now, we consider the decision process as an optimization problem to
maximize the profit which yields a 0-1 Knapsack Problem (KP).

2.1 Modelling of Placement Problem

In both subpart 1 and subpart 3, we modelled content and service placement
problems at the edge network by 0-1 KPs. In this case, the decision whether to
place the content c in an access network server is modelled by a binary decision
variable zc. The placement value of content c depends on which criteria is
considered for decision making. It is straight forward to model metrics like

15
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content popularity, service utilization, user satisfaction etc. as pc. Some metrics
such as energy usage, delay and internal cost needs to be minimized in contrast
with the maximization characteristic of KP. Consider ξpc to be the cost of
placing the content c in the access server, then in some access networks this
may incur another cost if the content has not already been placed (i.e. the
cost of fetching from a remote server and put a load on transit links to the
core). Let us denote this cost by ξfc . Then we can convert the problem into
maximization form by defining the cost saving as our profit pc, it turns out to
be pc := ξfc − ξpc . It therefore shows how much cost can be saved by placing
this content.

2.1.1 Knapsack Modelling Challenges in Practice

There are some challenges in the placement problems that make it difficult to
model using a simple KP variant. Here, we discuss these issues and propose
modelling solutions separately.

In KP, the profits are always positive values where in the placement, some
services and contents may not be beneficial to place locally since this would
lead to a negative cost saving. We may then look at it as a general integer
programming (IP) problem rather than a KP, considering that those contents
with negative profit have no chance to be selected. Another efficient way to
tackle this issue is to exclude those contents from the input set of the problem,
then we can exploit the existing efficient KP algorithms to solve the problem
as we did in Paper II and III.

Resource allocation for placements is another challenge in KP modelling. In
knapsack, it is assumed that each object consumes a part of common resources,
denoted by its weight w. In an access server, there are several independent re-
sources, hence placing a content/service has different effects on resources. For
example, placing a content in a local server of an access network, puts a load on
the local links but also occupies a space on storage during its residency. When it
comes to service placement in edge cloud or fog nodes, computational and mem-
ory resources are consumed. In knapsack terminology, each content/service has
several dependent weights on resources with different limited capacities. In this
case, a regular KP is not a good model, but multi-dimensional knapsack prob-
lems (MDKP) represent good variants for modelling of these problems. MDKP
will be covered in Section 3.1.1.

KP assumes all data and objects are available at the time of decision mak-
ing, which is not the case in practice. In many on-line applications in both
content and service placement scenarios, the demands are arriving/requested
in a sequential manner. For example, if a service is requested by an IoT ap-
plication, there should be an on-the-fly mechanism to decide where the service
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should be placed in the fog or cloud. In the content delivery context, when
a user generated content (UGC) is generated, the content should be instantly
accessible by the owner’s friends which is crucial in many interactive online so-
cial network (OSN) platforms. Therefore, the original KP is not a good model
where the decision are made off-line. In Section 3.1.1, we discuss the algorithms
to solve KP in an on-line manner.

A simple KP considers one container (pool) to keep items whereas an access
network may have multiple containers. In the distributed fog paradigm, the
architecture is based on the presence of multiple fog nodes in different geo-
graphical areas. This case is also quite typical in edge caching systems, where
multiple caching-tier and multiple cache servers per tier exist. A special variant
of KP that is called multiple knapsack problem (MKP) must be used to model
the placement problem in such scenarios. We cover MKP modeling in section
3.1.1

The profit and weights of items are fixed using KP which may not be true for
a real placement problem. In networking scenarios even with off-line placement
capability, the conditions of links, resources, social behaviour etc. may vary
over time. For example, the profit of UGC caching can be modelled as a
function of its popularity. This popularity can change depending on many
conditions and even the popularity affects its load (weight) on links. Therefore,
both profit and weight are dynamic parameters. A content may lose its profit
during its residency in the cache. A good method for modelling this issue is
to use a forgetting factor or a discount rate in the weights. This assumption
allows the algorithm to replace older content with better newly arrived content.
We explore this in Paper III.

Online caching systems, tackle this issue with the help of eviction (replace-
ment) policies. In their case, the requested content is always cached (in a
pulling manner) unless a better one appears. In UGC, pushing caching (place-
ment) is usually used and in this case a subset of contents has a chance of
being selected. In an on-line KP modelling of the pushing policy, Section 3.1.1
explores two types of non-removable and removable variants and we used both
variants in subpart I (i.e. paper II and III respectively). IoT Services in con-
trast with contents, operate during a certain window (operation time). This
means that a service needs to be scheduled in addition to their placement deci-
sion. Although this axis of resource consumption (time axis) can be modelled
as an extra dimension in MDKPs, Paper V presented a novel way of solving
this joint placement and scheduling with help of Q-learning in Section 3.2.3.

In KP, the beginning state of the container is always assumed to be empty
while in placement problems, some resources may have already been allocated.
Assume we are allowed to do off-line placement in our practical service /con-
tent placement, then there is a window (time-slot) of observation of requested
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services or uploaded contents. At the end of a time-slot, the algorithm needs
to place a set of available contents. Because of the sequential behaviour of this
problem, it is not practical to assume that all content/services in the previ-
ous time slots are released before making the current decision. Some of them
may have been released, some have lost their weight (in dynamic weight as-
sumption) which expand the residual capacity. One simple way to tackle this
dynamic available space issue is to look at the current residual capacity as our
empty container. This approach does not allow the algorithm to control pre-
vious decided contents which may lead to inefficient results. In paper III, we
tackle this issue and the algorithmic tool is covered in Section 3.1.1.

A final difficulty in placement and cashing problems is the necessity of
prior knowledge of contents’ profits. Once a service/content is requested, the
algorithm must know its profit in advanced to be able to do the placement.
In practice, this information is unknown at the decision time and the profit
must be predicted which comes with an inevitable error. In the case of UGC
the profit is closely tied to the composition of users’ social networks (i.e. the
size and location of the content consumer network). Even though, the edge
operator does not have this insight initially, it is possible to learn this social
profile from previous user’s activities. We explore this approach in paper III.

Our learning approach is on-line, considering both temporal and spatial
distributions of demands. Sections 3.2.1 and 3.2.2 cover the estimation tools
both in temporal and spatial learning respectively, as used in Paper III.

2.2 Modelling of the Assignment Problem

In paper IV, we focus on the data center perspective of a content delivery
network. In a data center, there are many rack servers with accompanying
networking and cooling equipment. As a large part of the global energy con-
sumption in IT industries belongs to data centers, we focused on optimisation
for energy efficiency in our scheduling and optimization modelling.

In Paper IV, we designed an optimal dispatching algorithm to assign jobs
to selected sub-sets of servers. The remaining servers can be switched to sleep
mode to save energy. The servers have different power usage profiles and pro-
cessing capacities and each has jobs to process in its queue. With inspiration
from water filling problems in convex optimization, we designed a novel as-
signment technique which guarantees queue stability. In original water-filling
problems there is a volume S of water to fill a vessel with varying bottom height
as depicted in Fig. 2.1

In water filling, the bottom heights are constants which is not the case in
our system. The bottom heights represent servers’ queues in our modelling.
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Filling

Figure 2.1: Illustration of water filling problem and their parameters

Although a vessel has variable bottom heights, once determined, each height
is fixed over time. In our job assignment problem, server queues are changing
over time which leads to considering an extra queue dynamic model. The queue
lengths depend on arrivals, scheduling scheme, server capacities, previous queue
states etc.

Since there are parameters determining the current queue state, this cre-
ates the problem of determining how stochastic arrivals combined with current
scheduling and queue length will affect future queue state. Section 3.1.3 ex-
plores Lyapunov optimization as the chosen optimization tool to handle these
uncertainties. Lyapunov optimization is a technique that enables the controller
to minimize the energy cost function while fulfilling the stochastic constraints.
Another important characteristic of Lyapunov optimization is its ability to be
implemented as an on-line decision making algorithm regardless of the arrival
distribution.

A challenge is also that in our problem a sub-set of the servers are selected,
but in water-filling the whole vessel is used as the container. To overcome this,
we include a scheme to consider a subpart of the vessel as our feasible container.
In paper IV, we introduce a novel technique in our optimization modelling to
handle server selection. We cover the approach taken in Section 3.1.2.
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A final concern in task assignment problems is to keep loads balanced.
Stable, balanced load and energy efficient scheduling is modelled using multi-
objective stochastic optimization in Paper IV. The optimal load balancing mod-
elling itself is a min-max problem that is covered in Section 3.1.4.



Chapter 3

Mathematical Tools

In this chapter we turn our attention away from the general description of
the modelling challenges and introduce the mathematical tools used in our
contributions. Optimization modelling tools and algorithms are covered in
sub-chapter 3.1 and On-line learning algorithms in sub-chapter 3.2.

3.1 Network optimization

3.1.1 Knapsack modeling

In the knapsack problem, the decision maker needs to select a subset of n
available items to maximize total profit, each with profit p and weight (resource
consumption) w and given capacity (available resource) R. For each item c,
there is a decision whether to collect the item or not and it can be modelled
by a binary decision variable zc. The knapsack problem can be modelled using
integer programming (IP) as follows.

KP : maximize

n∑
c=1

pczc (3.1a)

subject to

n∑
c=1

wczc ≤ R (3.1b)

zc ∈ {0, 1}, c = 1, . . . , n. (3.1c)

Although the total profit is a linear combination of individual decision se-
lection profits, the discrete decision variables make 0-1 KP computationally

21
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hard. In the worst case, a knapsack problem with size n has 2n solutions. The
optimization KP is thus a NP-hard problem.

a. Exact algorithms for KP
To solve a 0-1 KP exactly, branch and bound and dynamic programming

are two usual approaches. Dynamic programming can be performed in O(nR)
complexity [28]. Since there is no guarantee that capacity R is a polynomial
factor of problem size n, we can not claim that nR is a polynomial function of
n. Branch and bound method is another method which we used in Papers II
and III.

Consider the feasible set Z = {zc ∈ {0, 1}|
∑n
c=1 wczc ≤ R, c = 1, . . . n}

Using branch and bound, the algorithm traverses a tree of different com-
binations of binary solution vectors. In each round, the algorithm finds the
bound by solving a linear relaxation of the problem (i.e. the same problem
with continuous decision variable 0 ≤ zc ≤ 1), then it judges if the path traver-
sal is promising or not. If the bound is greater than the total profit of the root
then the path is good otherwise it eliminates the path for further exploration.

b. On-line algorithms for KP
On-line algorithms refer to choosing action with the currently available

information without knowing the full information about future events. In the
KP context, when an algorithm places an item sequentially without knowing
the profits and weights of upcoming items, this becomes an on-line algorithm.
Moreover, the attributes of current items are only revealed as they become
available. This variant is in contrast with off-line KP when the whole set of
items and their attributes are available at the beginning.

On-line KPs have two variants, removable and non-removable. If the on-
line algorithm is able to withdraw previous items and replace them with better
ones, it is removable otherwise it is non-removable. The performance of an
on-line algorithm is usually within a gap to the off-line optimum, called the
performance gap. Consider a problem instance L, if we denote ONL(L) and
OPT (L) as values obtained by an on-line algorithm A and the off-line maximum
respectively, the competitive ratio (CP ) of the algorithm A is

CP (A) = sup
L

OPT (L)

ONL(L)
(3.2)

A downside to on-line algorithms for KP is that their CP is unbounded in
both the removable and non-removable cases [29]. However, in some special
cases we may have a bound on their performances. In the non-removable
variant, [30] showed that if profit to weight (pc/wc) of incoming items lie
within a range [L..U ], then they proposed a threshold-based algorithm with U

L -
competitiveness. In the non-removable variants, [31] argued that if the value
and wight of each item are identical (also known as bin packing problem) ,
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their algorithm performs with golden ratio ≈ 1.618-competitiveness. With the
same assumption, they achieved ≈ 1.381 ratio with multiple KP (MKP) for
I ≥ 2 (i.e. square, cube and hypercube packing problems). Moreover, [29]
argued they could achieve a constant ratio (O(1)-competitive) if the objective
is minimization of cost instead of profit maximization. At the present time,
there is no competitive analysis available for on-line multi-dimensional KP in
the literature.

c. Multi dimensional knapsack problem: MDKP
MDKPs are decision problems of objects with several weights modelled by

multi constraints Integer programming (IP) as in (3.3). The main difference
between a MDKP and a general IP is that the coefficients in MDKP are positive.

MDKP : maximize

n∑
c=1

pczc (3.3a)

subject to

n∑
c=1

wdczc,≤ Rd, d = 1, . . . , D (3.3b)

zc ∈ {0, 1}, c = 1, . . . , n. (3.3c)

On-line algorithms for MDKP
Non-removable variant: In Paper II, we were inspired by [30] to develop

our threshold-based algorithm. In this case when items arrive one-by-one,
their profit and weights are revealed. The algorithm uses a threshold to judge
whether the item is good or bad. Each content should be judged on its efficiency
(i.e. e(c)) if its efficiency is greater than the threshold ψ and there is enough
space regarding its weight, then place the item. The threshold can be simply a
constant and possibly improved by an adaptive version as a function of system
state, acting as admission control ψ(f). The system state is modelled by a
fraction f ∈ [0..1] representing the normalized occupancy of the container.
Assuming we know L ≤ e(c) ≤ U , the admission control definition as ψ(f) :=
(Ue/L)f (L/e) tries to be more conservative in admission when the occupancy
f becomes higher as shown in Fig. 3.1

In Paper II, each UGC is modelled as a Knapsack item, with energy saving
in regards to the given popularity of the content as its profit. This profit
is always a positive value. The content is supposed to be placed in a telco-
CDN cache server. This placement consumes some resources i.e. Server stream
capacity (R), storage capacity (S) and transit link capacity (C). Each locally
placed UGC uses part of each resource. We used a heuristic to define the state
as f := max(C ′/C, S′/S,R′/R) where C ′, S′, R′ are occupied link, storage and
streaming capacities respectively. Beside the admission function, the algorithm
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Figure 3.1: The adaptive value of admission control based on system state

should also consider if there is a room for the content w.r.t all three resource
weights. For calculating efficiency, the profit of content is divided by weight
of content (defined as the maximum of weights in each dimension) as e(c) :=
pc/max(wCc , w

S
c , w

R
c ). Weights are normalized in the range of [0..1] to carry

the same level of importance.
One challenge in the modelling in Paper II is that, in the link capacity

dimension, regardless of placing the content locally or not a load is incurred.
In the Knapsack context, this means putting the content c into the container
carries the weight µ(c) and if the content is not placed it also carries weight

λ(c). In this case we apply a heuristic to represent wCc := µ(c)−λ(c)
C−λ(c) as load

(weight) on the link capacity regarding both the impacts of placing the object
or not placing the object.

Removable variant: In Paper III, we extended the work to consider non-
removable placement in multi-dimensional knapsack. We used another algo-
rithm to calculate the efficiency. In the paper, the profit is defined as cost
saving with respect to the internal cost of telco-CDN. In this case we utilised a
heuristic approach to calculate the content efficiency from [32]. In the simple
KP case, the efficiency of each object is pc/wc. In the multi-dimensional case
we use a greedy-type heuristic to obtain pc∑D

d=1 rdwdc
where rd is the relevance

value for resource constraint d. Defining a right value for rd is a difficult task
in heuristic MDKP solving.

There are some alternatives to set rd, each of which has a consequence. This
relevance value simply adjusts the scarcity of the corresponding resource. If we
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set rd = 1 ∀d, we neglect the order of magnitude of each resource constraint.
[33] claimed that it is possible to find an optimal value for rd with O(n2logn)
complexity, which could be useful in off-line algorithms but not realistic for our
real-time decision making scenarios. If we set a greater value for rd compared
to any rj where j 6= d, resource d would be less important in picking the item in

decision making. Therefore, rd = 1/Rd and rd = (
∑D
d wdc − Rd) are common

alternatives for adjusting the balance of resource importance based on their
magnitude. We used the reciprocal of resource capacity as our relevance value
in Paper III because of its usability in the on-line variant, its efficiency and
simplicity.

Since, we have the efficiency of any new item b, then we decide in a sequential
manner to accept it or not in a pool which already has h items based on
following steps.

For each item b that arrives if pb <= 0 then zb ← 0 otherwise:

1. Sort h + 1 (i.e. h items in pool plus item b) based on efficiency in de-
creasing order.

2. Take items one by one form highest efficacy until no resource constraint
is violated.

3. Remove those remaining items from the pool.

This algorithm has the advantage of simplicity, efficiency and adaptiveness.
As we mentioned earlier, our target on-line algorithm should be capable of
being applied regardless of how many items have already been taken. Moreover,
the algorithm should not need to know anything regarding future arrivals. The
algorithm should be on-line, multi-resource aware and efficient. The bottleneck
of the algorithms is the sorting which can be done in O((h + 1)log(h + 1))
time which is polynomial. The weights and profits need not be constant and
therefore these values must be updated in each iteration. At the decision time,
the algorithm sorts out the items based on the latest efficiency calculation and
bad items will have less chance to survive in the pool. The algorithm is practical
in real content placement scenarios. The only uncertainty is the calculation of
content profit which is related to content popularity. This parameter usually is
not given, and we propose a method in Paper III to learn this parameter and
the tool is covered in Section 3.2.

d. Multiple Knapsack Problem: MKP
MKP refers to the case of selecting items with their weights and capacity

and multiple containers (can be with heterogeneous capacities) available. (3.4)
is IP modelling of the problem. We now need an extra constraint to assure
each item can not be placed in more than one container.
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MKP : maximize

I∑
i=1

n∑
c=1

pczic (3.4a)

subject to

n∑
c=1

wczic ≤ Ri, i = 1, . . . I (3.4b)

I∑
i=1

zic ≤ 1, c = 1, . . . , n (3.4c)

yic ∈ {0, 1}, i = 1, . . . I, c = 1, . . . , n. (3.4d)

In Paper V, we modelled the off-line service placement in multiple fog nodes
with MKP.

e. Items with Lifetimes
Consider a set of items (regardless of their weighs and values) with prede-

fined lifetimes in the pool. In this case, we have a scheduling problem (SP) (also
known as temporal KP). Items are equivalent to tasks in scheduling problems
such that each task i has three attributes, arrival time F (i), deadline T (i) and
operation time t(i). Given these values, the decision is to determine when task
i should be started to maximize a profit. The time domain can be discretized
by a sequence of time-slots. We consider binary decision variable yτi if task i
is scheduled in time-slot τ . Scheduling can be preemptive (i.e. allowed to be
interrupted) or non-preemptive. In paper V, we considered the non-preemptive
version (NSP) where tasks should be terminated by one-time assignment (i.e.
tasks can not be fragmented). If the tasks and their attributes are given at
τ = 0, we can model the off-line scheduling by integer programming.

NSP : maximize O(yτi ) (3.5a)

subject to

T∑
τ=1

yτi = t(i), i = 1, . . . , I (3.5b)

τyτi ≤ T (i), i = 1, . . . , I, τ = 1, . . . , T (3.5c)

F (i)yτi ≤ τ, i = 1, . . . , I, τ = 1, . . . , T (3.5d)

b1i ≥ b2i ≥ · · · ≥ bTi , i = 1, . . . I (3.5e)

a1
i ≤ a2

i ≤ · · · ≤ aTi , i = 1, . . . I (3.5f)

aτi + yτi + bτi = 1, i = 1, . . . , I, τ = 1, . . . , T (3.5g)

yτi , b
τ
i , a

τ
i ∈ {0, 1}, i = 1, . . . , I, τ = 1, . . . , T. (3.5h)
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Figure 3.2: An example of five on-line scheduled tasks with different
arrivals

Constraints (3.5c)(3.5d) keep the tasks scheduled between their arrival
and deadlines. Constraints (3.5e)-(3.5f)-(3.5g) keep the contiguity of the task
scheduling to assure the non-preemptiveness.

In paper V, we applied service scheduling with the assumption that the
IoT services requested along the time as an example depicted by Fig.3.2. The
controller needs to schedule the service once it is requested. If there is no prior
information of some services’ attributes (i.e. their arrivals), we need an on-line
scheduling scheme.

f. Multi-Dimensional Multiple Knapsack Problem (MDMKP)
In KPs, if there are multiple containers and each has multiple capacity

constraints then we have a MDMKP. In paper V, we have a distributed fog
paradigm with a central cloud in a 5G Fog-RAN architecture. The aim is
to place services in the best places (one of the fog nodes or cloud). Each
placed service consumes memory, storage and computational resources within
a requested operation time. Then this problem becomes a joint placement and
scheduling problem and can be modelled by a joint MDMKP and NSP. There
is a need to solve the problem on-line. The profit model still suffers from the
existence of several unknowns. At the time of writing, there is no general
on-line algorithm to solve a joint MDMKP and SP. Therefore, we proposed a
reinforcement learning-based method in Paper V. Section 3.2.3 provides enough
background to review the Q-learning tool itself.
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3.1.2 Convex Optimization - Water Filling

Convex optimization corresponds to minimizing a convex function within a
convex set of feasible solutions. Convexity of the function ensures reaching the
global optimality. The main structure of a convex optimization is.

minimize ξ(x) (3.6a)

subject to fi(x) ≤ bi, i = 1, . . . , N.

Where ξ, f1, . . . , fN : R n → R are convex functions. fi is convex if it
satisfies the following condition.

fi
(
θx+ (1− θ)y

)
≤ θfi(x) + (1− θ)fi(y) (3.7)

For 0 ≤ θ ≤ 1.
Water filling: The water filling problem was initially used to solve an

information-theoretic power allocation problem to sub-carriers. In that con-
text, each bottom height corresponds to noise power of a sub-channel, and the
amount of water on top of it is the allocated power to that sub-channel. The
level of water in the entire vessel is then 1

λ∗ as shown in Fig. 2.1. Some parts
of the vessel will not be covered because of its height. This means, no power
will be allocated to a sub-channel with strong noise level. The formulation of
the problem for n sub-channels, each with given noise level αi is:

minimize −
n∑
i=1

ln(αi + xi) (3.8a)

subject to

n∑
i=1

xi = 1

xi ≥ 0, i = 1, ...n.

The Lagrangian of the problem is:

L(x, λ,µ) = −
n∑
i=1

ln(αi + xi) + λ(

n∑
i=1

xi − 1)−
n∑
i=1

µixi (3.9)

Then we can apply the following Karush Kuhn Tucker (KKT) conditions
to make a system of equations.
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∇L(x∗, λ∗,µ∗) =
∂L

∂x
= 0 (3.10)

n∑
i=1

x∗i = 1

x∗i ≥ 0, i = 1, ...n

µ∗i ≥ 0, i = 1, ...n

µ∗i x
∗
i = 0, i = 1, ...n.

[34] showed that this system of equations can be analytically solved with
solution x∗i = [ 1

λ∗ −αi]
+ (considering [x]+ := max{x, 0}). In Paper III, we took

inspiration from this solution to solve our job allocation problem with given
servers queues (i.e. corresponding to channel noises). Obviously, we have our
own objective, with the extra difficulty of having varying queue lengths over
time. Moreover, the queue lengths depend on our previous assignment solu-
tions. We therefore modelled the system with stochastic optimization handling
a water-filling problem in each iteration.

3.1.3 Stochastic Optimization - Lyapunov

In Lyapunov optimization, there is a stochastic objective function plus some
stochastic constraints. We denote the objective by ξ

(
x(t), ω(t)

)
as a determin-

istic function of control variable x(t) and random event ω(t) at time t. The
time is discretized into time-slots and the objective function has different val-
ues in each time-slot. The main purpose is to minimize the time-average of the
objective over infinite time-slots.

minimize lim
t→∞

1

t

t∑
τ=1

ξ
(
x(τ), ω(τ)

)
(3.11)

Constraints may have constant or variable coefficients in each slot. For
example, constraint ax(t) ≤ b means the constraint must hold for every t, but
tav(ax(t)) ≤ b means the time average value of the left side should be less
than or equal to b (i.e. we set tav(.) as time-average). In other words, it may
not fulfill the condition for some individual slots.

An well-known example of a stochastic constraint is the stability condition
of queueing systems. Considering a M/M/1 queue with arrival rate λ and
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service rate µ, the queue is stable when λ < µ. Both arrivals and service rates
are mean values, and sometimes arrival values are greater than service rates
and causing arrivals to be stored in the queue. If α(t) and β(t) are arrivals and
departures respectively at time t of a discrete-time queue, then [α(t) − β(t)]+

jobs will be stored.
The idea behind the stochastic constraint is to keep the stability when there

is an uncertainty of values in either side of the inequality. In Lyapunov, we can
treat a stochastic inequality like a virtual queueing system. Assume a simple
constraint tav(α) ≤ tav(β) where there are two time-average values on both
sides. In time t, again [α(t) − β(t)]+ is the current amount of residuals. The
amount of residuals also vary in every time slot, so we need an extra discrete-
time process to keep the accumulated residuals as denoted by Q(t). In this
case in time t + 1, the accumulated residual (or backlog) will be updated by
Q(t + 1) = [Q(t) + α(t) − β(t)]+. It is worth noting that this queue dynamic
can also be modelled by Q(t + 1) = [Q(t) − β(t)]+ + α(t). The choice of
queue dynamic model is dependent on the context of the system. Stabilizing
this virtual queue ensures the time average of the constraint is satisfied. The
virtual queue is strong stable [35] if

lim
t→∞

sup
1

t

t−1∑
τ=0

E{Q(τ)} <∞ (3.12)

Consider we would like to solve a stochastic optimization with a time aver-
age objective subject to several time average constraints in a standard form as
follows:

minimize lim
t→∞

1

t

t−1∑
τ=0

E{ξ
(
x(τ), ω(τ)

)
} (3.13a)

subject to lim
t→∞

1

t

t−1∑
τ=0

E{fi
(
x(τ), ω(τ)

)
} ≤ 0, i = 1, 2, . . . , N.

There are several time average constraints, and each implies a virtual Qi
with dynamic Qi(t + 1) = [Qi(t) + fi

(
x(τ), ω(τ)

)
]+. A vector of queues Q =

[Q1 Q1 . . . QN ] is then available. Since the expected values of the function fi
of the optimization variables should be less than or equal to zero, the queues
need to be mean rate stable. If there is strong inequality (i.e. less than) in the
constraints then the queues must be strong stable.

So, Qi is mean rate stable if :
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lim
t→∞

E{Qi(t)}
t

= 0 (3.14)

To prove that, assume Qi(0) = 0 for constraint i we have:

Qi(t+ 1) = [Qi(t) + fi
(
x(τ), ω(τ)

)
]+ (3.15a)

=⇒ Qi(t+ 1) ≥ Qi(t) + fi
(
x(τ), ω(τ)

)
(3.15b)

=⇒ fi
(
x(τ), ω(τ)

)
≤ Qi(t+ 1)−Qi(t) (3.15c)

=⇒
t−1∑
τ=0

fi
(
x(τ), ω(τ)

)
≤ Qi(t)−Qi(0) = Qi(t) (3.15d)

=⇒ lim
t→∞

1

t

t−1∑
τ=0

E{fi
(
x(τ), ω(τ)

)
} ≤ lim

t→∞

E{Qi(t)}
t

(3.15e)

The constraint i holds whenever limt→∞
E{Qi(t)}

t = 0. In order to derive
(3.15d) from (3.15c), we used the telescoping sum property. Since we have a
vector of virtual queues as a metric to measure the whole vector at time t, we
define a quadratic Lyapunov function L(t) as follows.

L(t) :=
1

2

N∑
i=1

wiQ
2
i (t) (3.16)

Where wi is the weight of constraint i on the function, and we set wi = 1
for all i to allow queues to be treated similarly. The expected change of the
Lyapunov function over one slot can be denoted by Lyapunov drift

∆(t) := E{L(t+ 1)− L(t)|Q(t)} (3.17)

Minimizing the drift leads to stabilizing the system (i.e. satisfying all
stochastic constraints). The following expression contains control variables
which is the upper-bound of the drift. With the fact that max{x, 0}2 ≤ x2,
the square of a virtual queue dynamic is:
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Q2
i (t+ 1) ≤

(
Qi(t) + fi

(
x(t), ω(t)

))2

(3.18)

= Q2
i (t)fi

(
x(t), ω(t)

)2
+ 2Qi(t)fi

(
x(t), ω(t)

)
=⇒ 1

2

N∑
i=1

Q2
i (t+ 1)

≤ 1

2

N∑
i=1

Q2
i (t) +

1

2

N∑
i=1

fi
(
x(t), ω(t)

)2
+

N∑
i=1

2Qi(t)fi
(
x(t), ω(t)

)
(3.19)

=⇒ ∆(t) = L(t+ 1)− L(t)

≤ 1

2

N∑
i=1

fi
(
x(t), ω(t)

)2
+

N∑
i=1

2Qi(t)fi
(
x(t), ω(t)

)
(3.20)

The first term of r.h.s of the last inequality can be upper-bounded by pos-
itive constant B and the term with Q is unbounded. Adding the objective
function (i.e. penalty) to both sides gives us

∆(t) + V ξ
(
x(t), ω(t)

)
≤ B +

N∑
i=1

2Qi(t)fi
(
x(t), ω(t)

)
+ V ξ

(
x(t), ω(t)

)
(3.21)

This expression is called drift-plus-penalty as a core concept used in Lya-
punov optimization algorithms. V is a parameter to handle the trade-off of
setting the importance of the penalty function. Now, the r.h.s of inequality
(3.21) is used for drift-plus-penalty algorithm steps as follows.

1. In each slot t, observe Q(t), and ω(t)

2. Find x∗ such that minimizes :
∑N
i=1 2Qi(t)fi

(
x(t), ω(t)

)
+V ξ

(
x(t), ω(t)

)
Note that the constant B has no effect on the optimization results.

3.1.4 Min-max optimization - load balancing

In a min-max optimization problem, the goal is to seek a point that minimizes
the maximum of a set of objective functions.

minimizey maximizei Li(y) (3.22a)

subject to fj(y) ≤ bj , j = 1, . . . , N.
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Now, we can model a generalized load balancing problem with integer pro-
gramming. Consider there are J jobs with sizes wj each, and M machines. A
binary decision variable yij determines if job j is assigned to machine i. The

total load on machine i is denoted by Li(y) =
∑J
j=1 yijwj . The min-max load

balancing integer program is:

minimizey maximizei Li(y) =

J∑
j=1

yijwj (3.23a)

subject to

M∑
i=1

yij = 1, j = 1, . . . , J (3.23b)

yij ∈ {0, 1}, i = 1, . . . ,M, j = 1, . . . , J.

Constraint (3.23b) assures that every job must be assigned to one machine.
There is a way to re-formulate a min-max problem into a minimization with an
auxiliary control variable. For this purpose, we use the auxiliary variable L as
load to be minimized. Then the new mixed-integer program (MIP) becomes:

minimize L (3.24)

subject to

J∑
j=1

wjyij ≤ L, i = 1, . . . ,M

M∑
i=1

yij = 1, j = 1, . . . , J

L ≥ 0

yij ∈ {0, 1}, i = 1, . . . ,M, j = 1, . . . , J.

We used (3.24) as our optimal load balancing model in Paper IV. This
optimization also jointly applied with job assignment in the same paper.

3.2 On-line learning

Telcos as service providers may have low cost peering connectivity with other
operators in addition to its high cost transit link towards the Internet core.
Consider the set of all contents C , then for a resident content c at telco i (de-
noted by c ∈ C (i)), there are three demand rates di, dN (i) and dN \N (i) denoting
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demands from local users within the telco network i, users from peering opera-
tors, users from non-peering operators. Note that the set of peering operators
to telco i is represented by N (i) ⊂ N as a subset of all operators.

In Paper III, we proposed a mechanism to predict the demand rate of con-
tents generated by user u based on sequential observation of demands over time
and from different areas. wu(t) is estimated user u degree in time t (i.e. mea-
suring how sociable the user is) and θu = [θu1 θu2 θu3 ] are the probabilities
that demands come from local users, peering operators’ uses and non-peering
operators users respectively. We study the methodologies of temporal predic-
tion w(t) in Section 3.2.1 and spatial probabilities estimation θu in Section
3.2.2 .

3.2.1 Temporal prediction

In order to predict the w(t+ 1) (removing u for notational simplicity), we try
to find a value that minimizes the cumulative sum of the l2-loss function.

ŵ(t+ 1) = arg min
w

t∑
j=1

η(j)
(
w − w(j)

)2
(3.25)

Such that
∑t
j=1 η(j) = 1, where η(j) < 1 is the importance of loss with

respect to true values of w(j) j = 1, . . . , t. If we set them to equal loss
importance, the importance would trivially become η(j) = 1/t.

To solve the optimization, we set ∂f
∂w

∑t
j=1 η(j)

(
w − w(j)

)2
= 0 then the

optimal value would be w∗ =
∑t
j=1 η(j)w(j). It means that we should set the

time-average of observed values to be ŵ(t + 1). However, it is impractical to
keep a list of observed values for each prediction. It would be nice if we can use
a dynamic update from both previous prediction ŵ(t) and current observation
w(t) to predict ŵ(t+ 1). Let η(j) = 1/t ∀ = 1, . . . , t, then
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ŵ(t+ 1) =

t∑
j=1

1

t
w(j) (3.26)

=
1

t
w(t) +

t−1∑
j=1

1

t
w(j)

=
1

t
w(t) + (1− 1

t
)

t−1∑
j=1

1

t− 1
w(j)

=
1

t
w(t) + (1− 1

t
)ŵ(t)

The note here is that at each time t = 1, 2, 3, . . . the importance factors
vary by starting η = 1, 1/2, 1/3, . . . to obtain each prediction. Therefore, the
new prediction can be calculated by a recursive model of previous observations.
Another way to represent this prediction is ŵ(t + 1) = ŵ(t) + 1

t [w(t) − ŵ(t)]
can be interpreted as updating the old prediction by learning from the error in
the prediction as we used in Paper III relation (14).

new prediction = old prediction+ step size[error of prediction] (3.27)

3.2.2 Spatial estimation

In an attempt to estimate the spatial probability θu, we need to observe a
sequence of requests from different sources. We have three spatial sources (i.e.
users in local, peer, non-peer operators), and total mu

0 requests classified by

vector mu = [mu
1 mu

2 mu
3 ] where mu

0 =
∑3
k=0m

u
k . We carry out the same

procedure for every user who generates UGC and therefore remove index u for
the sake of simplicity. We model m as a multinomial distribution such that∑3
k=1 θk = 1, then the probability of m given θ and m0 is obtained by:

p(m|θ,m0) =

(
m0

m1m2m3

) 3∏
k=1

(θk)mk (3.28)

Here, (8) is the probability of m given θ but our goal is the reverse. We
would like to calculate θ by observing m. Therefore, there are two major
alternative ways to estimate θ. The first method is maximum likelihood, the
other is maximum a posteriori (MAP). The reason we continue with MAP is
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threefold. MAP is based on a Bayesian model with a priori probability makes
it suitable to start with a given initial condition. Second, this model is more
practical when insufficient data has been observed because maximum likelihood
suffers from over-fitting when limited data is available. Third, in the Bayesian
approach there is a way to define and update the estimation in a recursive form
which makes it suitable for on-line learning.

If p(m|θ) is given and p(θ|m) is desirable, we can use Bayesian theory that
shows the relation:

p(θ|m) =
p(θ)p(m|θ)

p(m)
(3.29)

Where p(θ|m) is called posteriori probability. p(θ) and p(m|θ) are prior
and likelihood probabilities respectively. This implies that in order to calculate
the posterior probability, one should have the prior and likelihood probabilities
in advance.

The problem here is that all data should be available to estimate posterior
probability. If we look at the time as a sequence of slots or rounds, in each
round we can update the posterior by observing the most recent data. In this
case, we need to have updated prior knowledge. We can use the posterior of the
previous round as the prior knowledge to the current round. To make this work,
both prior and posterior must be in the same distribution family which is called
conjugate prior property. Fortunately, a multinomial distribution as likelihood
distribution comes with Dirichlet as its prior, which fulfils this property.

Dir(θ|a) =
Γ(a0)

Γ(a1)Γ(a2)Γ(a3)

3∏
k=1

(θk)ak−1 (3.30)

Where a = [a1 a2 a3] is hyper-parameter with a0 =
∑3
k=1 ak and Γ is

the gamma function with definition Γ(a) :=
∫∞

0
xa−1e−xdx. We use hyper-

parameter a as the history of the observations by a = a + m in each round
and set m = 0 at the beginning of the round to capture the observation in
each round. Then we obtain the posterior by multiplying prior Dir(θ|a) with
likelihood p(m|θ,m0):

p(θ|m,a) =
Γ(a0 +m0)

Γ(a1 +m1)Γ(a2 +m2)Γ(a3 +m3)

3∏
k=1

(θk)ak+mk−1 (3.31)

To estimate θ, we can apply MAP to maximize the posterior as θ̂u =
arg maxθ p(θ|m,a). If we solve the optimization, we achieve
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θ̂k =
ak +mk − 1∑3
k=1(ak +mk)

(3.32)

The algorithm for each user then becomes:
For every round observe mk for each k,

1. estimate θ̂k by applying (3.32)

2. update ak = mk +mk and set mk = 0.

The initial values need to be treated carefully which is discussed in paper
III.

3.2.3 Q-learning

For the more sophisticated knapsack (i.e. MDMKP) with predefined residency
period for objects (i.e. NSP), there exist some off-line algorithms but this is
not so for the on-line case to best of our knowledge. For this case, we were
inspired by the temporal-difference learning (TD-learning) algorithm family to
solve such problems. We explore why TD-learning is useful for our problem.

TD-learning is an on-line decision maker which does not make use of in-
formation about the order of arrivals. TD-learning is a combination of the
Monte-Carlo method and dynamic programming (DP), and inherited from
Monte-Carlo the property of being a model-free decision maker. TD-learning
decisions are based on partially learned estimates. TD-learning applies deci-
sions based on the current situation and its current knowledge, wait for one
step, see the consequences to learn from these and upgrade its knowledge. This
makes it suitable for on-line decisions and unlike Monte-Carlo does not need
to wait until the end of a long episode to upgrade its experiences. To apply
TD-learning, the decision maker (controller) should be modelled by a Markov
decision process (MDP).

Markov decision process (MDP)
MDPs are models for decision making systems with partly random out-

comes. Formally a MDP is a 4-tuple (X ,H , P,∆) where X is a set of system
states, H a set of actions, P (χ′|χ, h) is the probability that action h ∈ H in
state χ ∈ X will lead to χ′ ∈ X . ∆(χ, h, χ′) is then the reward of this trans-
mission. The goal is to achieve an optimal policy, i.e. what is the best action
(highest reward) at each state.

In paper V, we modelled our fog-RAN with a decision controller and applied
joint service placement and scheduling with an MDP. In our work on service
placement in distributed Fog and cloud, the actions are modelled by selecting a
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fog-node (h ∈ H ) as the best place based on the current state χ ∈ X . The action
set includes cloud m ∈ H as well. The policy is thus a function, π : X → H
mapping each state to an action. Since every arrival comes stochastically in
different states, each decision has a consequence which can be modelled by ∆.

To achieve the optimal policy, the controller needs to know the probability
of transformation between states and the value of each state. Since this prob-
ability is not known in our work, we can use a Q-factor which represents the
value of a state-action pair. In this form, Q(χ, h) is an element of a Q-matrix
representing the value of action h in state χ. MDPs are originally discrete time
and decisions are made at every time-slot. In our system, the inter-arrivals are
randomly distributed. Therefore, we modelled the system with Semi-Markov
decision process (SMDP). Once the controller takes action h in state χ, the
system will stay in state χ for k(χ, h, χ′) slots and then transits to the next
state χ′. Finally, the agent receives the reward ∆.

The learning process
The optimal policy π∗(χ) is directly derived by the optimal Q-factors:

π∗(χ) = arg maxh Q∗(χ, h) (3.33)

And the optimal value of each state is:

V ∗(χ) = max
h

Q∗(χ, h) (3.34)

The optimal Q-factors Q∗(χ, h) definition is calculated by:

Q∗(χ, h) =
∑
χ′

p(χ′|h, χ)[∆(χ, h, χ′) + γV ∗(χ′)] (3.35)

This recursive Bellman definition requires knowing the probabilities p(χ′|h, χ)
∀χ′ and rewards ∆(χ, h, χ′) ∀χ′ for each state-action pair in advance. If these
parameters are not given, the optimal Q-factors Q∗(χ, h) should be constructed
within a period as a learning phase and in this phase the decisions can be se-
lected based on a policy. The policy is usually derived from (3.33) with
additional randomness to select an action which enhances exploration during
the learning phase. Enough exploration in the state-action spaces can give
better Q-factor results. Q-factors in MDP should be updated and Q-learning
is a recursive algorithm to update Q-factors as follows:

Qt+1(χ, h) = (1− αt)Qt(χ, h) + αt(samplet) (3.36)
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When a sample is observed and calculated, (3.36) averages with the previous
Q-factor. αt is step-rate which can be constant or variable over time. How a
sample is defined is the core of the algorithm.

The definition of sample depends on which on/off-policy the TD con-
troller has applied. For off-policy learning, first by applying action h, re-
ward ∆(χ, h, χ′) and state χ′ are observable. Then, set the sample value as
∆(χ, h, χ′) + γmaxhQ(χ′, h). The Q-factors are updated and each iteration by
(3.36). At the end of the learning phase, Q-factors are optimal and the policy
is calculated based on (3.33). Discount-rate γ helps to apply more weight to
the current reward ∆ than previous ones. In the frozen phase, this target policy
should be followed without further considering Q-factors.

In an on-policy variant –also called the state-action-reward-state-action
(SARSA) algorithm in the literature– we need a policy in the learning phase
that is called behavior policy. After applying h and observing ∆(χ, h, χ′), χ′,
the current policy should be calculated based on (3.33) with enough exploration
probability and in the same iteration giving us χ′ and h′ pairs. Then the sample
is defined as ∆(χ, h, χ′) + γQ(χ′, h′). This on-policy method is useful specifi-
cally when the number of states in the Q-table need to be approximated due
to the curse of dimensionality. We used an on-policy variant in paper V.
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Chapter 4

Summary and
Contributions

4.1 Research contributions

The thesis includes five peer-reviewed papers. The main results and contribu-
tions of the papers are summarized in this part.

4.1.1 Paper I: A study on energy used to deliver H.264
AVC and H.265 HEVC video content

Authors: M. Safavi, S. Bastani, Z. Zhang, M. Forsell, O. Mämmelä, B.
Landfeldt

Paper state: published in IEEE 21st International Workshop on Com-
puter Aided Modelling and Design of Communication Links and Networks
(CAMAD), 2016

Contributions: This publication introduces an end-to-end approach to de-
scribe the energy usage of video delivery within a content delivery framework.
This study is backed up by both measurements of encoding and decoding en-
ergy usage of a video content and multi-tier modelling from a central server at
the core to end-user devices in wireless access networks. We used both mea-
surements and simulation for our analysis of video coding and delivery as our
methodology. We showed the contribution of individual parts of the delivery
chain in energy usage as well as the effect of H.264/ H.265 codecs, bitrates etc.
The results also reveal the connection between content popularity and selection
of encoding scheme as a key parameter in end-to-end energy saving.

41
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My part: I did the main part of the paper including specifying energy
models, simulation of the delivery platform, writing the code and the paper.
The only part that I was not involved in was the measurements of the codecs.
I was the corresponding author of the paper and presented the work at the
conference in Toronto, Canada.

4.1.2 Paper II: An online placement mechanism for effi-
cient delivery of User Generated Content

Authors: M. Safavi , S. Bastani, B. Landfeldt
Paper state: published in IEEE 22st International Workshop on Com-

puter Aided Modelling and Design of Communication Links and Networks
(CAMAD), 2017

Contributions: This work explores the effectiveness of placing user gener-
ated contents (UGCs) in Telco-CDNs with respect to power usage. On-the-fly
decision making is crucial in many Internet based platforms, leading to propos-
ing an On-line placement method. We provide simulation results showing that
the proposed algorithm performs close to optimal in terms of power used for
content delivery.

My part: I was the main contributor to the paper. I built up the idea,
mathematical programming of the system and simulation of the scenarios. I
was also the corresponding author of the paper and presented the work at the
conference in Lund, Sweden.

4.1.3 Paper III: Online Learning and Placement Algo-
rithms for Efficient Delivery of User Generated
Contents in Telco-CDNs

Authors: M. Safavi, S. Bastani, B. Landfeldt
Paper state: published in IEEE Transaction of Network and Service Man-

agement (TNSM), Vol 17, No. 1, March 2020
Contributions: This work is the continuation of paper II. First we ex-

tended the placement by regarding a general cost rather than power usage.
The on-line placement algorithm was replaced by another with the ability to
consider the value dynamics of the contents. Moreover, in paper II, we made
some assumptions regarding knowing the value and the popularity of each con-
tent in advance. In a realistic scenario, such data is not provided for telco-CDNs
and we developed an idea of learning the users’ behavior in both temporal and
spatial dimensions. In this case, a telco-CDN can act as an intelligent agent
trying to boost its context-awareness. The results shows, service providers are
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able to effectively place UGC and minimize the cost of serving UGC in their
networks even without knowing the users’ profile and the attributes of contents.

My part: The main work in developing the new algorithms, simulation
studies and writing the paper were done by me. The other authors were my
supervisors helping me and validating the research work in different stages.

4.1.4 Paper IV: Energy-Efficient Stable and Balanced
Task Scheduling in Data Centers

Authors: M. Safavi, B. Landfeldt
Paper state: published in IEEE Transaction of Sustainable Computing

(T-SUSC), 2020 (early access)
Contributions: This work focuses on the data center part of a video

delivery system. The main objective of this paper is devoted to designing a
task assignment algorithm with respect to energy efficiency. We used dynamic
server provisioning (DSP) by letting some servers sleep when the load level
allows it. This decision must be taken with extra care to keep the data center
stable since the load might be boosted in the future. On the other hand, data
centres have load balancers to minimize the average delay, leading to delivering
a better QoS for end-users. In this work, we argued that the load balancing and
DSP algorithms have conflicting objectives in the energy plane. We developed
optimized task scheduling algorithms by considering a trade-off between load
balancing, stability and energy usage. We further introduced two approximated
and randomized algorithm variants for real-time task scheduling decisions and
showed that they perform well compared to the optimized variant.

My part: I developed all parts of the paper such as the system models ,
optimization, simulation and writing under supervision of the second author.

4.1.5 Paper V: Joint Fog Service Placement and Schedul-
ing for 5G-Enabled IoT, a Q-Learning Approach

Authors: M. Safavi, S. Chamideh, E. Fitzgerald, W. Tärneberg , M. Kihl,
B. Landfeldt

Paper state: is under-review in IEEE Journal of Internet of Things
Contributions: This work expands the usage of the placement algorithm

in IoT services management. We focused on 5G based IoT networks and ex-
plored the possibility of their service placement and scheduling management at
fog-enabled radio access networks (F-RAN). We found that in this case, there
are many unknown parameters like service demands, coverage, distances etc.
We introduced an algorithm using a Q-learning approach to learn the uncer-
tainties to make the controller an autonomous entity in the edge network. We
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developed a joint placement and scheduling off-line optimization problem, and
showed that the Q-learning approach works well in comparison to the optimal
and other legacy algorithms.

My part: I am the main contributor of the work in developing the algo-
rithm, simulating the platform and writing the paper. Since the work covers
various methods, several authors with different areas of expertise have helped
me to make my assumptions more realistic.

4.2 General Conclusions and Future Work

The main goal of the thesis was to optimize the cost in edge networks con-
sidering content delivery and IoT service offloading use-cases. This study has
identified various cost/profit specifications and their influences on decision mak-
ing. The thesis has also proposed algorithms to optimize resource and content
management in real-time/sequential decision-makings at the edge. This study
has found that generally some management issues in terms of resource usage
at the edge come with lower cost. Enterprises such as network operators and
ISPs can leverage from this opportunity to offer platform-as-a-service (PaaS)
and CDNaaS to smart environments and content providers respectively. These
findings contribute benefit/cost analysis for enterprises to take step further in
digitization and AI-powered decision making.

For the future it would be interesting to investigate the possibility of au-
tonomous management in users’ devices. Although one step forward again at
the edge have shown promising results in research, the precise mechanism of
content streaming in users’ devices remains to be considered in end-to-end cost
saving.
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A Study on Energy Used to Deliver

H.264/AVC and H.265/HEVC Video

Content

We propose an end-to-end approach to describe the energy usage of

video delivery within a content delivery framework, and use this to inves-

tigate the energy usage behavior of two popular coding schemes, namely,

H.264/AVC and H.265/HEVC. Our study based on the proposed model

is backed up by measurements of encoding and decoding energy usage

of a sample video and shows that, from an end-to-end perspective, tak-

ing into account all the elements of a content delivery network, neither

of the coding formats is always dominant in terms of energy saving. We

also find that the popularity of video content is a key parameter for pre-

dicting which encoding scheme saves most energy. In particular, we find

that H.265 encoded content results in lower energy usage if the content

is highly popular. On the other hand, for a content with predicted low

popularity, more saving is achieved if H.264/AVC is used. This lead us

to calculate a hybrid content delivery scheme, where the contents with

low popularity are encoded and delivered in H.264/AVC format, whereas

content of high popularity are encoded and delivered in the H.265/HEVC

format. Also, our findings offer new insights into which elements of energy

usage should be the focus of future research.
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1 Introduction

Energy efficient computing has attracted significant attention from various re-
searchers from different fields. While previous efforts have offered valuable in-
sights into particular elements of energy consumption, only a few studies such
as [1,2] have addressed the problem from an end-to-end perspective. However,
these studies treat the content in a simplistic way (i.e. streams of bits and
packets carried over a network path), and do not consider the energy used for
processing (e.g. encoding) the content at both source and destination where the
content is released and pre-processed before is consumed. The energy usage
when processing content makes a significant difference in the overall end-to-
end energy usage behavior of a given content. Therefore, the amount of energy
used to encode (in the source) and decode at the user device must not be ig-
nored. Putting this in the context of the most popular video coding schemes,
video content encoded with H.265/HEVC have a much higher compression ratio
than H.264/AVC [3]. This leads to higher energy saving for the transmission
of H.265/HEVC encoded video content. However, the energy saving gain of
H.265/HEVC due to its high compression comes at the cost of higher pro-
cessing complexity (an thus larger energy usage) compared to H.264/AVC [3].
Therefore, the two coding schemes affect the total energy usage of video deliv-
ery from an end-to-end standpoint. It is also as important to take into account
the popularity (i.e. the relative demand rate) of content. The question is then
which encoding format to use for a given popularity in order to save energy.

Driven by these motivations, in this paper, we propose an end-to-end model
of energy usage and apply this to two use cases; using H.264/AVC as the most
prevalent codec at the time of writing, and using H.265/HEVC which is ex-
pected to gain a high popularity in the digital society. For a sample video, we
measure its encoding and decoding energy usage and apply these parameters
to the proposed model in the two use cases. We also investigate the impact of
video popularity on the energy usage and determine for which combination of
video sequence length and popularity levels the video is ought to be encoded
and delivered in a given format. Then, we consider a hybrid scheme where con-
tents format determined according to their predicted popularity. Throughout
this study the quality of service (QoS) of video (measured in Peak Signal to
Noise Ratio (PSNR)) is fixed for all scenarios of video encoding and across all
encoded presets of the sample video. Although our results apply only to a single
video sample used in our measurements, the proposed approach is sufficiently
general to be applied to a variety of video samples with different attributes.
Throughout the paper, we use the terms H.265 and HEVC interchangeably.

Our model includes the energy usage from three components, first video
processing, i.e., both encoding and decoding, second video content delivery
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from the server to the network edge and last wireless links from the network
edge to the end devices. Video processing is one of the most energy intensive
parts of a video delivery system. Some works (e.g., in [4]) investigate the energy
usage of codecs on different platforms. Some works focus on system design
aspects, e.g. in [5]. In [6] the authors concentrated on improving the energy
efficiency in codec design. In some works there is a trend to design a software-
based encoder e.g in [7]. The most straightforward method which relates the
complexity to energy usage is discussed in [8]. There are also some works on
comparing the complexity of H.265/HEVC and H.264/AVC codecs in [3] which
we find match the results we obtain in this paper from an energy perspective.
The energy usage on video content delivery is another important part. In [1] [9]
the authors proposed an end-to-end energy usage model for video delivery. [2]
focused on architecture and proposed two models for CDN and CCN for video
content, respectively. However, as far as we know, none of the previous works
considers different video formats and their decoding/encoding issues within a
CDN. Mobile devices have a significant effect on overall energy usage. In [10]
a power consumption model was proposed according to frame rate on WiFi
802.11 devices. In [11] a detailed model for energy consumption in 802.11ac
access points was presented. In our work, we assume that users have wireless
devices.

The remainder of this paper is organized as follows: Section 2 describes our
proposed end-to-end energy consumption model. Our numerical results are
presented in Section 7, and the paper is concluded in Section 8.

2 Proposed End to End Energy Usage Model

We consider the case where there is video content with a given popularity,
and compare the end-to-end energy usage for the delivery of such content in
our two use cases. We conduct this study within the context of a content
delivery framework, where our content is situated within a pool of contents in
the system ranked by their popularities. Denote by a set K = {1, 2, ...,K} the
pool of video contents, where k represents the rank of the content of interest.
Contents with lower ranks have higher popularity. The total demand for all
content is R and the demand for content k, denoted by R(k), is obtained using

a Zipf distribution, i.e. R(k) = R k−α∑K
k=1 k

−α , where α is the Zipfian exponent.

More specifically, R(k) is the total demand for the content k during its lifetime,
i.e. from the time it is generated until the time it is eliminated from the system.
By producing new content, we mean the encoding of a given content into a set
of versions V = {1, 2, ..., V } and retaining all versions in the system, in a
fashion similar to how the major content providers such as YouTube generate
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their video content. The set V is similar in the two encoding schemes H.264
and HEVC. More concretely, this set consists of 10 different presets, ranging
from a very fast to a very slow preset. The size of a version v of content k
is sh4(k, v) bits if it is encoded with H.264, and sh5(k, v) when encoded with
H.265. The indexes are dropped in those expressions applied generally to both
codecs. When a demand for content k arrives, it is served with a version v
with probability p(v), where p is a probability measure over the entire set
V . This probability distribution is independent of the codec type used for
encoding the content. Such a distribution is realized in practice by the available
bandwidth, or by device type and the streaming protocol e.g. HTTP DASH.
For simplification, we abstract away such details by using a general distribution
p. We mark that, each version v could also be produced into additional versions
differing with respect to the video bitrate, however, we do not consider this case
in our study because the presets in set V cover this property; i.e. the bitrates
of presets are usually different.

With the aforementioned content delivery framework, we approach the en-
ergy usage from an end-to-end point of view, taking into account the total
energy used at the source where the content is encoded, transmitted through
a core and edge network, and to a WiFi access point (AP) that delivers the
content to an associated user device which finally receives and decodes the
content. Our reason for choosing WiFi technology as the representative access
network in this paper is two-fold: first, it is already regarded as a prevalent
access technology, and will continue to grow even more rapidly due to the need
for offloading a significant portion of cellular mobile traffic (in 2015 around
55% [12]), thanks to the penetration of dual-model devices. Second, we found
that the existing models for WiFi energy usage are by far more mature com-
pared to cellular access alternatives such as LTE. We serve all demands of a
content k as follows,

E(ξ(k)) = ξe(k) + ξg(k) +
∑V
v=1 p(v)R(k)

(
ξtx(k, v)

+ξs(k, v) + ξa(k, v) + ξr(k, v) + ξd(k, v)

) (1)

where the contributions from individual components are expressed as a func-
tion of k and v to account for the general attributes of the content such as
its demand, and the particular attributes related to individual versions of the
content, notably the version size in number of bits. In (1), ξe(k) is the energy
consumed to encode all presets of content k, ξg(k) is the storage energy used to
retain all versions of k, ξtx(k, v) is the transmission (core and edge) energy used
for version v, ξs(k, v) is the streaming energy usage, ξa(k, v) is the energy used
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in the access point to transmit the packet streams and to receive acknowledge-
ment (ACK), ξr(k, v) and ξd(k, v) are the energies used to receive and decode
the content, respectively. We do not account for energy used for video playout
since it is highly dependent on device screen size, brightness, etc.

In the following, the individual components of the expected energy usage
expressed by (1) are specified in more detail.

Transmission, storage and streaming: we extend the model proposed
in [2] for conventional CDNs to calculate the energy usage caused by transmis-
sion in the core, metro and edge networks, as well as storage and the server.
In this model, it is assumed that content residing on a content provider server
traverses a LAN switch and an edge router in the content provider data cen-
ter, then passes H routers in the core, nodes in the metro and edge network
including a provider edge router, two switches and a gateway router. This is a
typical configuration of an IPTV network [1]. We note that the parameter H
is defined as the number of hops traversed in the core network using a shortest
path routing policy. The transmission energy (in Joules), corresponding to a
version v of content k, is expressed as:

ξtx(k, v) = 4δs(k, v)

[(
erd + eoxcd

)(
H + 1

)
+ ewdmd H

]
+4δs(k, v)

(
3eed + egd + 2eped

) (2)

where the first term describes the energy usage in the core, and the second
term is the energy usage caused by the transmitting nodes in the provider edge
network and in the data center. erd, e

oxc
d and ewdmd denote the energy density

(J/bit) of the core router, optical cross connect, and WDM links respectively.
eed, e

g
d and eped represent the energy densities of an Ethernet switch, gateway

router, and provider edge router respectively (J/bit). The factor 4 in expression
(2) accounts for redundancy and overhead [1]. We have introduced a new
parameter δ > 1 into the model in [2] to account for the overhead incurred
by streaming protocol and packetization (TCP/IP headers). We note that the
model in [2] assumes the access network is a passive optical network whose
energy usage does not depend on traffic load, and therefore the energy usage
in the access network is omitted. We apply the same assumption in this paper
but we assume the passive optical network (PON) is extended with wireless
access comprising a WiFi access point and a user device, which in contrast to
PON, uses energy according to the offered load [10].

The energy usage of the streaming server is expressed as follows [2],

ξs(k, v) = s(k, v)esd (3)
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where esd is the energy density of the server (J/bit). For the storage we have [2],

ξg(k) =
∑V
v=1 s(k, v)pgdT (4)

where pgd is the power utilization (in W/bit) of the storage device and T is the
residence time duration of the content on the storage. We assume this time
duration is the same for all contents.

WiFi Access: in the following, we characterize the power usage in the
access point (ξa) and the device (ξr) for transmitting and receiving the content.
We apply a model recently developed in [10] and customize it for the purpose
of our study. In particular, the model expressed by Eq. 8 in [10] describes
the power usage of the device only. We extend this model to account for both
access point and device. The power usage in the device is described as:

ξr(k, v) =

[
ρrid + λ(k, v)

(
ρrtxTack + ρrrxTL + γrxr

)]
T (k) (5)

where ρrid is the idle power of the device, λ(k, v) is the frame rate (seen from
the device MAC layer), ρrtx is the transmission power, ρrrx is the receive power
(possibly different to the transmission power), Tack is the airtime of an ACK
packet which includes the MAC and physical header, and depends on the wire-
less bitrate. TL is the airtime of the video packet (including physical and MAC
headers). γrxr is the cross factor power, used to process the packet throughout
the entire protocol stack of the device. All aforementioned power related pa-
rameters are measured in Watt. The parameter Tk–the duration of the video–
is introduced in (5) to obtain the equivalent energy usage measured in Joule.
For the access point, the expression is:

ξa(k, v) =

[
ρaid + λ(k, v)

(
ρatxTL (1 +Rtx) + ρarxTack + γaxg

)]
T (k) (6)

where Rtx is the number of frame re-transmissions caused by failed receptions
in the device. This is a MAC layer parameter which depends on the traffic
load and density of nodes associated with the AP. In our numerical analysis
in Section 7, we will use a range of predetermined re-transmission rates to
understand its effect on the energy usage in the WiFi access. γaxg is the cross-
factor power of the AP. The meaning of the remaining parameters in (6) follow
the same notation as for the device (5).

Encoding: we measure the encoding energy usage of a sample video sepa-
rately for H.264 MPEG 4/AVC and H.265 MPEG-H/HEVC. This measurement
involves encoding a single raw video file (YUV format) into an mp4 container.
The parameters of the video file are demonstrated in Table 1.
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Table 1: Attributes of the sample video

Video Parameter Value
Length 43s 867ms
Frame rate 30 fps
Width 1920 pixels
Height 1080 pixels
Color space YUV
Chroma subsampling 4:2:0

The encoding is performed on a Dell PowerEdge R150 rack server with
two Xeon E5606 CPUs. We use open source codec software x264 and x265 for
encoding the video to H.264 and HEVC formats respectively. We used an Eaton
ePDU device to measure the power draw. Among multiple measurements we
have conducted with different configurations, we measured with fixed PSNR
across all presets of the video. The encoding energies are listed in Table 2.
Recall that ξe(k) in (1) represents the encoding energy. In our sample video,
ξe(k) of a codec is the sum of energy usage for all presets of that codec.

Table 2: Encoding energy consumption and video bitrate per codec per video
preset

H.264/AVC H.265/HEVC
Presets bitrate

(Kb/s)
Encoding
Energy(J)

bitrate
(Kb/s)

Encoding
Energy(J)

ultrafast 6799.41 685 853 4650
superfast 3361.31 1080 806 5660
veryfast 1929.98 2340 805 9650
faster 2298.39 3420 735 10900
fast 2242.38 4510 612 13500
medium 2098.08 5030 579 18600
slow 2002.02 9740 547 51700
slower 1866.73 15900 515 117000
veryslow 1696.64 33400 519 179000
placebo 1725.28 131000 519 277000

We observe that the encoding energy of HEVC is multiple times higher than
the encoding energy of H.264. This conforms to previous studies that studied
the encoding complexity of H.264 and HEVC [3].

Decoding: we measured the energy usage of decoding on an Apple iPad
Air 2 tablet, separately for the sample video that we encoded with H.264 and
HEVC. We use the VLC Player to decode all presets of H.264 video, and
HEVCDecoder with 4 threads to decode the presets of the HEVC encoded
video. The reason for choosing a multi-thread configuration for HEVCDecoder
is that the HEVC codec is fundamentally designed to support this feature.
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For power measurements, we used the Energy Diagnostics profiler from Apple
Instruments software. The energy draw values along with video preset sizes in
byte are listed in Table 3.

Table 3: Decoding energy and byte size per codec and video preset

H.264/AVC H.265/HEVC
Presets Decoding

Energy(J)
Video size
(B)

Decoding
Energy(J)

Video
size (B)

ultrafast 48.09096 37283715 62.54359123 4677318
superfast 56.81238 18431323 65.53379071 4419600
veryfast 57.31074 10582804 72.01255625 4414116
faster 74.75357 12602934 65.28460742 4030280
fast 67.27807 12295810 63.04195781 3355825
medium 60.05176 11504559 63.04195781 3174874
slow 58.05829 10977826 63.54032439 2999406
slower 58.55666 10235981 70.51745651 2823938
veryslow 58.30748 9303313 67.02889045 2845871
placebo 63.29114 9460357 66.28134058 2845871

We observe that the energy usage of HEVC decoding is larger than those of
H.264 for most presets, although the difference is not as significant as it is when
encoding. An study conducted in [3] also confirms our observation, although
their approach is based on the time complexity of decoding. The encoding
and decoding energy altogether might draw us to conclude that H.264 is more
energy efficient than HEVC. However, as we will show in our simulation study in
Section 7, it is not always the case when end-to-end energy usage is considered.

3 Simulation Results

3.1 Simulation Setup

A video stream is encoded at an origin server, delivered to an end-device via a
WiFi access point, and decoded by the device. There are ten different encoding
presets for each video format from placebo to ultrafast. We use the same sample
video as shown in Section 2 and its attributes and encoding and decoding
related values listed in Table 1, Table 2 and Table 3, respectively. For the most
part of our simulations, we set the exponent of the Zipfian distribution to 1.2 as
suggested in [13] (see Table 4 for the remaining parameters). The energy usage
per bit for networking devices {storage, server, core/edge/gateway routers,
WDM link, OXC and Ethernet switches} follow those in [2]. The idle power,
cross-factors, and reception/transmission power coefficients of the access point
and device are set according to [10]. More specifically, for the device, we choose
the power coefficients corresponding to Samsung Galaxy Note 10.1 from [10]
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because this device is the closest to the device we used for the measurement of
decoding energy.Also, the access point parameters are the same as the Linksys
WRT54GL device that is used in [10]. We assume the access point and device
are in non-sleep mode in order to receive data and decode the video. We also
take into account the idle power of the access point and device and use UDP
video streaming.

Table 4: Simulation parameters

parameter value
Zipf Exponent 0.5, 1.2, 2.5
Number of videos 100
Total demands 100000
Raw video packet length 1400B
Percentage packet overhead (δ) 1.03
Device idle power 1.9935 W
Number of core hops (H) variable from 0-12
Content lifetime 90 days

3.2 Composition of the End-to-End Energy Usage

In this subsection, we consider the storage, server, transmission, wireless, de-
coding and idle energy without taking encoding energy into account, because a
video is normally encoded once but viewed several times. However, we address
the effects of retransmissions in the access point and the number of hops in the
core. The former reflects the WiFi network density, while the latter describes
the distance from the content provider server to the consumer. We mark that,
in this subsection, the number of demands for our sample video is obtained
using a Zipf distribution with exponent 1.2 and with a total demand shown in
Table 4.

First, we study how WiFi retransmissions influence the energy usage. We
fix the number of hops in the core network to five. Fig. 1 shows the fraction
of energy used by the individual parts of the network to deliver the video
content with rank 1, i.e., the most popular video. In the figure, the number
of retransmission in the access point is set to 0 (ideal case). Also, for the
sake of a fine granular comparison, we separate the devices’ idle energy from
the energy used for the WiFi interface. By WiFi energy, we mean the energy
used in both the access point and device for transmitting and receiving packets
and processing them in the protocol stack. From the figure, we observe that
the decoding energy percentage is lower in H.264, although its transmission
energy is higher compared to HEVC. The idle states of the access point and
the end user device use a substantially large fraction of the total energy. Also,
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Figure 1: The contributions of individual parts to energy consumption

we observe that in both H.264 and HEVC the decoding energy is much higher
compared to the energy used for WiFi transmission and reception.

We increase the number of retransmissions and investigate the effects on
WiFi energy usage in Fig. 2. Recall that when the device downloads the video,
it only transmits ACK packets, while the access point transmits video packets
and receives ACKs from the user device. Since the device only acks a successful
transmission, retransmissions only affect the energy of the access point. We
observe that the slope of the H.264 curve is steeper than HEVC due to its larger
traffic volume (i.e. larger video size). We study retransmission effects when
the number of retransmissions is maximum (i.e. five), and show the results in
Fig. 3. Compared to Fig. 1, the WiFi part of the total energy increases, but
is still only a small fraction. This implies that the WiFi energy usage, even
under very dense network conditions, is negligible compared to decoding and
device idle usage. Thus, future research should focus on optimizing the energy
efficiency of video decoding and the device idle state.

We also investigate how the number of hops in the core network affects the
results. Fig. 4 shows the transmission energy as a function of the number of
hops traversed by a single request of the sample video. We observe that the
slope of the H.264 energy curve is again higher than that of HEVC due to its
larger traffic size. For H.264, when the number of hops increases from 0 to 5,
the transmission energy grows by 73%; whereas for HEVC, the increase is only
33% from 0 to 5 hops. Therefore, in order to save energy when distributing
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Figure 2: The effect of frame retransmission on WiFi energy usage
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Figure 3: Energy usage with the highest number of frame retransmissions
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Figure 4: The impact of number of hops on transmission energy

H.264 content, it is important to store the content closer to the network edge
as the transmission energy for H.264 accounts for more than one third of the
total energy as shown in Fig. 1 and Fig. 3.

3.3 Analysis of Energy with Respect to Video Popularity

In this section, we compare the energy usage for different video ranks. The
number of hops in the core network is set to 5 and the number of retransmis-
sions over WiFi is set to its maximum value 5. We use a Zipf distribution with
exponent 1.2 to determine the demand rate corresponding to each rank of the
video sample. Fig. 5 shows the energy usage corresponding to each video rank,
taking into account all factors except for encoding. We observe that, for all
video ranks, the HEVC energy usage is lower than H.264 because HEVC saves
substantially in the transmission, and at the same time its decoding energy
is marginally higher than H.264 (around 15% in the sample video). However,
when encoding energy is taken into consideration, the situation becomes radi-
cally different.



66 PAPER I

0 5 10 15 20 25 30

Video Rank

0

5000

10000

15000

E
ne

rg
y 

co
ns

um
pt

io
ns

 (
K

J)

H264 with exponent = 1.2
HEVC with exponent = 1.2

Figure 5: Video delivery energy usage as a function of video rank (en-
coding energy not included)
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Figure 6: The end-to-end video delivery energy as a function of video
rank (encoding energy is included)
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Fig. 6 shows that when encoding is included, the H.264 end-to-end energy
is lower than HEVC when the video rank exceeds 8. It means that if we have
a video content which is estimated to be downloaded with a low rate, e.g., in
many video transmission applications like video chats and video conferences or
user-generated video clips, it is more energy efficient to encode and deliver it
in using H.264. Conversely, HEVC is more energy efficient than H.264 when
the popularity of a video is high. This phenomenon is attributed to the sub-
stantially large difference in energy required to encode video using HEVC and
H.264 as shown in Table 2 (HEVC encoding energy is >3 times larger than
H.264). This implies that there must be a sufficiently large number of requests
per video in order for HEVC to become more energy efficient than H.264. We
note that, in our simulations with Zipf exponent of 1.2, the crossing point
(i.e. the initial video rank where H.264 becomes more efficient) coincides with
video rank 8 which accounts for about 2500 requests, and many videos in real
situations may not have such a demand rate.

As mentioned above, there is a crossing point between the two curves in
Fig. 6. We regard this crossing point as a threshold. Before the threshold, i.e.,
for more popular videos, the end-to-end energy for each video rank is lower
for HEVC, whereas above the threshold, H.264 uses less energy. We conduct
simulations with different Zipf exponents to study how the shape of popularity
distribution affects the global energy usage (i.e. all content, collectively) and
the energy usage for the subset of contents falling below the threshold and
the subset which exceeds the threshold. Fig. 7 compares the absolute global
energy values and percentages of energy for the subsets below and above the
threshold. With larger exponents, the energy usage of popular videos becomes
higher. The global energy usage for HEVC is larger than H.264 because of
the long tail property of the Zipfian distribution, i.e., the majority of videos
falls below the threshold when HEVC becomes more energy efficient. This
observation implies to use H.264 for content that is estimated to have a limited
number of downloads and use HEVC for highly popular content (e.g. News
videos or professional video content) in order to save energy. We denote this
policy hybrid in contrast to a H.264 or HEVC only policy. From Fig. 7, we see
that the hybrid scheme is the most energy efficient. For our sample video with
our analysis assumptions, if we use the hybrid policy with Zipf exponent 1.2,
we can save 14% energy compared to a H.264 only policy and save 29% energy
compared to a HEVC only policy. Moreover, the hybrid policy becomes more
energy efficient with higher Zipf exponents.
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Figure 7: The global energy of all requests with respect to the threshold

3.4 Device Energy Usage Analysis

End users are usually only concerned with energy usage in order to increase
battery life time. In this subsection, we only consider the energy usage of
WiFi, video decoding and idle time for the device in order to capture this
aspect. The H.264 decoding energy is a bit lower than HEVC on average as
shown in Table 3. However, for receiving traffic via WiFi and processing it in
the protocol stack, HEVC uses less energy because of the smaller traffic size.
Fig. 8 compares the energy of H.264 and HEVC on the end device for different
presets. HEVC uses less energy for the ”fast” and ”faster” presets but more
for the remaining presets of the sample video. On average, H.264 and HEVC
use a similar amount of energy. Their difference is only 3% and the device
idle power dominates. Therefore, from the end-used perspective, the choice
between HEVC and H.264 is unimportant.

3.5 Energy Analysis of Different Video Sizes

So far, our analysis has been based on a single tested video. For completeness,
we here account for the effect of varying video length on the energy usage. To
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Figure 8: Energy consumption in the user device

construct a model for the energy usage due to varying video length we assume
that the complexity of the video is independent on its length so the energy
usage for encoding and decoding a video is linearly dependent on the length.
We denote a precoded version of a video using a specific preset by k, where k
contains the characteristics of the specific version, i.e. k = (spre(k), s(k), ...)
which all depend on the size of the video spre(k). The encoding energy is then
denoted ξe(k). Because of the linearity we then introduce an enlargement fac-
tor n derived as ξe(nspre(k), s(k), ...) = nξe(spre(k), s(k), ...) where the same
holds true for ξg(k). By considering relations (2)(3)(4) we see that the func-
tion is linear and mapping on s(k, v) is possible because we have no constant
factor. Relations (5)(6) also linearly depend on the video length as T (k) lin-
early depends on video size. In order to highlight the effect of this, we plot the
end-to-end energy usage of three video sizes, base size, 10 times base size and
20 times base size, against the popularity of the video.

Figure 9 shows that the crossing points (thresholds) do not change when
the video size changes, only the absolute energy usage increases with size. Fur-
thermore, the difference in energy usage between the different codecs increases
with the file size, meaning that there are bigger energy gains to be had as the
video file sizes increase.
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4 Conclusion

We propose an end-to-end energy model and use it in two scenarios, differ-
entiated by the coding format of the video contents. For a sample video en-
coded with H.264/AVC and H.265/HEVC, we build its energy profile based
on measurements conducted separately for encoding and decoding. We find
that, neither coding scheme always lead to the lowest energy usage and the
best choice is dependant on the popularity of the video. The results also have
implications for future research as we showed that the WiFi energy component
is negligible compared to the decoding component. Also encoding drains an
amount of energy much larger than both the WiFi transfer and the decoding.
The concern escalates for battery-operated devices. Therefore, it is important
for future research to focus more on the encoding and decoding aspects. Sec-
ond, the idle energy draw of a device is multiple orders of magnitude larger
than the WiFi interface for traffic transmission and reception. This implies
that it is important that future research focus on lowering the base power of
user device.
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is a suitable content type for which the Internet Service Providers (ISPs)
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ment and delivery solutions for UGC. Hence, we are motivated to address
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persistence limitation of UGC (in contrast to commercial content), and

derive model with the objective to minimize power usage. Also, derived

from the problem formulation, we propose an on-line algorithm which en-

ables each ISP to individually decide which contents should be placed and
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1 Introduction and Motivation

As the long-prevailing model of a few dominant media production companies
has changed to include an increasing fraction of user generated content (UGC),
the Internet infrastructure is also impacted. The increase in UGC is creating
a new usage pattern in the Internet with a shift towards content generation,
distribution and sharing. In 2015, YouTube and Facebook, making up the
largest share of UGC, accounted for a 35% and 20%, share of Internet traffic
respectively, for mobile and fixed traffic in North America [1]. The global trend
also shows that annual IP traffic surpasses 88 exabytes per month in 2016 and
the increase is projected to be nearly threefold during the period 2015–2020 [2].
The UGC traffic volume is therefore growing rapidly.

The current best practice to cope with the demand of Internet traffic is
by applying commercial Content Delivery Networks (CDNs). The lack of con-
trol from network operators over this over-the-top (OTT) traffic, apart from
economic conflict [3], has caused increased congestion levels on their networks
which can lead to degraded quality of experience (QoE) of their subscribers.
Despite these strains, network operators are marginalized in the revenue chain
of content delivery which is currently monopolized by few commercial CDN
owners. This has motivated network operators and ISPs to look for ways of de-
ploying and managing their own content delivery infrastructures, referred to as
Telco CDNs [4,5]. In addition to the monetary advantages from being involved
in the revenue chain and an enhanced control over the traffic matrix, ISP-
managed content delivery is inherently suitable for UGC due to the following:
first, the trajectory of UGC is bottom-up, meaning that UGC is generated and
uploaded by subscribers in the network operator domain. Second, UGC exhibit
strong locality attributes, evidenced by recent studies on social networks show-
ing that approximately 84% of the social community of an average Facebook
user is collocated in the users country of residence [6]. This implies that a sub-
stantial fraction of the total demand for UGC is likely to come from subscribers
within the footprint of the network operator and from its local neighbors. By
serving this demand locally, the network operator reduces its costs by enforcing
appropriate traffic engineering and content management policies.

With ISPs involved in the content delivery, the economy of scale implies
that, for any content uploaded by a local subscriber, an ISP must serve the
external demand originated from users of other ISPs in addition to the local
demand. Since a high volume of local UGC with potentially high demand can
emerge, the resource capacity of the ISP may not be sufficient to accommodate
and serve all content. Another main concern is the increased system complex-
ity when a set of multiple ISPs with mutual demands are involved in content
delivery. The complexity arises from the need for coordination among the par-
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ticipating ISPs. Furthermore, UGC, in contrast to most commercial content,
is generated and uploaded by end users who do not have any commitment
for retaining a local copy of the content which otherwise could be retrieved
for replication in commodity content servers. Consequently, efficient resource
assignment to UGC calls for on-line techniques. Despite these challenges, we
note that for ISPs, UGC offers an important property in that their demands
can be estimated from the social context of the users who upload and share the
content, without additional exchange of information and coordination among
ISPs. In this paper, we exploit this property and address UGC delivery in a
setting with multiple ISPs. We derive model with the objective to minimize
power usage. The theory comprises a comprehensive formulation of the studied
problem and an on-line algorithm which enables each ISP to individually decide
which content should be placed and served locally. This algorithm takes advan-
tage of the aforementioned property of UGC to determine the content demand,
and also reduces the system complexity by eliminating inter-ISP coordination
and information exchange. We also note that while this paper focuses on power
usage as the objective of optimal UGC placement, the approach taken and the
accompanying principles can be applied to other relevant cost functions such
as congestion and delay.

2 Related Work

Optimal content placement methods have been studied in many previous works
and different types of cost functions have been considered. In [7], the authors
tried to replicate content as well as minimizing the number of Autonomous Sys-
tems (ASs) traversed. In [8], minimization of server load was addressed. The
work also focused on complexity of optimal placement, and proposed a way of
reducing complexity by placing surrogates on single hierarchy paths. [9] investi-
gated the placement of user-generated contents (UGCs) in a media cloud with
the objective of monetary cost minimization. In another work [10], the authors
studied the minimization of downloading cost, given limited storage budget
and link capacity. The work in [11] developed multiple distributed algorithms
for content allocation, albeit at a cost of information exchange between ISP-
managed CDNs (nCDNs). The work [12] employed user social context to reduce
energy usage by exploiting the P2P techniques in content delivery. Our work is
an investigation which addresses how these given social context between users
can contribute to achieve optimal content placement. Also, exploiting the pre-
dictability of UGC from the social context of users can help to reduce system
complexity and information exchange in a network of multiple ISPs.

Previous work has studied energy efficiency within the context of object
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placement. A common practice to reduce energy usage is to place content
as close as possible to user access networks [13] [14] [15]. In [16], a similar
principle was applied to content centric networking (CCN) and dynamic optical
bypass architectures. To the best our knowledge, this paper is the first paper
studying our proposed approach towards efficient management and delivery of
UGC among multiple ISPs. Moreover, we showed that content popularity has
relationship with power usage in our previous work [17], therefore, we consider
it as another important factor in current work.

3 System modeling

We consider a network topology according to figure 1 with several ISPs belong-
ing to a set I = {1, 2, ..., I}. It is assumed that each ISP maintains its own
storage in order to keep user generated content locally. If a user uploads his/her
content, then in the simplest case, there are two scenarios; either to upload the
content to a social network provider’s central server or to upload content locally
to the ISP’s storage (with limited storage space and other resources).

We model the system from a content distribution perspective. There is a set
of objects N = {1, 2, ..., N} where each object instance is denoted by n ∈ N .
The popularity of each object can be derived from the user’s social relationship
and in this work, the request rate (the number of requests per second) is a
function of the number of users’ friends since they are usually the first users
who request the content. The decision can be made at the end of a certain
amount of time periodically which lets us focus on a single decision problem.
For simplicity, we assume that all objects are of the same size. The total request
rate of object n is Λ(n) and the requests come from different ISPs. The request

rate of object n from ISP i ∈ I is λ(n, i) and clearly Λ(n) =
∑I
i=1 λ(n, i). There

is a set N (i) ⊆ N which denotes the subset of all contents with the source being
ISP i (and

⋃
i∈I N (i) = N and we also assume

⋂
i∈I N (i) = ∅ ). Then, for each

content, there are two types of requests, local requests and remote requests.
The local request rate is defined as λ(n, i) s.t. n ∈ N (i) and the remaining
remote requests are from other ISPs which equal to

∑
j∈I λ(n, j) s.t. n ∈ N (i)

and j 6= i and these conditions denote the total requests of all ISPs other than
i for object n which belongs to ISP i. This remote request rate is denoted by
µ(n, i) s.t. n ∈ N (i).

3.1 Power Usage Minimization Problem

The corresponding decision problem is modeled using binary integer program-
ming. The main optimization variable is xni, defined as:
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xni =

{
1 if object n ∈ N (i) is decided to store in ISPi

0 o.w.

Each ISP can decide to place object n in its server locally, or place it on
the central server where the replication of content is mutually exclusive i.e.
cannot take place on both servers. The reason for this assumption is that
UGCs usually is short-lived and replication can lead to increased complexity
and resource consumption. The second assumption is that ISP i does not have
any control over other ISPs and it cannot place its own objects on other ISPs’
servers. It is important to note that if xni = 0 then it doesn’t necessary mean
object n is stored on a central server. Assume the source of object n is ISP j
then, for all ISPs other than j, these decision variables are equal to zero. So,
if xni = 0 and n ∈ N (i) then it can be concluded that object n is stored on a
central server. This can also be expressed as follows: object n is stored on a
central server if

∑
i∈I xni = 0.

We define power usage as an optimization cost function. Each downloaded
object is transmitted over some links and over network nodes that use energy.
In the transmission part, the usage is linearly dependent on the number of
hops. Building on previous work in [16], the definition of the transmission
energy usage per object is:

ξ(H) = 4B(er + eoxc)(H + 1) + ewdmH + 3ee + eg + 2epe) (1)

where B denotes size of object in bits, H is number of hops and er, eoxc,
ewdm, ee,eg and epe denote energy density (joule/bit) of a core router, optical
cross connect, WDM link, Ethernet switch, gateway router and provider edge
router. The factor 4 accounts for redundancy, cooling and other overheads
and the factors 3 and 2 for Ethernet switches and edge routers stem from
the internal topology of edge networks. For simplicity, we consider the same
networking node types among all ISPs. Thus, the definition of the power usage
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cost function is:

Minimize
∑
i∈I

[ ∑
n∈N (i)

(
ξ
(
H(i)

)
λ(n, i)xni (2)

+
(
ξ
(
Hs(i)

)
+ ξ
(
H(i)

))
λ(n, i)(1− xni)

)
+
∑
j∈I \i

∑
m∈N (j)

(ξ
(
H(i, j)

)
λ(m, i)xmj

+
(
ξ
(
Hs(j)

)
+ ξ
(
H(j)

))
λ(m, i)(1− xmj)

)]

Subject to constraints (3)(4)(5)(6)(7)

where H(i) is average hop distance between internal server of ISP i and its
users, H(i, j) is hop distance between servers of ISP i and j , finally, the hop
distance between server of ISP i and central server denotes by Hs(i). There
are constraints on the way ISPs can make decisions. The storage size S(i),
available capacity of the transit link (the ISP link to the outside network)
C(i), and maximum rate of streams that can be served by the local ISP server
R(i) (the unit of C and R is content rate). The following constraints are applied
to the optimization problem.

Capacity constraint :( ∑
n∈N (i)

(
µ(n, i)xni + λ(n, i)(1− xni)

)
+

∑
m∈N \N (i)

λ(m, i)

)
≤ C(i),∀i ∈ I

(3)

Storage constraint:
∑

n∈N (i)

xni ≤ S(i), ∀i ∈ I (4)

Stream constraint:
∑

n∈N (i)

Λ(n)xni ≤ R(i), ∀i ∈ I (5)

Local constraint:
∑

m∈N \N (i)

xmi = 0, ∀i ∈ I (6)
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Binary constraint: xni ∈ {0, 1}, ∀n ∈ N ,∀i ∈ I (7)

As mentioned above, C(i), S(i), and R(i) are constants and C and S mea-
sures the numbers of objects per second. The transit link has capacity C(i) ≥
(max(

∑
n∈N (i)(λ(n, i)(1−xni) +µ(n, i)xni) +

∑
m∈N \N (i) λ(m, i)). Therefore,

if an ISP decides not to place any content locally it should have sufficient
link capacity to fetch content from central servers and conversely, if content is
placed locally, then there should be sufficient link capacity to serve requests
from other ISPs.

The above integer program with corresponding constraints places all N
objects as well as minimize the total power usage for all ISPs globally.

3.2 Online Algorithm

Our goal is to place uploaded objects optimally and for this there are two possi-
bilities. One way is by solving the corresponding optimization problem off-line
at the end of each period using algorithms such as branch and bound, followed
by applying the simplex algorithm. However, this strategy is impractical for
two reasons. First, usually, there is no central authority to force all ISPs where
to place objects in order to reach optimality. Second, once a user wants to
upload or share their content, this should be made available instantly in the
corresponding online social networks. In order to meet these two challenges, it
is necessary to define an on-line algorithm which can place each object one by
one as upload requests happen within each ISP.

Online placement algorithms can work well in interactive systems. In prac-
tice, some applications such as online social networks, which have interactions
between users, need to decide instantly for each upload (or sharing) request.
Here, on-line algorithms are suitable because if the ISP already has information
about its storage,capacity and stream rate for each period, then it does not need
knowledge about future arrival uploading requests (their popularity etc.). Even
so, if there is an accurate request rate predictor, there is still uncertainty about
the order of upcoming contents, because the on-line decider does not know if
the next object will be preferred over the object currently under decision or
not (here ”preferred” means if the object has higher popularity). If there is a
restriction so that previous decisions on incoming objects cannot be changed,
then it is impossible in many cases to reach the optimal solution. However, it
is well known that competitive on-line algorithms can yield solutions near the
optimum and the distance to the offline optimum can be bounded [18].

We propose an on-line algorithm that ISPs can run. In order to simplify
our reasoning for clarity, we consider one ISP –which we refer to it as target
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ISP– with set of content L and localize (i.e. for one ISP) the integer program
with a power usage cost function. The program is expressed as follows:

Minimize cost(xn) (8)

subject to
∑
n∈L

(µ(n)xn + λ(n)(1− xn)) +
∑
m/∈L

λ(m) ≤ C

∑
n∈L

xn ≤ S∑
n∈L

Λ(n)xn ≤ R

xn ∈ {0, 1}

This problem is a variant of a multiple knapsack problem but with some
differences which renders it more difficult to solve. Online knapsack problems
have been extensively studied in the literature [19] [20] [21]. These problems are
usually maximization problems and in order to make our problem fit a knapsack
problem better, the objective function (which is cost minimization) is translated
to cost saving maximization. To that end, we formulate the power saving max-
imization objective function as follows: maximize

∑
n∈L ξ(H

s)λ(n)xn. This
objective function states that if an ISP decides to place an object n with local
request rate λ(n) locally, then it can save ξ(Hs)λ(n) power from a global point
of view, because if object n is placed on a central server, then this ISP should
download it λ(n) times per second and each time the retrieval of the object
from the central server incurs an additional energy cost of ξ(Hs).

In knapsack-like maximization programs, the value to weight ratio vw(n)
of each object n plays an important role and is used as a foundation for many
successful algorithms. Generally, this ratio represents the objective function
increase (cost saving) for each object an ISP decides to place in its storage
and from there serve requests. In our placement problem, the value of object
n is v(n) = ξ(Hs)λ(n) as mentioned above. It remains to calculate a unified
weight for this object. To this end, we use the structure of the constraints
in the optimization problem described by (8). Let wS(n), wR(n), and wC(n)
represent the normalized weight elements corresponding to storage, server, and
link capacity utilized by object n, if the ISP decides to place this object locally.
Applying the storage constraint in (8) to object n only, we obtain wS(n) = 1/S.
This yields for the server constraint wR(n) = Λ(n)/R. For link capacity, the
situation is non-trivial because in both cases of placing the object locally or
remotely in the central server, there exists a weight (i.e. cost) on link capacity
which, by exploiting the corresponding constraint in (8), becomes wC(n) =
µ(n)−λ(n)
C−λ(n) . The unified weight of object n, also interpreted as its weight on the
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entire system, is thus defined as w(n) = max (wC(n), wS(n), wR(n)) which
lies in the range (0..1]. Note that this range is valid so long as the weight of
each object is less than or equal to the storage size, which holds true in the
real scenarios. Although wC(n) may yield a negative value, the maximum of
the three weights is always positive, and, accordingly, the value to weight ratio
vw(n) is positive ∀n.

The value to weight ratio described above is used in our proposed on-line
algorithm, demonstrated in Algorithm 2. The algorithm operation relies on the
resource occupancy state, defined as the fraction of a resource being occupied
when a new placement decision is made. As can be seen from the algorithm,
there are three state variables C ′, S′ and R′ (initialized in line 1 of the algo-
rithm) and used to keep track of the occupancy of the link capacity, storage and
server, respectively. The occupancy variables are then exploited to calculate
two unified occupancy parameters f and f(n) (lines 7 and 8 in Algorithm 2),
with the former corresponding to the maximum occupancy among the three
resources right before placing the object n while the latter is the maximum oc-
cupancy if the ISP decides to place the object n locally. The decision whether
to place the object locally requires two conditions to be fulfilled, simultaneously
(line 10); first, the local placement must be feasible (i.e. f(n) ≤ 1). Second,
the value to weight ratio of object n must be larger than a certain threshold,
i.e. vw(n) ≥ Ψ(f) where Ψ(.) is a threshold function which assumes the current
f as a parameter and determines a threshold. Decisions to store objects locally
becomes more and more strict as the threshold increases. We adopt a threshold
function proposed in [20] and defined as Ψ(f) , (Ue/L)f (L/e) where U and
L are upper and lower bounds of the value to weight ratio (vw) and inferred
by an ISP using information about content request rates already acquired, for
instance, from the social context of users who upload the contents. Without
loss of generality, we assume U and L are given in our algorithm. Once the
placement decision is made, the placement and state parameters are updated
accordingly (lines 11-14 for the case of local placement and lines 16-17 for re-
mote placement). We note that between two consecutive placement decisions in
a given ISP, chances are that other ISPs receive new contents (from their local
subscribers) for which they make placement decisions. To account for the link
occupancy caused by requests originated from our target ISP to these external
contents, we introduce a variable λo =

∑
m∈L ′ λ(m) where L ′ ⊂ N \ L is the

set of contents placed by other ISPs since the occurance of the last placement
decision in our target ISP. We use λo to update the occupied capacity of the
link (see lines 12 and 17).

It can be proven that this algorithm guarantees the distance to the optimum
solution if ∀n,L ≤ vW (n) ≤ U as the algorithm is a (Ln(U/L)+1)-competitive
on-line algorithm [20]. The larger the distance between L an U , the larger the
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Algorithm 1: Online Content Placement Algorithm

Input: content specific parameters: local and external request rates (λ
and µ) of each incoming content, upper bound (U) and lower bound (L)
of the value to weight ratio.
ISP resource parameters: link capacity (C), storage capacity (S),
server capacity (R)

Output: Binary placement decision xn,∀n ∈ N (i)
1: C ′ ← 0, S′ ← 0, R′ ← 0
2: for each object n arriving do
3: Λ(n)← λ(n) + µ(n)
4: v(n)← ξ(Hs)λ(n)

5: w(n)← max
(
µ(n)−λ(n)
C−λ(n) , 1/S,Λ(n)/R

)
6: vw(n)← v(n)/w(n)

7: f(n)← max (C
′+µ(n)
C , S

′+1
S , R

′+Λ(n)
R )

8: f ←max(C ′/C, S′/S,R′/R)
9: Ψ(f)← (Ue/L)f (L/e)

10: if f(n) ≤ 1 and vw(n) ≥ Ψ(f) then
11: xn ← 1
12: C ′ ← C ′ + λo + µ(n)
13: S′ ← S′ + 1
14: R′ ← R′ + Λ(n)
15: else
16: xn ← 0
17: C ′ ← C ′ + λo + λ(n)
18: end if
19: end for
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distance to the optimum point. The knowledge of these bounds represents a
practical challenge in itself. However, if the popularity distribution or friend-
ship status information is available, then it is easy to predict these bounds from
the previous period. From the results below, it can be seen how the on-line
placement results are close to optimal.

4 Simulation Results

4.1 Simulation Configuration

In this section, we show how the on-line algorithm performs compared to the
offline global optimum and also as a benchmark, we include the case without
any local placement. We wrote the offline integer program in AMPL and solved
using CPLEX in Neos server [22]. The on-line algorithm was implemented in
MATLAB.

We consider 5000 video objects with equal size of 1 MB where each object is
uploaded by separate users. The network topology consists of 50 ISPs and each
has its own server. There is also one central server (i.e. belonging to a content
provider or OSN data center). The source of each object is selected randomly
(uniformly) before the optimization run. It is assumed that the request demand
follows a Zipfian distribution with exponent 1.05 for all objects with a maximum
of ten requests per second for the highest ranking object (in accordance with
today’s case where some users have very large social networks). We define
a set of scenarios and in each scenario, we consider a different probability
for partitioning the total requests into total local and remote requests. For
each objective function, there are 10 different local requests percentages (10%
... 100%). For the on-line algorithm, different orders of upcoming objects
affect the decision performance. We therefore ran the algorithm 1000 times for
different object orders. In order to make decisions, the ISP needs the lower and
upper bound of the value to weight ratio and we assume that ISPs obtain this
information from the previous period. In the simulation, we ran the algorithm
for the whole period (i.e. all contents uploaded) to estimate the upper and
lower bounds, then we ran the algorithm again when 5000 contents arrived one
by one.

We also made assumptions for the constraints and the objective function.
We assume symmetric numbers for each ISP and the available storage during
one period was set to 50 objects while the server limit was set to ten content
streams per second. The link capacity C was set to a large value (fifty content
requests per second) to uphold the feasibility constraint. For the optimization
parameters, we followed the values of energy density of devices from [23] and
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Figure 2: The power usage by each ISP with 30 percent local request

[16] and calculated transmission energy according to (1) for given hop distances.
We considered H(i) ∈ [1..4] following a discrete uniform distribution, H(i, j) =
H(i) + H(j) + 1 and Hs(i) ∈ [3..14] also uniformly distributed. These values
converge to their mean when repeating the simulation many times.

4.2 Results

In Fig. 2 we show the ISPs’ power usage in three different scenarios; the global
optimal (offline integer program), on-line algorithm placement and a scenario
without any local placement. The first and last scenarios show the best and
worst cases in terms of power usage. We considered that on average, 30 percent
of each ISP’s requests are from local users. It should be noted that the energy
usage for each object n requested by ISP i is considered as a part of ISP i’s
total power usage even if the object is located in the central server or at another
ISP.

In this configuration, the achieved power usage is near the optimal global
result. In the above figure we sort ISP’s by the number of generated requests
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Figure 3: The power usage by each ISP with 70 percent local request

to clarify the result.
Fig. 3 shows the same result with the assumption that the majority of

requests are local (on average 70 percent). In this case, we can see even better
results. Even when there is uncertainty about future uploaded objects, the
algorithm performs well but for ISPs with a high portion of requests (ISP
index 1, 2 and 3) the on-line algorithm does not perform as well. The reason
is that these ISPs have contents with extreme request rates and the on-line
placement is very strict to keep them locally because of their weights.

Fig. 4 shows the total power usage of all ISPs in 10 different scenarios
in which we have varying local popularity (10% ... 100%). The results show
that the higher the local popularity is, the more power is used if there is no
local placement but less power is used if optimal placement is performed. As
mentioned above, the efficiency of the algorithm depends on the ordering of
popularity among generated content. Fig. 4 shows the average performance of
1000 different incoming orders.
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5 Conclusion

While UGC is projected to make up a significant share of Internet traffic, we
note that very little research attention has been dedicated to this type of con-
tent, particularly, when placed in the context of content delivery networks.
This paper is thus viewed as a first contribution to explore efficient solutions
for the placement and delivery of UGC. To this aim, we develop a formulation
of the UGC placement problem in a network setting comprising multiple ISPs.
Also, as our main contribution in this paper, we propose an on-line algorithm
which relies on a valuable attribute of UGC, namely, its strong tie with social
networking contexts, to determine the content demand and use it for efficient
placement decisions. We advocate our choice of an on-line technique by re-
calling that UGC has uncertain persistence, and thus instant decisions must
be made upon its exposure to the system. We showed that our proposed on-
line solution performs close to an offline placement solution as a benchmark,
while it imposes little or no overhead in terms of inter-ISP coordination and
information exchange.
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User Generated Contents in

Telco-CDNs

User generated content (UGC) makes up a significant portion of Inter-

net traffic. As opposed to other content, UGC has so far been left outside

over-the-top providing network operators content distribution networks

(telco-CDN) due to the difficulty in determining optimised placement of

such content. The side effect of this is that UGC content is not placed close

to end users and therefore occupy unnecessary network resources. The

difficulty in determining optimal placement of UGC stems from the dif-

ferent geographical and dynamic behaviour of the content generators, and

a further complication is that with UGC, it is necessary to place content

in real-time which this has an impact on performance optimality. Even

though CDNs have been widely studied in the literature, little attention

has been given to the challenging case of UGC placement. In this paper,

we propose an on-line placement algorithm and compare its performance

with the off-line counterpart based on integer programming, both under

the assumption that the popularity of content is known to the algorithms.

In order to determine the popularity, we present an on-line learning model

to predict spatial patterns in content requests. Furthermore, we couple

the model with an algorithm for learning the early popularity of content,

i.e. shortly after the content becomes known. We show that together,

these approaches enable service providers to effectively place UGC and

minimise the cost of serving UGC in their networks.
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1 Introduction and Motivation

The proliferation of UGC has had a profound impact on Internet infrastructure.
YouTube and Facebook make up the largest share of UGC, accounting for a
35% and 20%, share of Internet traffic respectively for mobile and fixed traffic
in North America during 2015 [1]. Youtube alone involved over one billion users
(around one-third of all Internet users) [2]. The increase in UGC generation
has created a new usage pattern in the Internet towards content generation,
distribution and sharing. This, in the context of the current growth rate of
IP traffic [1], has the potential of opening up new profit sources for service
providers if UGC can be placed optimally. The inherent economic conflict [3]
arising from the lack of control from network operators over this over-the-top
(OTT) traffic and also proximity problems in some places warrants the design
of new delivery models suitable for UGC traffic. There is also a drive for
ISPs to be in the revenue chain of CDN markets [3] by seeking novel ways of
deploying and managing their own content delivery infrastructures, capitalizing
on regional presence and user proximity advantages.

CDN services offered by network operators are referred to as telco-CDNs [4,
5] or network-managed CDNs (nCDN) [6]. Along with potential benefits, de-
ploying telco-CDNs also comes with challenges and limitations; they are limited
to a specific geographical area where they have presence. Also, they require
joint optimisation of physical infrastructure cost (i.e. link congestion) and over-
lay network performance whereas, in a traditional CDN, optimizing the overlay
performance is the primary objective [7] [8].

In addition to potential monetary incentives, we propose that telco-CDNs
are also technically adept at UGC delivery for the following reasons; first, the
trajectory of UGC generation is distributed and bottom-up, meaning that UGC
is uploaded by different subscribers in the network operator domain. Second,
UGC has a strong locality attribute, evidenced by observation [9] indicating
that around 84% of the social community of an average Facebook user is located
in the user’s own country of residence. The locality attribute of UGC can
be leveraged by push-based content placement strategy to achieve seamless
control over the UGC traffic matrix as well as optimizing its cost by enforcing
appropriate traffic engineering and content management policies. This is in line
with findings suggesting that a push strategy is more suitable to telco-CDNs [7].

For UGC, there is still little contribution in the literature in view of its
importance and impact on Internet traffic and performance. Our intention is
not to re-open the debate (i.e. push- vs. pull-caching). Rather, our aim is
to employ certain properties of UGC to efficiently place the content and serve
the demands. Specifically, we employ a pushing policy due to its consistency
with the locality attribute of UGC. Since the fixed resource capacity of telco-
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CDN may not be on par with the amount of local and external demands —
originating from users of other ISPs—, reliable estimation of the prospective
content demands is paramount to the achievable content delivery performance
as well as the cost incurred. To this aim, we employ an important property of
UGC that their demand can be estimated from the social profile of the users
who upload or share the content, and present a novel placement mechanism
for UGC. Obtaining such information has proven to be challenging without
the involvement of users. Thus, we are motivated to tackle this by proposing
a learning algorithm that does not require user involvement. In addition, it
is desirable to place the content soon after its upload in order to meet user
expectation. Having observed the uploaded content, it is necessary to evaluate
the value of the content based on its characteristics such as size and popularity.
However, in practice, the popularity rate is unknown before the content is
placed and viewed. To address this challenge, we propose an on-line popularity
prediction model on top of a placement decision mechanism. The contributions
in this paper are summarized as follows:

1. Optimal off-line and on-line UGC placement algorithms for telco-CDNs
are developed and compared;

2. An on-line multi-dimensional knapsack algorithm for UGC placement is
developed;

3. Sequential Bayesian learning is proposed to estimate the spatial distribu-
tions of users’ social degree;

4. An on-line learning model is proposed to estimate the early demand rates
of content.

The remainder of the paper is organized as follows. In section II, we present
related work. In section III, the use-case platform and architecture are de-
scribed. In section IV, the system model, off-line and on-line placement schemes
and learning algorithms are developed. In section V, we evaluate the proposed
methods using different scenarios. The paper is concluded in section VI.

2 Related Work

In the context of conventional large-scale CDNs, content placement has mainly
been studied jointly with request routing, which can be reduced to the classical
Facility Location Problem (FLP) where strorage nodes represent facility sites
and user locations represent service points. In line with this, different works
have addressed different topologies for storage nodes organisation (e.g. flat and
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hierarchical) and different optimization objectives (e.g. distance from content,
hit ratio, monetary cost, etc.). Two representative studies of this kind are [10]
[11]. In [10], a flat strorage topology consisting of Autonomous Systems (AS)
was assumed and the objective was to minimize the average number of ASs
traversed by the content object to reach the user. In [11], a hierarchical storage
nodes architecture was used to minimize the load on a central server at the root
of the hierarchy. In contrast to these works, we consider the storage topology
as a black box and treat the CDN as a single storage facility, thus discarding
the routing problem. Also, opposed to the specific objective functions used in
the aforementioned works, we use a generic cost function that can be tailored
to different specific scenarios. Furthermore, our work dedicates a great focus
on UGC placement through user- and content-specific attributes for making
decisions about content placement.

UGC placement has received little attention and only a few works investi-
gated this problem. In [12], a cloud-centric framework was employed to serve
UGC demands with the objective of minimizing operational costs through op-
timal content placement. User attributes were not considered and the content
popularity was represented by Zipf distribution. In contrast, in our work, we
develop learning algorithms to learn both user attributes (i.e. user’s social con-
text) and content popularity to make decision about content placement. The
work in [13] proposed SocialiVideo, a combined CDN-P2P approach to cache
and deliver video content between Facebook users. SocialiVideo uses local stor-
age in the user’s premises and serves others through P2P fashion. Users social
relationship is used only for overlaying the P2P network but not for making
decision about optimal content placement, and, new content simply replaces
old ones in the local storage. In contrast, our proposed on-line placement
mechanism relies on user social degrees and content popularity, both learned
during system operation. In [14], a simulation framework was developed to
enable experiments with on-line social networks (OSN)-aware CDNs. In an
experiment, the authors used geo-social information (including the messages
circulated around video URLs in Twitter) to infer social cascades which, in
turn, were used to decide which content and when to push close to the con-
sumers. This way, a performance improvement of 30% in terms of response
time was achieved over a conventional pull-based CDN. While this work pro-
nounces the usefulness of our approach in incorporating user social context into
content placement problem, our work, on the other hand, does not rely on dis-
covering social cascades (using circulated messages, for instance) which can be
computationally expensive and impractical from privacy standpoint. In [15],
the authors assumed Zipf distribution of content popularity and a simplistic
relationship between demand rate and the number of user’s friends to develop
an energy efficient UGC placement, but did not provide a mechanism to learn
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those parameters.
Also, related to our work, content popularity prediction has been addressed

in a number of previous works. Specifically, [16] studied the dynamic popular-
ity of content (including in YouTube) numerically and in offline fashion (con-
tent information was given a priori). The work in [17] developed methods for
classification of content based on (historical) temporal evolution of popularity
and used this to predict the future popularity of content. Content popularity
datasets are required to train this method, whereas, in our work, predicting
content popularity is completely performed on-line without the need for an of-
fline training dataset. The use of offline training datasets has been practiced
in other works including [18] [19] where content features (e.g. video duration)
and user social activities (such as followers and commenting activities) were
used to predict popularity of video content. Grag et. al. [20] proposed sev-
eral on-line prediction methods. In particular, an on-line method derived from
the generic PPM (Popularity Prediction Model) was found to achieve better
accuracy among others. Our proposed on-line popularity prediction model is
also derived form PPM, but, in contrast to [20], we incorporate user features,
namely user degree, to predict content demand rate. Other works, includ-
ing [21] [22], have studied the temporal dynamics of content popularity based
on content features but not user features.

The prediction of user degree within the context of social networks has
also been addressed in previous work. In [23], the user friendship degree was
estimated by applying community detection techniques in a social complex net-
work. The work in [24] investigated the relationship between social degree and
spatial distribution of users. In contrast to these works, our proposed algo-
rithm learns user degree in on-line fashion and takes into account the observed
content demands.

Last but not least, content placement in telco-CDNs have also been ad-
dressed in some works including [25] where distributed algorithms were devel-
oped for content placement in a set of CDNs managed by peered ISPs. Bilateral
payment and information passing between CDNs were assumed in order for one
CDN to place content even if its local demand is not reasonably high. Also, the
content popularity was represented by a Zipf distribution, thus no prediction
mechanism was developed for this purpose.

3 UGC delivery architecture

In this section, we introduce the system architecture comprising various play-
ers involved in UGC management and delivery. For the sake of consistency
with the literature, we use the terms ”telco-CDNs”, ”operator CDNs” and
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Global CDNTelco-CDN

UGC Platform

UGC

Figure 1: Relationship between telco-CDN, UGC platform and other
CDN platforms

”operator-managed CDN (nCDN)” interchangeably throughout the remainder
of the paper.

3.1 UGC delivery chain

There are at least three main players involved in the chain of UGC delivery,
as depicted in Fig.1. UGC platform providers, such as on-line social networks
(OSNs), play host to UGC and provide uploading and sharing services. With
the number or size of UGC platforms increasing, it is expected that the demand
for collocation of cache servers in the operator PoPs increases. This may not
be sustainable solution especially for small UGC platforms. Also, a network
operator may not be able or willing to accommodate tens of third party cache
servers in every Point of Presence (PoP). A Telco-CDN can overcome this
problem and eliminate the need for third party cache servers. It further extends
the coverage of UGC platforms close to the users, and this way improves user
QoE and reduces congestion costs by means of optimised traffic distribution.
In order to manage the content efficiently, e.g. content placement, the telco-
CDN requires information about UGC and users who upload them. Providing
user profiles of UGC uploaders may not be feasible due to privacy concerns.
Alternatively, monitoring the view rates of the hosted contents is technically
possible without compromising the uploader’s identity. Using such information
to learn user profiles is one of the main contributions of this paper.
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Content management server
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Figure 2: A generic CDN architecture of an OTT ISP

3.2 Telco-CDN

Many service providers offer over-the-top (OTT) services. These ISPs have
multiple choices to implement OTT services including partnership with a global
CDN provider using licensing software (licensed-CDN ), letting an existing CDN
provider to deploy a PoP in the OTT provider network (managed-CDN ) or
deploying own CDN infrastructure with or without combining with services
purchased from a CDN provider in a hybrid fashion. Regardless of the content
delivery implementation scheme, such a service provider is said to house a telco-
CDN or operator-managed CDN (i.e. nCDN in [6]). Telco-CDNs are generally
limited in service coverage, and thus extension might be inevitable. In this
case, a standard framework such as CDN federation (IETF CDNI [26]) with
other OTT ISPs and CDN providers is an option. In this case, ISPs may rely
on mutual peering agreements to reduce traffic costs.

In Fig.2, we present a generic telco-CDN architecture. It consists of four
server functions:
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1) Content management server manages uploading or sharing requests from
users as well as serving requests from viewers. Resource limitations are taken
into account when making decisions about content placement and delivery.

2) Storage center is a centralized or distributed data center that stores the
content and periodically communicates with the management server to keep
track of the available storage capacity.

3) Transcoder performs decoding and re-encoding of video contents and
stores different versions of the media in the storage center to serve different
categories of clients. For simplicity, the transcoder function is not considered
in this paper.

4) Stream server which streams the demanded video content to viewers
using an appropriate encoding. This server has a limited number of streams
it can serve in parallel. The management server continually keeps track of the
current load of stream servers.

The above server functions may be realized by proprietary hardware or by
using new enabler technologies such as cloud computing and network function
virtualization (NFV). Virtual CDN (vCDN) services or the more generic form
of CDN-as-a-Service (CDNaaS) are hosted by cloud infrastructure [27] [28].
Flexibility of vCDN based solutions in vertical and horizontal scaling is an
intrinsic advantage of this paradigm over the traditional solution. However,
frequent scaling could result in system instability. It could also result in fre-
quent virtual node migrations and, as a consequence, lead to increased latency.
Therefore, the proposed placement mechanisms in this paper can be applied to
vCDNs to help mitigate issues arising from instability and node migration.

3.3 UGC management

The UGC placement and delivery procedure is best described using Fig.2. An
on-line social network (OSN) platform utilises a telco-CDN to manage the
content storage and delivery through a streaming service and using a pushing
policy. This means that the telco-CDN can determine an appropriate location
for content to be placed, based on the assessment of cost and benefit associated
with different possible locations. The content can be stored locally in the telco-
CDN and also be relocated if the cost-benefit ratio changes. If the telco-CDN
finds so, the content can be stored at a remote server, which is reachable via a
transit link.
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4 System model and problem formulation

There is a set N of telco-CDNs, and nCDN i represents a member i ∈ N . The
peer-relationship between these nCDNs is represented by a undirected graph
G(N,E) as follows. If nCDN i and j have a peering contract, then (i, j) ∈ E.
Therefore, for each nCDN i, there is a set of peering nCDNs, denoted by
N (i) = {j|(i, j) ∈ E}.

The set of all users is U , and U (i) ⊂ U is the set of users who receive
service from nCDN i. We refer to each user by u ∈ U (i). In the context of
UGC management, each user is able to generate their own content and generate
requests for other users’ content. We denote each user-generated content by c ∈
C . nCDN i hosts a set of user-generated content C (i) ⊂ C , and all users in U are
authorized to generate requests for these contents. The set of content generated
by u ∈U (i) is denoted by C (i, u). It then follows that C (i) =

⋃
u∈U(i) C (i, u).

4.1 A cost model for UGC

Hosting content by an nCDN incurs some costs. More specifically, there is a
cost related to keeping content in storage and serving the users’ demands by
streaming or providing download services for the content. We limit ourselves
to consider the cost related to serving user demands for any locally generated
content. When nCDN i allocates content c ∈ C (i, u), the serving cost for this
content varies depending on what type of content it is and which user generated
the content. If the cost of serving content c is ξci then the total serving cost of
nCDN i is defined by

ξi :=
∑
c∈C (i)

ξci (1)

Suppose nCDN i hosts a content c ∈ C (i). The cost of c is a function of its
attributes such as size and type, and also attributes of the users who generate
requests for c, e.g. social friendship degree which plays an important role in
determining the demand rate of c.

In order to investigate the dynamics of content popularity, we first split the
time into discrete slots. Each content has an early demand rate, corresponding
to the first time-slot of content lifetime, and future demand rate, corresponding
to the remaining time-slots of the content lifetime. Such a distinction reflects
the temporal demand variations. We denote the early demand rate for content
c by dc. This consists of local demand rate dci (i.e. demands from all users
u ∈ U (i)), demand rate from peering nCDNs (i.e. N (i)) denoted by dcN (i)

and, lastly, the demand rate from non-peering nCDNs denoted by dcN \N (i).

The demand rate is represented by vector dui = [dci dcN (i) dcN \N (i)]
T . The
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demand rate represents the number of viewings of a content during the first
time-slot in the OSN applications, and is not necessarily constant.

The content demand originates from internal users or from users belonging
to peering and non-peering nCDNs. Serving the demands of different user types
may, in general, incur different average costs. We take this into consideration
by using cost coefficients αi, β

j
i and γki for nCDN i such that j ∈ N (i) and

k ∈ N \ N (i), corresponding to internal, peering and non-peering CDN users
respectively. We assume that αi < βji < γki , backed by an intuition that the
cost for a nCDN to use transit links is generally higher than the cost of using
peering links. For the sake of simplicity, we consider a homogeneous cost when
using different peering and non-peering ISPs, and hence we remove the j and
k superscripts. Therefore, the cost of accessing content c ∈ C (i) with size |c|
can be expressed as:

ξci := |c|(dciαi + dcN (i)βi + dcN \N (i)γi) (2)

Using an nCDN to store content locally instead of using remote servers is
intended to achieve a better benefit/cost ratio (BCR). In line with this, the
ability to serve users regardless of where the content is placed is deemed to
be beneficial. We note that the cost of serving a demand (i.e. a view request)
depends on where the content is placed. Depending on the content’s popularity
and the geographical distribution of viewers, the cost can be different in the
cases of local placement in an nCDN and remotely on a centralized server.

The objective can either be to minimise placement cost or to maximise cost
savings (i.e. profit). The latter enables us to capture the notion of relative
costs. A decision on whether to place or not to place content both incur costs,
thus the difference between these two costs should be the comparison metric
between different content. More specifically, two pieces of content may incur
similar absolute costs but yield different cost savings. Thus, as an objective,
cost saving yields a better optimization criterion. To illustrate this, consider
the following example. Suppose that there are two contents c = 1, 2 with unit
size (e.g. one Kilobyte), demand rates d1 = [30 5 1] and d1 = [20 5 2]
and cost coefficients α = 1, β = 2 and γ = 10. Then the absolute cost values are
ξ1 = 50 and ξ2 = 50 units if they are placed in the local nCDN, otherwise the
cost of the two contents will be 300 and 200. On the other hand, by considering
the profits (i.e. cost savings), we obtain 250 and 150. Thus, the latter brings
a better differentiation decision in the placement problem. The advantage
becomes clearer by considering a third content with d3 = [1000 125 850],
where the cost saving is 10000 - 9750 = 250. Although it has very high cost
compared to content 1, the profit is the same. In this case, the nCDN will be
indifferent between content 1 and 3 because either way, the nCDN should pay
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at least 9750 units of cost and there is no other alternative to serve its users.
As a side note, the cost saving may in general become negative, meaning that
there is a net cost in allocating resources to the content. The cost saving can
be expressed as:

P ci := |c|dciγi − |c|(dciαi + dcN (i)βi + dcN \N (i)γi) (3)

From (3), we find that the cost of retrieving content c is dciγi if nCDN i
decides not to allocate resources to the content. This cost is incurred due to
retrieving the content from a central (remote) server. We should remark that
this cost saving is based on the nCDN internal absolute costs. We assume the
nCDN only cares about its internal cost, not the cost from a global perspective.

4.2 Content popularity model

There are many user- and content-specific characteristics and platform-
dependent features which have been found to be influential in determining
the popularity of a specific content. These characteristics and features have
been studied in a number of previous works, including [17] [29] [18]. In this
paper, to be generic enough, we borrow content- and user-specific character-
istics that have been shown to predict the user popularity with 75% accuracy
on average [18]. Specifically, we choose content category and content size as
content-specific characteristics and user social degree (e.g. number of user
followers on some OSN platforms) as a user-specific characteristic.

According to some observations by [21] [16] [22], from a temporal perspec-
tive, each content has separate early demand rate and future demand rate.
These works showed that there is a high correlation between early and future
demand rates. We adopt this notion and consider early demand rate of each
content as a measure of its popularity. More specifically, the demand rate of
a generated content is partly proportional to the social relationship degree of
the user who generates the content. From an nCDN i standpoint, each user
u ∈ U (i) has some friends or followers in their social network platforms, and
these people are usually the first who demand the content generated by u. If
the nCDN can classify its content catalogue based on the social relationship of
users, this information can be used to efficiently manage the content pool and
optimize the delivery system. We consider that each user has a relationship
degree wu and denote by θui the probability of requests from the set of users
being connected locally to u in the domain of nCDN i (more specifically, the
users who have been served by the same service provider). Furthermore, each
user has some friends who are served by other service providers. Denote by
θuN (i) and θuN \N (i) the probabilities of requests from users connected to u from
peering nCDNs and non-peering nCDNs, respectively. We represent these three
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parameters by vector θui = [θui θuN (i) θuN \N (i)]
T assuming no requests from

other than these three domains leading to 1Tθui = 1 ∀u. The motivation for
considering spatial request probability and early demand rate is that if nCDN i
knows θui and wu about user u ∈U (i) then it can obtain a good estimate about
dci of all content generated by the corresponding user (i.e. ∀c ∈ C (i, u)). The
reason we estimate the user degree instead of directly estimating the early de-
mand rate is that the demand rate can be completely different for each content
and it is not feasible to keep a huge database for volatile contents.

Finding the relationship between dc and wu is not trivial due to the ex-
istence of many influential factors. First, let’s denote the total early demand
rate by a scalar dc0 = 1Tdc. It is reasonable to assume that higher values of
wu implies higher values for dc0 of content c and user u. As a matter of fact,
we can assume that dc0 ∝ wu. The cumulative demand rate in many OSN
platforms is described by the number of views, and we denote this by Dc(t)
where t is number of time-slots after generating the content (note that t = 0
is content generation time). In the first time-slot, Dc(1) = dc0. however, the
definition of Dc(t) for t > 1 depends on the popularity model of the content.
It is also reasonable to assume that Dc(t) ≤ wu when t → ∞ since when the
number of views becomes higher than the user degree this means that the same
content might have been shared by one or more viewers, and thus we do not
consider those content views to correspond to user u. It then has no room in
the definition of Dc(t). Based on the finding in [21] that future demand rates
reduce because of the extinction of content, we derive the following recursive
definition of Dc(t).

Dc(t) =

{
dc0 if t = 1

Dc(t− 1) + λt−1Dc(1) if t > 1

Where λ usually is less than one and acts as a forgetting factor. Specifically,
it represents the change in demand rate from the current time-slot to the next
one. It should be added that only a fraction of wu are interested in content
c depending on its size or category, and thus not all users are interested in
all types of content. We denote this fraction by δ(c) which ranges from zero
to one. Revisiting the challenge of relating content demand rate to the user
degree of the content owner, a generic expression would be dc0 = g(wu, δ(c)).
If we include the spatial dimension, then we have dc = f(wu,θui , δ(c)) with
f(x, y, z) = xyz as a simplistic candidate function. For example, a simple case
of estimation might be dci = δ(c)wuθui where content c is generated by user u
(i.e. c ∈ C (i, u)).

When it comes to open platforms such as Youtube, finding the causality
between number of subscribers and view-count is a more difficult task. In [30]
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the authors tried to model these as time series and model the relationship using
an ARX (Auto-Regression with eXogenous process) model. They found that
such causality (if it exists) highly depends on channels because of different
types of video content. This suggests that, modeling this relationship should
be performed per channel as well as considering other perturbation noises as
unseen external factors affecting the causality. Other work by [31] tried to
model the dynamics of view-counts by separating viewers into ”subscribers”
and ”neoterics”. In such platforms, it is not necessary to consider the number of
subscribers as a user efficiency index the way we suggested for closed platforms.
It may be better to define a new user profile index considering various content
characteristics (e.g. view-count, video category, channel, etc.) which is beyond
the scope of this paper.

4.3 Optimal Off-line Placement

The content management procedure is performed individually and identically
by each nCDN and, therefore, we study a single nCDN i. The profit of content
c uploaded by user u is defined as cost-saving achieved if an nCDN can place
it locally. Here, we assume the profit is known once the content is generated.
As mentioned earlier, the profit is strongly dependent on user characteristics
such as the social degree of the user. When the downloading rate (i.e. demand
rate) of a content matters, we can find the optimal placement at the end of
each time-slot when a sufficient number of generated contents from different
users are ready to be placed. In line with this argument, we model a profit
maximisation problem under given resource constraints.

At the end of each time-slot, there are types of content; a content pool
which has been allocated in past time-slots, and the generated content in the
current time-slot. For optimisation purpose, we group these into two available
sets, the content pool C(i) and the newly generated set of content B(i). New
content with higher profit is allowed to replace old content with lower profit.
First, we exclude the content with negative profit and the content with costs
that violate the capacity constraints (R and S, representing the number of
requests and storage capacities, receptively). This leads B(i) to have a feasible
set B′(i) that is used in an integer optimisation program to update the selected
content C(i). The optimization problem is formulated as follows:
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maximize
∑
b∈B ′

P byb + λ
∑
c∈C

P cyc

subject to
∑
b∈B ′

db0yb + λ
∑
c∈C

dc0yc ≤ R∑
b∈B ′
|b|.yb +

∑
c∈C

|c|.yc ≤ S

yb, yc ∈ {0, 1}, ∀b and ∀c

In this model, we remove index i because it can be independently executed
by any nCDN. yb and yc are binary decision variables. If yb = 1, this implies
that the corresponding content will be placed in the pool and if not, it will
be placed in a central server outside the nCDN. We have a constant forgetting
factor λ to reduce the profit of previous content at each time-slot where 0 ≤ λ ≤
1. This factor is the average of all forgetting factors of content and assumed
to be given. Having λ < 1 means that the demand rates of all content are
decreasing on average. By considering λ = 1, it is possible to have a fixed
profit regardless of time-slots. There are many exact algorithms such as branch
and bound that can be applied to the optimization problem, nonetheless, they
are not computationally efficient because of the NP-hardness of the integer
programming problem and the size of its instance.

4.4 On-line Placement Algorithm

Due to the interactive and real-time behaviours of on-line social networking
platforms, users expect their content to be uploaded instantaneously. It is thus
impractical to wait to collect a large number of content in order to be placed
optimally. On-line placement schemes are therefore advantageous in these sce-
narios. In the on-line scheme, each content’s placement is decided once the user
uploads it. Therefore, it is required to apply the placement algorithm for each
uploading instance. On-line algorithms may not perform optimally since they
lack information about future content generation patterns. While a class of
so-called competitive on-line algorithms can yield a bounded gap with respect
to its off-line counterpart, we consider the off-line placement to act as bench-
mark when studying the performance of on-line placement. To that end, we
are inspired by the on-line class of removable knapsack problems. Algorithms in
this class aim at determining the ’best’ candidates one by one without knowl-
edge about future candidates. Also, it is possible to replace any selected old
candidate but impossible to bring back any previously refused content. While
our problem bears similarities to a knapsack problem, we need to address an
additional challenge of taking into consideration two different weights, namely,
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the number of demand streams and the size of each content. We therefore view
the content placement as a multi-dimensional knapsack (MDK) problem.

To design an on-line MDK, the best choice is to repeat the combinatorial
MDK optimization for each incoming item, which is not computationally ef-
ficient. Because of real-time decision making in on-line scenarios, a heuristic
or approximated version of MDK is desirable. For approximation, theoretical
results rule out the existence of fully polynomial-time approximation schemes
(FPTAS) [32]. Other choices are using greedy approximation, or LP-relaxation
based approximation, which are both PTAS (i.e. not fully polynomial).

It is worth mentioning that, in almost all variations of knapsack problems,
every object is required to have a positive profit, but in our profit formulation
this is not necessarily true. We overcome this by initially assessing if the profit
is positive; if not, the content is placed at a remote central server promptly.
Moreover, it is assumed that each nCDN independently decides on generated
content of its own users without any further knowledge of other nCDNs in-
ternal costs. Another assumption is that each nCDN knows the profit of each
generated content based on its users’ social relationships and also has a good es-
timate about content popularity. In the next section, we show how nCDNs can
learn this profit-cost information by applying a Bayesian learning algorithm.

We employ the notion of competitive ratio, being the fraction of the op-
timum performance, as a measure of how close to the optimum an on-line
algorithm performs. In order to bound the competitive ratio for knapsack
algorithms, it has been shown in [33] that this can be achieved when the algo-
rithm allows removal of placed objects coupled with resource augmentation. It
is also possible to have bounded competitive ratio if the value-to-weight ratio
of content is bounded. We developed an algorithm based on this in a previous
study [15].

Each content has two weights corresponding to the available storage and
the number of parallel streams the nCDN can manage. When two weights are
considered, a two-dimensional version of the knapsack problem (4.3) can be
used. In single-dimensional knapsack problems, it is common to consider profit-
to-weight as efficiency of a content (ec), which is especially useful in developing
approximation or greedy algorithms. In multi-dimensional knapsack problems,
there are many suggestions in the literature to calculate the efficiency of a
content. If we consider ec = P c

wc1+wc2
then both weights should have the same

unit and scale. Otherwise, one constraint may completely dominate because
of a higher magnitude. A potential solution, according to [32], is to consider a
coefficient rj for each weight wcj as:

ec :=
P c

r1wc1 + r2wc2
(4)
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A good candidate for relevance coefficient rj is the reciprocal of the corre-
sponding capacity (i.e. r1 = 1/R and r2 = 1/S ) which removes the scaling
problem. Other values for rj were also suggested in [32]. In [34], it is claimed the
optimal way of calculating rj has complexity O(n2logn), and then the greedy
approximation will be bounded by d.p∗ where d is the number of dimensions.
In order to have more computationally efficient decision making than this, we
opt to use the reciprocal with order O(n). Using this method, the efficiency of
each content based on the weights and profit is:

ec :=
|c|(dc1γ − dc1α− dc2β − dc3γ)

|c|
S +

dc0
R

(5)

To our best knowledge, there exists no on-line version of multi-dimensional
knapsack problems. Therefore, we derive a new on-line algorithm based on
existing 1-D schemes. Our on-line algorithm is demonstrated in Algorithm
2 and described as follows. With each content b generated, the algorithm
makes a selection based on its associated profit P b. If the profit is negative
then the content is not placed in the local pool C . On the other hand, if the
content b has a positive profit it proceeds to the decision procedure based on
a greedy algorithm. When a content b is uploaded, there are h number of
available contents already in C . These h+ 1 contents are sorted in decreasing
order based on their efficiency values. Then, the most efficient content is
selected until at least one capacity constraint is violated. Finally, h is updated
to reflect the current number of items in the content pool after placement.
Observe in Algorithm 2 that the function sort() returns the sorted list based
on the second parameter values (e.g. efficiency value in this example) and
the third parameter specifies the direction of sorting. The function first()
returns the first item of the given set which is the item in the list with the
highest efficiency. The complexity of the proposed on-line scheme incorporates
of efficiency evaluation, sorting and eviction beingO(h+1), O

(
(h+1)log(h+1)

)
and O(h+ 1) respectively.

It is important to note that by changing the demand rate by a factor λ
for each time-slot, both profit P c and efficiency ec are affected. This means
that using this model, the efficiency can be affected by a forgetting factor λ
over time, leading to dynamic system behaviour, which also affects the decision
procedure. We will show this effect using different content size |c|. A further
factor influencing the decision is the spatial distribution of the efficiency values
dc from equation (5). We will show the effect |c|, λ and dc have on content
efficiency in section 7.

Algorithm 2 is developed for one time-slot. The efficiency values (i.e. ∀ec ∈
e) should be updated according to λ by applying it to (5) which, leads to the
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following recursive expression:

ec(t+ 1) =

(
λ( |c|S +

dc0
R )

|c|
S + λ

dc0
R

)
.ec(t) (6)

The detailed procedure is shown in algorithm 1.

Algorithm 2: On-line Removable Content Placement Algorithm

Input: content and pool specific parameters: all request rates (db) of
each incoming content, and content size |b|.

Output: Binary placement decision yn,∀n ∈ N (i)
1: dc0 ← λdc0 ∀c ∈ C
2: Update R
3: Update S

4: ec ←
(
λ(
|c|
S +

dc0
R )

|c|
S +λ

dc0
R

)
.ec ∀c ∈ C

5: for each content b arriving do
6: Predict db

7: eb ← |b|(d
b
1γ − db1α− db2β − db3γ)

|b|
S +

db0
R

8: K ← C ∪ b
9: C ← ∅

10: K ← sort(K , ek,′ descending′)
11: R′ ← R
12: S′ ← S
13: while R′ ≥ 0 and S′ ≥ 0 do
14: c← first(K )
15: K ← K \ c
16: C ← C ∪ c
17: R′ ← R′ − dc0
18: S′ ← S′ − |c|
19: end while
20: let K be placed in central server
21: end for

4.5 Social-Relationship Learning Algorithm

When an nCDN attempts to evaluate the profit of an uploaded content by user
u, it should have good knowledge about the user’s popularity in its own and
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its peering nCDNs networks. This popularity level is non-trivial to measure
in practice and thus, many caching and placement schemes assume that it is
known. Without this knowledge, the calculation of the cost function is hard if
at all possible. We argue that the popularity of a UGC, uploaded or shared by
a user u is highly correlated to the user’s social connectivity. Social network
platforms may have such information about their own users, but it is not readily
available for nCDNs. Taking this into account, we are motivated to let nCDNs
learn social connectivity of their users through machine learning techniques.

Establishing an efficient real-time learning algorithm is highly desirable,
yet challenging. For each content of a user, the nCDN should as accurately as
possibly know how likely it will be downloaded by their local friends, by friends
in other peering nCDNs or from outside the peering networks. To that end,
it needs to learn at least three probabilistic parameters for each user. Each
nCDN should therefore undergo a training phase for each user and cache their
content for a period to learn from download patterns and, accordingly, tune its
learning parameters by observing each download location (local, peer, remote).
An obstacle is that downloading requests are sequential, in a similar fashion
to uploading requests, and we therefore develop an on-line machine learning
scheme to handle this.

In a first step, the nCDN should establish a user profile for each of its own
users u. We consider a vector xu ∈ {0, 1}3. The value xuk is an element of
this vector for k = 1, 2, 3 and they correspond to local, peering or non-peering
download demand rates. The vector is updated by observing each download
request. For example, [0 0 1]T means that the request comes from a non-

peering ISP. Note that the vector should satisfy
∑3
k=1 x

u
k = 1. We keep only

three values because one cost value for each link is considered but, without
loss of generality, the vector can be modified in the implementation stage. We
denote the probability of xuk = 1 by θuk such that θuk ≥ 0 ∀k and, obviously,∑3
k=1 θ

u
k = 1. We denote this probability vector by θu which represents the

spatial distribution density that the nCDN should learn for each user u.
The on-line learning algorithm has two phases; the observation phase and

the parameters updating and learning phase. We divide time into sequential
time-slots and, during each time-slot, we observe the requests (e.g. sequential
x values). We then estimate and update the learning parameters for all users at
the end of the time-slot. First, we model xu using a multinomial distribution.
Then, the probability of xu given θu is obtained by:

p(xu|θu) =

3∏
k=1

θuk (7)
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For example, during a time-slot, the learning engine in nCDN observes xu

values for its kept content and counts mu requests which consists of mu
k as the

counter of xuk values for each k (e.g. start from mu
k = 0 and mu

k = mu
k + xuk by

each observation xuk). Knowing this, we have mu = [mu
1 mu

2 mu
3 ]T at the

end of the time-slot such that mu
0 = 1Tmu. The multinomial distribution for

one observation is described by (7) and for mu
0 observations it becomes:

p(mu|θu,mu
0 ) =

(
mu

0

mu
1m

u
2m

u
3

) 3∏
k=1

(θuk )mk (8)

The expression (8) states the probability of mk observations from link k
among a total of m0 observations if the probability of a single request of that
link is θk. Here, we assume θ is given for calculation of the probability of m,
but our goal is the reverse. We seek to estimate θ through given or observed
m values. There are two common approaches to learn these types of distribu-
tions. One approach is to use maximum likelihood (ML) methods which try
to estimate the density of a (multinomial) distribution by taking m values as
input. Another approach is maximum a posteriori (MAP) methods derived
from Bayesian theory. The ML approach suffers from over-fitting especially
when the data is limited. Considering this, we use Bayesian MAP learning.

When the distribution p(mu|θu) is known and p(θu|mu) is desirable, it is
possible to use Bayesian theory to describe the relation between these two.

p(θu|mu) =
p(θu)p(mu|θu)

p(mu)
(9)

where in the Bayesian framework, p(θu) is prior probability and p(θu|mu)
is posterior probability and p(mu|θu) is likelihood probability. Therefore, the
following relationship holds:

posterior ∝ prior × likelihood (10)

It is worth noting that, it is possible to construct a sequential Bayesian
framework consisting many rounds (or time-slots). Given a prior and a like-
lihood probability in the first round, the following procedure applies in each
round:

1. Start with a prior probability

2. Observe mu and find likelihood
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3. Update posterior using (10)

4. Find θ̂u which maximises the posterior

5. Use θ̂u and put the posterior instead of the prior for next round

A Bayesian learning framework is thus based on sequential observe-update
phases which makes it suitable for on-line and real-time scenarios, where the
most updated parameters based on the latest observations are desired.

By multiplying the Dirichlet distribution as prior [35] with the the multi-
nomial distribution in (7) as likelihood, we obtain the following posterior prob-
ability.

p(θu|mu,au) =
Γ(au0 +m0)

Γ(au1 +mu
1 )Γ(au2 +mu

2 )Γ(au3 +mu
3 )

3∏
k=1

(θuk )a
u
k+muk−1 (11)

In our case, hyper-parameter a = [a1 a2 a3]T with a0 = a1 +a2 +a3 can
be used to represent the history of m data. It can be seen that (11) takes the
form of a Dirichlet distribution (i.e. the conjugacy property holds), making it
suitable to use as the prior for the next round as well as making it possible to
derive an analytical closed-form solution. It is then possible to estimate θ̂u in
each round after updating the posterior. As mentioned earlier, the technique
is called maximum a posteriori and aims at finding the optimum θu which
maximises (11).

θ̂u = arg max
θu

p(θu|mu,au) (12)

Considering the optimisation in (12), the optimal θu is the same as the mode
of the Dirichlet distribution. Thereby, thanks to having a conjugate prior, the
analytic solution is:

θ̂uk =
auk +mu

k − 1

au1 +mu
1 + au2 +mu

2 + au3 +mu
3

(13)

Hyper-parameter au should be updated by au = au+mu then we setmu =
0 for the next round. While the intuition behind this learning algorithm is
straightforward, it has some implementation challenges. If we use an estimation
and the prediction cost becomes negative then the user will be labelled as having
a negative profit forever, which is not reasonable. Therefore, the nCDN should
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have an incentive in keeping an uploaded content by user u in order to observe
its download distribution. We should start with θ̂u = [1 0 0]T in order to
have a positive profit of this user. By observing each download rate in each
time-slot, the nCDN starts to update θ̂u to converge on its target value θu.

4.6 User degree learning

In this part, we estimate wu of each user u. As explained in section IV.B ,
there is a relationship between early demand rate dc and user degree wu by
dc = f(wu,θu, δ(c)) if c is generated by u. Since, in this work, we focus on
parameters related to on-line observation for decision making, we assume that
using off-line analysis, the function f(), δ(c) and λ (for future demand rate) are
known to the nCDN. In order to estimate user degree, we can use an inverse
of the function based on wu to have wu = f−1(dc0,θ

u, δ(c)). So far, the spatial
distribution θu was estimated and we need to know an early demand rate dc0
in order to calculate the degree wu.

We are interested in the demand rate in the first time-slot, and use this
to improve the degree learning in each time-slot. Whenever user u starts to
upload their first content, the learning process starts from t = 1 for that user,
by randomly initialising ŵu(1) = X. Then, the update procedure consists of
two phases; first, early demand rate dc0 (which is equal to mu

0 = mu
1 +mu

2 +mu
3

from the previous section) is observed and wu(1) is calculated from the given
f−1(.) definition. Second, ŵu(2) is estimated from (14) for the second round
and so on.

ŵu(t+ 1) = ŵu(t) + η[wu(t)− ŵu(t)] (14)

Solving the recursive form, we obtain the following non-recursive expression:

ŵu(t+ 1) = (1− η)tŵu(1) +

t∑
j=1

η(1− η)t−jwu(j) (15)

where η in (14) and (15) is the step-size which should be in the interval
0 < η ≤ 1. It is worth noting that for the stationary case, the best step-size
value is η = 1

t , but, for the non-stationary case, the value should be fixed.
When we look at the early demand rate (i.e. demand rate in first time-slot),
we expect to have a stationary rate assuming the user degree is not growing.

Here, we evaluate the error of the learner through analysis of competi-
tiveness. To this aim, we calculate the regret value to see how regretful our
predictor would be for not following the optimal learner. The regret of being
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competitive with the best predictor is the cumulative sum of loss functions, i.e.∑T
t=1 l(ŵ(t)) − l(w∗), where vector w is the social degree values of all users.

Using (14), the relation between the current error and the prediction error is
ŵ(t + 1) − w(t) = (1 − η)ŵ(t) − w(t). Defining the sum of squares for error
(SSE) as l(ŵ) := 1

2‖ŵ−w‖
2
2, a similar relation based on SSE indicator at time

t is

1

2
‖ŵ(t+ 1)−w(t)‖22 =

1

2
(1− η)2‖ŵ(t)−w(t)‖22 (16)

The SSE error difference from the optimal predictor w∗ is given as:

1

2
‖ŵ(t)−w(t)‖22 −

1

2
‖w∗ −w(t)‖22 (17)

≤ 1

2
‖ŵ(t)−w(t)‖22 −

1

2
‖ŵ(t+ 1)−w(t)‖22

=
1

2
‖ŵ(t+ 1)−w(t)‖22[1− (1− η)2] ≤ (2L)2η

Where L = maxt‖w(t)‖ and the last inequality is derived from triangle
inequality (i.e. ‖ŵ(t)−w(t)‖ ≤ 2L ). Inequality (17) shows how the choice of
the learning step-size η also affects the upper-bound of the SSE error difference.
In the stationary case, the step-size is η = 1/t , and thus the worst case regret

value is
∑T
t=1(2L)2 1

t ≤ 4L2(ln(T ) + 1), which represents the upper-bound of
accumulated squared error differences for all users.

Using the above analysis, we present a learning algorithm for each user in
Algorithm 2. The algorithm continuously observes early demand m for each
user and updates ŵu. It further calculates the value of db on-demand in line
6 of algorithm 1. The complexity of the learning algorithm in each iteration
is O(3|U (i)|) for three spatial predictions and O(|U (i)|) for the social-degree
prediction.

In order to evaluate the convergence and quality of the estimation, we use
the MRSE metric as suggested by [21] [29]. MRSE is the mean relative squared
error between the estimated value and the real value. The relative squared error
(RSE) for each user is given by:

RSEu(t) =

(
ŵu(t)

w̄
− 1

)2

(18)

where the mean RSE value for all users who generate content during time-
slot t is denoted by MRSE(t).
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Algorithm 3: Profile Learning Algorithm for user u

Input: Observe mu at each t
Output: The estimated download rate and link distributions d̂c and θ̂u

1: ŵu ← Rand(X)
2: au ← [1 1 1]T

3: mu ← [0 0 0]T

4: θ̂u ← [1 0 0]T

5: for each observed mu at the end of time-slot t← 1 to ... do
6: au0 ← 1Tau

7: dc0 = mu
0 ← 1Tmu

8: for each k ← 1..3 do

9: θ̂uk =
auk +mu

k − 1

au0 +mu
0

10: end for
11: au ← au +mu

12: wu ← f−1(dc0, θ̂
u, δ(c))

13: ŵu ← ŵu + η[wu − ŵu]
14: mu ← [0 0 0]T

15: d̂c ← f(ŵu, θ̂u, δ(c))
16: end for
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5 Simulation Results

We carried out a number of simulations to investigate the general behaviour
and performance of the on-line placement algorithm and the Bayesian learning
approach. We use the integer programming optimisation as a performance
bound. We further find an estimate on both the general performance and the
opportunity to make future improvements.

It is common practice in caching systems to make decisions based on con-
tent popularity [36]. When it comes to on-line decision making, greedy selection
has proven to be a good approximation, and thus regarded as a benchmark for
push-based caching methods [37] [38] [39]. To compare our proposed on-line
algorithm with this method, we implement a greedy popularity based algo-
rithm compatible with our settings. A telco-CDN should assess each incoming
upload request to determine if it is profitable enough to cache the content. The
assessment metric is local popularity, with the assumption that it is given. The
telco-CDN tries to cache as many contents as possible as long as none of the
constraints are violated. When a content is uploaded and there is no space to
cache it, the telco-CDN first evaluates if the local popularity of the incoming
content is higher than one of the previously placed contents. If this is the case,
it replaces the old with the new content. Otherwise, the incoming content is
placed on the central server. The eviction policy is based on least frequently
used (LFU). It should be noted that, if the incoming content is larger than the
least frequent used content in the local server (in term of any resource usage),
then the telco-CDN tries to swap it with the next least frequently used content
up to the point where there is a space for the new content. We call this method
greedy local popularity selection with information (GLPS with info, for short)
in our numerical studies.

We therefore compare the following four cases:

1. Optimal off-line integer programming placement with full knowledge
about users’ profiles

2. On-line placement with full knowledge about users’ profiles to capture
the performance of the placement algorithm

3. On-line placement without knowledge about users’ profiles coupled with
the profile learning algorithm to capture its affect on the performance of
the system.

4. An on-line local popularity based placement (GLPS) based on LFU evic-
tion policy

Since content efficiency as a metric is orthogonal to our proposed methods,
we study it first.
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5.1 Content efficiency

We use (5) in order to calculate the content efficiency metric. In accordance
with the work in [6], we fix α, β, and γ to be 1, 2 and 10, respectively. The
size capacity is set to 4 ∗ 105 and the stream capacity to 2 ∗ 104. We study
a single Youtube video [40] with size 20 Mb and 133k view-count so far. By
assuming constant view rate (i.e. λ = 1) and given video age, we obtain the
early view-count d1 = 186. This early view-count possibly have different spatial
combinations represented by θ. We simulate θ ranging between 0 and 1 with
steps of 0.1, leading to 66 different combinations by applying the following
condition: θ1 + θ2 + θ3 = 1 (see Appendix A). To be more clear, the first
combination is θ = [0 0 1]T , the second is θ = [0 0.1 0.9]T up to the
66th is [1 0 0]T . For each of these 66 combinations, content efficiency (5)
varies as shown in Fig. 3. As local popularity increases in the major trend and
popularity from peers increases in each stair step, the efficiency increases. In
approximately the first 40 combinations for this specific video, the efficiency
value is negative. This shows that it is not profitable to store the content when
the local popularity is too low.

We further analyze the dynamics of the efficiency under different forgetting
factors. The age of the video is 715 days at time of writing (we set each time-
slot equals one day). We consider the video at its maximum efficiency (i.e.

when all requests are local). By having
∑714
t=0 λ

td1 = 133k, the estimated early

view-count is d1 = 133k(1−λ)
1−λ715 . As demonstrated in Fig.4, it is clear how content

efficiency decreases sharply when λ decreases for three sample forgetting factors
and constant popularity rate.

5.2 Simulation configuration

We simulate a number of peering nCDNs where each nCDN independently
makes content placement decisions. We select three nCDNs with the same
population size and different characteristics where users have different spatial
and social degree distributions. We simulated three population databases with
different types of users. For each population, θ has 66 different aforementioned
combinations. We simulate 1,000 different social degrees for each spatial com-
bination by wu = m.(1 − X)1/(−µ+1) where m is the highest degree and X
is a uniform random variable ranging from zero to one and µ is a power law
exponent. This results in 66,000 users in each population. We set m = 105

to reflect the fact that some users can have a high number of followers. We
set three degree distributions: a) when the number of users degree is evenly
distributed (µ = 0), b) when the distribution has a wide body (µ = 0.7) and
c) when the distribution is long tailed (µ = 0.9). We set the forgetting factor
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Figure 3: Content efficiency in the first time-slot by different θ pattern
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Figure 4: Content efficiency dynamic across different time-slots
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λ = 0.85 to capture a preference for the latest generated content. We con-
sider the relationship between user social degree and early-demand rate to be
dc = δ(c)wuθu with one content type δ(c) = 0.1 ∀c. The choice of given δ(c)
makes no difference in the learning performance of the algorithms.

We ran the simulation for 100 time-slots and, in each time-slot, on average
1,000 users generate new content independently (Poisson distributed). Content
size follows a geometric distribution with mean 1 MB. It it is expected that
around 100,000 contents will be generated at the end of the simulation, and each
user will be selected in several time-slots on average. We study the performance
when, on average, a limited number of new contents are uploaded by each user.

5.3 Influence of population pattern on performance

We aim to find the performance gap between the optimal and on-line algorithms
and the performance gap between the on-line algorithms when information is
given and when it is learned. In the first and second scenarios, distributions and
demand rates are known, but, in the third scenario, we start with uniformly
distributed user degree rate and θ̂ = [1 0 0]T for each user as stated when
we presented the learning algorithm.

We set up three different population models. We first assume that, in each
time-slot, a subset of users (Poisson with rate 1,000) are selected and each user
has equal chance to be selected. The results are depicted in Fig. 5 (a)—(c).
The results in Fig. 5 (d)—(f) show the case when the chance of selection is
proportional to user degree. We consider two extreme cases: when the selection
chance is independent of user degree and when they have linear dependency.
We expect that the performance in other cases are within these two extremes.
Each point in the figures is the averaging of 100 simulated values with 95%
confidence interval.

Observing 5 (a)—(c), we find that the more uniform the user degree is, the
higher the profit that can be achieved. This was expected since it accounts for
a high number of users with high social degree as opposed to the long tailed
distribution cases. We also observe that there is a performance gap between
the on-line and off-line algorithm performance, but this gap is lower when the
distribution has a long tail. By further studying the on-line learning curves,
we observe how they start with low profits and then converge to the ’on-line
with information’ algorithm quite quickly. In the long-tailed case, convergence
is slower due to the high spread in number of observations for different users.
We observe the same phenomenon in the degree learning performance for the
power-law long-tailed distribution in Fig. 6.

By looking at Fig. 5 (d)—(f), in comparison to (a)—(c) , we find that,
regardless of distribution, a much higher overall profit is achieved in the off-line
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optimal case compared to the two on-line cases. The on-line learning method
performs much better in cases (d)—(f), both in terms of convergence rate and
error gap. These figures show extreme scenarios where users with high social
degrees are more active in sharing content. Thus, with many observations
available, the learning algorithm is able to make more accurate estimations. If
there is a lack of observations for low-degree users, the impact on performance
is lower. This is attributed to the fact that these users can bring a relatively low
profit to the system. On the other hand, the performance gap between on-line
and off-line schemes increases when moving towards longer tail distributions,
the opposite of the scenarios in (a)—(c). The reason lies in the knapsack-
based decision making approach. With a long tail social degree distribution,
for the same uploading activity distribution, it accounts for a limited number of
users with large social degree. This makes the on-line knapsack algorithm less
flexible in making decisions compared to the situation when a mix of contents
are available.

In the six scenarios mentioned above, we used early degree learning based
on the average value estimation from observed errors (14). In order to study
its performance in those scenarios, the mean relative squared error convergence
(i.e. MRSE from (18)) is shown in Fig. 6. We find that for non-uniform cases,
especially when the uploading probability is uniform, the errors are higher.

Having observed the effect of population social degree and uploader ac-
tivity distribution on the performance of on-line and learning algorithms, we
find that the learning gap and its convergence rates are significantly better
when users’ content generation rate and social degree are highly correlated.
Somewhat surprising, the on-line performance gap is worse. While complete
criteria to guarantee the on-line competitive-gap are lacking, the algorithms
achieve acceptable ratios (i.e. OPT

ONL ) ranging from 1.17 in (c) to 1.19 in (d)
and (f). The ratios are below the golden ratio (i.e. approximately 1.618 as a
good performance bound for on-line knapsack in the literature [41]). Since the
performance ratios of GLPS are ranging from 1.91 to 2.33, it is often unattrac-
tive in comparison with our cost-aware on-line scheme. We believe that the
assumption that users with higher social degree are more prone to generate
contents is commonly observed in today’s interactive on-line social networking
platforms (i.e. scenarios (d)—(f)). Combining the results in Fig. 5 (a)—(f)
with Fig. 6, we conclude that the learning algorithm performs as expected.

5.4 Performance based on a Youtube dataset

With the same configuration, we use a Youtube video dataset [42] similar to sev-
eral previous studies [43] [44] [45]. Google uses its own cache server (i.e. GGC)
at operator promises and following this architecture, we assume the telco-CDN
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Fig. 6. Mean relative squared error of early degree learning.
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ONL ) ranging from 1.17 in (c) to 1.19 in (d) and (f).
The ratios are below the golden ratio (i.e., approximately 1.618
as a good performance bound for on-line knapsack in the
literature [40]). Since the performance ratios of GLPS are
ranging from 1.91 to 2.33, it is often unattractive in com-
parison with our cost-aware on-line scheme. We believe that
the assumption that users with higher social degree are more
prone to generate contents is commonly observed in today’s

Fig. 7. Scatter plot for number of subscribers and number of uploads.

Fig. 8. Cumulative number of views of Youtube videos.

interactive on-line social networking platforms (i.e., scenarios
(d)—(f)). Combining the results in Fig. 5 (a)—(f) with Fig. 6,
we conclude that the learning algorithm performs as expected.
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Figure 6: Mean relative squared error of early degree learning

serves Youtube content locally. Here, we study different characteristics of the
selected dataset. In our experiment, the correlation between user upload ac-
tivity and the number of subscribers is deemed to be important. However,
such a correlation depends on the UGC platform. For this Youtube dataset
consisting of more than 1 million users (dataset no.4 in [42]), the correlation
is depicted in Fig.7. The Pearson correlation coefficient (PCC) is a negligible
value of about 0.054. The figure indicates that it may not be safe to claim that
the number of uploads necessarily depends on the number of friends. Rather,
for this dataset, we consider a more plausible case of independence between the
two factors. Youtube differs from social network platforms such as Facebook
and Instagram in that the content is searchable by everyone, not just users in
the social network. Therefore, Youtube has a broadcast nature when compared
with the other platforms.

The forgetting factor λ is another key parameter in content efficiency. In
some platforms, when UGC are shared by a group of citizens such as journalists,
we may have a lower λ value due to the reduction of popularity of these contents
compared to contents shared by ordinary Youtube users who aim to generate
content to remain constantly popular. Fig. 8 shows weekly cumulative number
of views in the Youtube dataset for 21 consecutive weeks (dataset no.2 in [42]).
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Figure 7: Scatter plot for number of subscribers and number of uploads

It should be noted that, the number of viewers in the general case exceeds the
number of the Youtuber’s followers due to its broadcast nature. This highlights
the need for a different approach in estimating the user index from the number
of views in open platforms.

From the dataset we find that the forgetting factor is λ = 0.97. This sug-
gests that the popularity rate of Youtube videos is almost constant with weak
popularity decay. This observation motivates us to run the simulation for 200
slots with the available Youtube users and video content sizes (dataset no.3 and
4 in [42]). There is no data available at the intersection of these two datasets.
We simulate randomly selected user generated content with given sizes. We set
the storage and stream capacity to 8 ∗ 105 and 5 ∗ 104, respectively. Each con-
tent’s view-count may exceed the number of followers in this simulation. Early
demand rates are a fraction of the total view-counts which are set to be the
number of followers. We added white noise with different variance to perturb
this fraction as unseen external parameters. Demands then diminish over time
by applying the observed forgetting factor. Fig. 9 shows the performance of the
four methods. The figure shows that the on-line algorithm based on content
efficiency outperforms GLPS. When the perturbation variance increases, the
learning gap increases because this noise is unknown to the learning algorithm.

The GLPS performance in our simulation depends on the given capacities,
namely, storage and stream capacities. For example, by reducing the storage
capacity, attaining a lower profit is trivial for both on-line algorithms (our
proposed on-line and GLPS). Observing their performance ratio (i.e. OPT

ONL ),



Online Learning and Placement Algorithms for Efficient Delivery of User
Generated Contents in Telco-CDNs 131

5 10 15 20
Week index

1

1.5

2

2.5

3

3.5

N
um

be
r o

f v
ie

w
s

104

Figure 8: Cumulative number of views of Youtube videos

SAFAVI et al.: ONLINE LEARNING AND PLACEMENT ALGORITHMS FOR EFFICIENT DELIVERY OF USER GENERATED CONTENTS IN TELCO-CDNs 649

(a) (b) (c)

Fig. 9. Placement performance for Youtube videos a) without perturbation b) with σ = 0.1 perturbation c) with σ = 0.3 perturbation.

D. Performance Based on a Youtube Dataset

With the same configuration, we use a Youtube video
dataset [41] similar to several previous studies [42], [43], [44].
Google uses its own cache server (i.e., GGC) at operator
promises and following this architecture, we assume the telco-
CDN serves Youtube content locally. Here, we study different
characteristics of the selected dataset. In our experiment, the
correlation between user upload activity and the number of
subscribers is deemed to be important. However, such a corre-
lation depends on the UGC platform. For this Youtube dataset
consisting of more than 1 million users (dataset no.4 in [41]),
the correlation is depicted in Fig. 7. The Pearson correlation
coefficient (PCC) is a negligible value of about 0.054. The fig-
ure indicates that it may not be safe to claim that the number of
uploads necessarily depends on the number of friends. Rather,
for this dataset, we consider a more plausible case of indepen-
dence between the two factors. Youtube differs from social
network platforms such as Facebook and Instagram in that
the content is searchable by everyone, not just users in the
social network. Therefore, Youtube has a broadcast nature
when compared with the other platforms.

The forgetting factor λ is another key parameter in con-
tent efficiency. In some platforms, when UGC are shared by
a group of citizens such as journalists, we may have a lower
λ value due to the reduction of popularity of these contents
compared to contents shared by ordinary Youtube users who
aim to generate content to remain constantly popular. Fig. 8
shows weekly cumulative number of views in the Youtube
dataset for 21 consecutive weeks (dataset no. 2 in [41]).
It should be noted that, the number of viewers in the gen-
eral case exceeds the number of the Youtuber’s followers due
to its broadcast nature. This highlights the need for a differ-
ent approach in estimating the user index from the number of
views in open platforms.

From the dataset we find that the forgetting factor is
λ = 0.97. This suggests that the popularity rate of Youtube
videos is almost constant with weak popularity decay. This
observation motivates us to run the simulation for 200 slots
with the available Youtube users and video content sizes
(dataset no.3 and 4 in [41]). There is no data available at
the intersection of these two datasets. We simulate randomly

Fig. 10. Variation of performance ratio as a function of capacity.

selected user generated content with given sizes. We set the
storage and stream capacity to 8∗105 and 5∗104, respectively.
Each content’s view-count may exceed the number of follow-
ers in this simulation. Early demand rates are a fraction of the
total view-counts which are set to be the number of followers.
We added white noise with different variance to perturb this
fraction as unseen external parameters. Demands then dimin-
ish over time by applying the observed forgetting factor. Fig. 9
shows the performance of the four methods. The figure shows
that the on-line algorithm based on content efficiency outper-
forms GLPS. When the perturbation variance increases, the
learning gap increases because this noise is unknown to the
learning algorithm.

The GLPS performance in our simulation depends on the
given capacities, namely, storage and stream capacities. For
example, by reducing the storage capacity, attaining a lower
profit is trivial for both on-line algorithms (our proposed
on-line and GLPS). Observing their performance ratio (i.e.,
OPT
ONL ), Fig. 10 illustrates that the robustness of our proposed
algorithm is better compared to GLPS. Placement decision
based on local popularity shows to perform well when limited
capacity is available, a situation common to some caching
systems. If large storage is available, the LFU eviction policy
is not frequently used, and thus many contents with low or
negative profit would be located locally. But in our proposed
algorithm, the decision is based on content efficiency, and thus
the content with negative profit seldom makes its way through
the cache storage.
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Figure 9: Placement performance for Youtube videos a) without per-
turbation b) with σ = 0.1 perturbation c) with σ = 0.3 perturbation
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Fig. 10 illustrates that the robustness of our proposed algorithm is better
compared to GLPS. Placement decision based on local popularity shows to
perform well when limited capacity is available, a situation common to some
caching systems. If large storage is available, the LFU eviction policy is not
frequently used, and thus many contents with low or negative profit would
be located locally. But in our proposed algorithm, the decision is based on
content efficiency, and thus the content with negative profit seldom makes its
way through the cache storage.

As our metric of interest, content efficiency, is not a key performance indica-
tor (KPI) in the LFU-based GLPS, there is a need to make a fair comparison.
LFU-based algorithms are optimal in terms of the highest cache hit ratio if
arrivals are i.i.d [46]. Fig. 11 compares the cache hit ratio (rate of successful
local requests served by a telco server) of three on-line schemes. GLPS has
robust and slightly better hit ratio than our proposed methods. However, our
on-line placement methods outperform the LFU-based GLPS as they are highly
superior in terms of profit index while paying this negligible cost in hit ratio
reduction.

6 Conclusion

In this paper, we focused on placement of user generated content which differs
from other content currently served by CDNs due to the inherently more com-
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plex task of estimating popularity and cost/benefit. However, since this type of
content makes up such a large portion of Internet traffic, it is hugely beneficial
to be able to serve also this content through CDNs. We show the reasoning be-
hind our argumentation that telco-CDNs are suitable for hosting this content.
We presented a combination of strategies for estimating the cost/benefit of
content placement and a fast on-line algorithm for making these decisions. We
also compared out approach with an off-line optimisation to find the penalty
we pay compared with the optimum. Our results are encouraging, and we have
found that the strategy we have taken point to a workable and efficient way
forward.

In future work, we turn our attention to the case of varying resource levels
and see how we can incorporate resource scaling into this work. We also in-
tend to incorporate further user features and system parameters to study more
specific cases.

7 Appendix

7.1 Proof of discrete spatial combinations

Proof: We give a detailed explanation on how we arrive at the 66 combinations
of the multinomial density average vector θ. In practice, this distribution is
continuous with infinite combinations, but, for simulation studies, we seek to
have good samples with reasonable granularity. If we sample between 0 to 1 by
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n steps, inspired by integer partitioning problems, with one variable x1, there
exists n combinations in the range. With two variables where x1 +x2 = 1 then,
for each x1, the other must be 1 − x2, leading to n different combinations in
total. If there are three variables x1 +x2 +x3 = 1, then, for each known x1, we
have the same situation with two variables such that x2 + x3 = 1− x1. When
x1 = 0, we have n combinations for x2 + x3 when x1 = 1/(n − 1) and n − 1
combinations exist for x2 + x3 up to n − (n − 1), leading to a total of

∑n
i=1 i

different combinations. Therefore, we arrive at 66 combinations when n = 11
in our simulation.
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provisioning, the number of servers that serve requests can be reduced

by turning off idle servers and thereby saving energy. However, such

a scheme, usually increases the risk of instability of server queues. In

this work, we analyze the trade-off between energy usage and stability of

servers in a data center when we balance the load by dispatching arriv-

ing jobs. We propose algorithms to solve a stability and energy objective

stochastic optimization problem with a high degree of flexibility to han-

dle the trade-off between these two objectives. We consider variable size

jobs to apply load balancing on selected active servers and find that the

optimal solution is an NP-hard problem. We therefore develop two com-

putationally efficient greedy and randomized approximation schemes to
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1 Introduction

Thanks to the fast-pace evolution of cloud services such as Infrastructure-as-
a-Service (IaaS) and Platform-as-a-Service (PaaS), data centres (DC) are in-
creasing in number. Content Delivery Networks (CDN) alone involve hundreds
of thousands of varying size data centres globally. Considering the tremendous
capital expenditure for the deployment of such a large-scale infrastructure,
sustainable profitability entails saving in operational costs while maintaining a
competitive service quality.

A main part of the operational costs for data centres is electrical power
usage, also making them a significant part of the global energy usage. Servers
use significantly more energy than networking equipment (servers about 40 %
and networking equipment about 10 %) of total energy usage in US data centers
[1]. Power saving in servers thus plays a prominent role towards the realization
of green data centers. This problem space has attracted much attention in
research lately and dynamic server provisioning (DSP) has attracted the most
attention among several approaches.

Under-utilization of data center equipment has been commonly observed in
statistical studies [2] [3]. Resource management and traffic dispatching can help
to use a subset of the equipment at high utilization while keeping remaining
equipment idle. For example, in [4], it was found that devices remained idle
70% of the time, yielding a great opportunity to save energy. The idea behind
DSP is to assign tasks in such a way that some devices can be put in idle
mode, thereby saving energy. In doing so, care must be taken so that highly
utilized devices remain stable over the time. Moreover, considering the load
stochasticity, it may be difficult for devices to serve incoming requests in a
timely fashion if the devices are kept close to capacity. A big challenge for
DSP is thus the impact of on/off decisions on service performance.

Classical load balancing techniques bring (close to) equal response time
among servers by minimizing the maximum flow completion time [5], but when
used for the purpose of DSP, their merit comes at the cost of reduced degree
of freedom in energy saving. In order to have lower completion time, load bal-
ancing keeps all devices active which restricts the DSP performance. Keeping
the same system throughput makes the DSP decision challenging. As a lim-
ited number of servers are selected, serving the same amount of load by fewer
resources for the sake of energy saving incurs the cost of queuing growth in
the servers. To combat this, we need a threshold for server load to stabilize
the system (to prevent uncontrolled growth of the queue lengths). This then
shows how load balancing raises difficulties for DSP decisions and DSP itself
may endanger the stability.

In this paper, we address the three objectives of stability, load balancing and
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energy saving which are modeled by a multi-objective optimization. Lyapunov
optimization has primarily been developed to stabilize a stochastic system along
with minimizing a conflicting penalty function [6]. Assuming data centers have
dynamic arrivals and considering the aforementioned conflicting objectives, it
is convincing to propose an energy-aware load balancing technique based on
Lyapunov stability analysis in order to handle the trade-off between them.
We develop this stochastic optimization problem for DSP with the objective
of energy usage minimization and workload parameters as constraints. This
optimization framework is used together with a drift-plus-penalty technique
to derive a load-dispatching algorithm analytically. Our proposed algorithms
allow control of the trade-off between server stability and energy usage. By
parameterizing the trade-off behaviour, we obtain a high level of flexibility.
The methods are expansions of our previous work on the SEOL scheme [7]. In
this paper, we address dynamic job sizes.

Difficulties arise, when an attempt is made to implement the exact opti-
mization solution. After we formulate the exact optimization and show that
the problem is NP-hard, we then present two approximation schemes to solve
the problem efficiently. The two schemes balance the computational complex-
ity with optimality and can be applied depending on the resources available to
execute the DSP. We compare the two schemes and contrast them with both
the optimal solution and pure load balancing to see how they manage to strike
a balance between energy efficiency and system stability. We find that our ap-
proximation algorithms perform well, both with computational efficiency that
make them useful in practice.

The remainder of this paper is organized as follows: Section 2 presents
related work. Section 3 describes the investigated architecture. In Section 4,
we present a stochastic optimization framework for minimizing energy usage
with the constraint of server stability. Section 5 describes our approximation
schemes to tackle the complexity of the problem. In Section 7, we evaluate
our algorithms by stress-testing in extreme scenarios. Finally, we conclude in
Section 8.

2 Related Work

Energy aware workload scheduling in data centres has been studied in many
works e.g. [8] [9] [10] [11] [12] [13]. Combined routing and scheduling of inter-
data-center bulk data transfers to minimize the energy-cost was investigated
in [14] and recently revisited in [2]. The work in [15] considered hardware-
level DVFS energy reduction techniques, in their VM consolidation algorithm.
These works only focused on energy saving without considering the stability of
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the systems.
The influence of energy cost minimization on other QoS factors have been

investigated in some work. In [16] the multi objective energy consumption and
resource utilization were handled by genetic algorithms. Trade-off treatment
between energy cost and maintenance costs [17], VM placement [18] [19], virtual
element migration [20] [21], delay [22], service availability and response time
[23,24] shows the trend in the area.

For server load balancing, many state-of-the-art methods consider the server
state as an input to load balancing algorithms that reduces delay [25]. In
[26], a survey on link load balancing techniques in data centers was presented.
They also highlighted multi-objective load balancing as an influential research
trend in the area. In [27], the authors applied energy price optimized load
balancing to guarantee a delay constraint but did not consider on-line queue
stability management. Our work differs by focusing on reducing energy usage
and also maintaining queue stability. Other work like [28] [29] [30] [31] [32] [33]
also investigated load balancing including energy minimization, however, these
works do not consider queue stability, load balancing and energy minimization
combined.

Works on the development and analysis of stable algorithms have also been
presented in the literature. [34] [35] developed time-stable flow assignment al-
gorithms, useful in data center scenarios. In [36] and [37] the authors analyzed
the stability and request redirection in CDN data centers but load dispatching
and energy saving by putting servers to sleep was not considered. Neither did
they analyze the interference with any other objectives. In [38], the authors
considered stability as workload delay and they developed the SCMA algorithm
to minimize energy usage, but they did not implement load balancing among
servers in order to reduce overall delay.

To the best of our knowledge, this work is the first to consider stability
as an issue in the on/off mechanism of idle-devices, and also in studying the
relationship between load balancing and stability.

3 System architecture

Several network architectures have been proposed to optimize deployment
costs. [39] classified three kinds of architectures as switch-centric, server-
centric and hybrid. Depending on type of cost reduction, goal-specific data
center architectures have also been developed e.g. energy-efficient data cen-
tres [40], green data centres focusing on carbon footprint and sustainability
aspects [41] [40], scalability [42], and monetary cost [43].

A common fat-tree data center topology is built from commodity off-the-
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shelf resources [44]. Often this topology is deployed in three-tier manner (i.e.
core, aggregation and access layers as spine, leaf and top-of-rack (ToR) in DCs).
Because of its popularity, we select this topology for our study. Specifically,
our selected architecture is based on the pFabric [45] topology in Fig. 1. In
this topology, host servers are located at the lowest level. We consider a con-
troller or dispatcher at the top level connected to core switches to be able to
distribute incoming jobs to servers periodically. We assume that the dispatcher
has control over all arriving flows. Moreover, the dispatcher is assumed to have
access to server states in order to make backlog-aware decisions.

We assume the data center is part of a CDN provider which offers on-line
video streaming services. Today’s video content streaming system architec-
ture is based on the 3GPP dynamic adaptive streaming over HTTP (DASH)
standard to ensure the interoperability among different implementations of the
adaptive bitrate (ABR) concept. In ABR, a raw video file is encoded and stored
at different bitrates. The encoded video files are fragmented in smaller segments
containing different video durations. For each video, a media presentation de-
scription (MDP) is generated and kept in the servers to provide information
about the segments (bitrate, duration, codec etc.) upon client request. When
a client request is redirected to the data center, it has already specified which
segment is selected based on the client’s available network resources. Since
serving the requested segments consume computational resources at servers
(i.e. finding the segment, ABR streaming), we need to estimate their process-
ing load. We assume the estimations of processing requirements are given by
other modules (beyond this paper) than the job assignment task. We call these
segments jobs, and their estimated processing loads job sizes in the paper.

4 System model

We consider a model where a data center consists of N servers denoted by
i ∈ N = {1, 2, 3, ..., N}. The DC has its own dispatcher (load balancer) act-
ing as decision making agent or controller. The dispatcher is responsible for
distributing the incoming flows among the servers in that cluster. We consider
that the assignment is performed in discrete time slots t = {1, 2, 3, ...} with
length T seconds. At the beginning of time-slot t, we have a vector of job re-
quests w(t) which are independent and identically distributed and each element
j of vector w(t) contains the size of the request j (the number of instructions
in this work) and |w(t)| is the number of requests, which also vary in each
slot. If we define the arrival vectors with similar number of elements, it will
be easier for our further problem modeling. We then consider an upper bound
for the number of incoming jobs (i.e. J > |w(t)| ∀t). Now, all incoming job
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Figure 1: Multi-teared data center topology

vectors have a fixed size J elements and we consider value 0 for those vector
elements with index higher than |w(t)|. These zero values have no effect on
the performance and the results in our outputs. The task of the dispatcher
is to observe this arrival vector w(t) and dispatch it to at most N individual
streams of requests (arrival work) to existing servers.

A time-slot is divided into three temporally consecutive parts as depicted
in Fig. 2. First, the decision making phase in which the dispatcher decides on
assignments of flows to servers. Second, assigning jobs to server queues and
third, the observation phase, in which the controller (i.e. dispatcher) observes
how many request-flows are arriving to be scheduled in the next slot. During
the observation phase, the active servers process the work. Each server has a
queue of incoming jobs and we assume FCFS discipline for all queues.

In the queuing discipline, the number of arrivals in each time-slot, and
service times (in time-slot units) are important. Since we will elaborate more
on the arrivals in dispatching the jobs, and the incoming jobs in the system are
represented by computational resource consumption, in the FCFS discipline we
can convert the service times into their sizes in computational units. If the size
unit is defined to be compatible with a processing load metric (i.e. Instruction
Count (IC)), then we may assume to have jobs sizes in IC by multiplying the
processing time (in time-slot unit) with a constant β (IC per time-slot unit).
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In a real computing server, this constant β can be described as the average
nominal processor frequency times instructions per processing cycle (IPC) times
the duration of a time-slot in seconds. However, the processor frequency is not
constant in practice for processing jobs with different sizes, we therefore use the
nominal frequency to achieve an estimation of the load. Moreover, we assume
the processors to be multi-core and if one core performs under its nominal
frequency, it uses the other cores to fulfill the expected completion time.

Since the jobs are represented by their sizes (i.e. amount of processing
load in IC), this allows us to consider the total amount of the load as arrivals
with assumed constant service rate. We then count the queue backlog with
the amount of IC rather than the number of jobs. This means, once a job j is
assigned to server i, it adds wj instructions to the queue Qi backlog. Arriving
jobs are processed within a time-slot if the queue is already empty or near
empty, otherwise they are added to the queue backlog. We define αi(t), βi and
Qi(t) as the amounts of arriving jobs, jobs being served and jobs in the queue
at time t respectively. The queue dynamics is then denoted by:

Qi(t+ 1) = [Qi(t) + αi(t)− βi]+ (1)

With this system model, server i is allowed to serve jobs from its queue
backlog (i.e. Qi(t) ) and from its arrivals αi(t) during the time-slot when
the arrival is assigned. The unit of these three discrete non-negative values is
instruction count (IC), and [x]+ , max[x, 0]. We note that the size of arrivals
and departures are stochastic variables, which can be selected from a general
distribution (e.g. number of arrivals and service time from general distribution
in G/G/1 systems). Job sizes are related to the service time distribution, as



Energy-Efficient Stable and Balanced Task Scheduling in Data Centers 151

dividing job size with a fixed processing rate yields the processing time of a
job. We denote the fixed processing time β with unit IC per slot. Job sizes of
arriving jobs are used to make assignment decisions. The amount of actual work
processed by server i on slot t is min [Qi(t) + αi(t), βi]. Then the normalized
load li(t) ∈ [0, 1] on server is defined by:

li(t) ,
min [Qi(t) + αi(t), βi]

βi
(2)

This normalized load represents the fraction of time that the server is busy
or working.

When a single job wj is assigned, if the application allows, the job can be
split and assigned to more than a single server. If the job is not split, the
assignment problem becomes a more difficult combinatorial decision making
problem. In this paper we investigate both cases.

Energy efficiency is the main goal of our assignment strategy. To enable
the dispatcher to make energy-aware decisions, it needs to know the energy
performance of the servers. We use the general model given in [24] for the

power usage of a server i being pi = pidlei + (ppeaki − pidlei ).li where li ∈ [0, 1]
is the normalized load of server i for one second. Since the processor and
memory power usage are directly load dependent components, we assume their
power usage to be the power usage of the servers for simplicity. Given that
the duration of each time slot is T seconds, the energy usage of active server i
during slot t is:

ξi(t) = ξidlei +
(
ξpeaki − ξidlei

)
li(t) (3)

Where ξidlei = Tpidlei and ξpeaki = Tppeaki are a server’s i average idle and
peak energy usage during one slot, and we assume these values are given and
fixed for different slots. As mentioned above, we may put some servers to sleep
(non-active) mode with even lower energy usage than idle mode.

4.1 Modelling the objective

In this subsection, we consider jobs that cannot be fragmented and are there-
fore assigned to a single server. In this case we have a combinatorial decision
making problem. We define a control variable yij , which is an element of a
binary matrix and each element is set to one if job j is assigned to server
i, otherwise zero. The arrival volume on each server i is then modelled by
αi(t) =

∑J
j=1 yij(t)wj(t).
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As mentioned before, a server can be placed in sleep mode if it meets two
conditions; there is no job in the queue and no new job arrival. In other words,
only idle servers (when the load is zero) can go to sleep. The optimization
objective function is thus formulated to minimize energy usage by stopping job
assignments to idle servers, and the energy saving is the amount of idle energy
saved by putting idle servers to sleep.

Based on this, we modify the static part of relation (3) to ξidlei

(
1{l(t)>0}

)
where 1{.} is a 0-1 indicator function. If the condition {.} is valid it returns 1,

otherwise 0. If the traffic equals 0 we can reduce ξidlei joules of energy, otherwise
by just assigning one instruction the server must remain active. Although in
reality servers may use some energy even in sleep mode, by letting the objective
consider it to be zero joules, this has no effect on decision making. Therefore
the preliminary expanded objective on slot t is:

N∑
i=1

(
ξidlei

(
1
{

min [Qi(t)+
∑J
j=1

yij(t)wj(t),βi]

βi
>0}

)
+
(
ξpeaki − ξidlei

)( min [Qi(t) +
∑J
j=1 yij(t)wj(t), βi]

βi

))
(4)

The objective (4) has two non-linearities. The first one is the existence of
a min in the numerator of the load definition. To eliminate it, we substitute
the numerator with its upper bound min [Qi(t) +

∑J
j=1 yij(t)wj(t), βi(t)] <=

Qi(t) +
∑J
j=1 yij(t)wj(t). Although this new load fraction is no longer normal-

ized since it can go above one, this substitution has no effect on minimization.
Rather it helps to minimize the load when it exceeds one. This new load defini-
tion is similar to a definition of completion time (in number of time slot units),
being a common metric in many job assignment problems. We may thus define
it as:

fi(t) ,
Qi(t) + αi(t)

βi
(5)

The second non-linearity is the existence of the 0-1 indicator. By removing
the constant βi from the indicator condition, we have 1{Qi(t)+αi(t)>0}. One
technique to deal with this type of problem is to introduce a binary decision
variable si for each server i. The values of this binary variable is defined as:

si =

{
1 if ε ≤ αi(t) +Qi(t) ≤M
0 o.w
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M is the upper bound of a server’s queue backlog and ε is a single unit of
traffic (i.e. 1 instruction). This definition is still non-linear because of its partial
definition. We may use si in the objective function without any condition, and
add the two following constraints to force si(t) to obtain its correct values by

using the definition αi(t) =
∑J
j=1 yij(t)wj(t).

J∑
j=1

yij(t)wj(t) +Qi(t) ≤Msi(t) ∀i∑J
j=1 yij(t)wj(t) +Qi(t) ≥ εsi(t) ∀i

(6)

So far, the objective has been modified by:

Ξ
(
s(t),y(t)

)
=

N∑
i=1

ξidlei si(t) +
(
ξpeaki − ξidlei

)
fi(t) (7)

Where s(t),y(t) are vectorized definitions of control variables s = [s1 s2

. . . sN ]T and y = [y11 s12 . . . y1J y21 . . . yNJ ]T for all t. For each t,
this objective is based on an integer linear programming model. The stochastic
optimization problem for minimizing time-average energy usage of the whole
system, such that keeping all the queues stable and assigning each job to one
server is represented by (8a)-(8f)

The first constraint guarantees ”strong stability”; another way to show it
is limt→∞

1
t

∑t−1
τ=0E[

∑J
j=1 yij(τ)wj(τ) − βi] ≤ 0 ∀i meaning that the arrival

average must not be greater than the departure average.
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minimize lim
t→∞

1

t

t−1∑
τ=0

E[Ξ
(
s(τ),y(τ)

)
] (8a)

subject to lim sup
t→∞

1

t

t−1∑
τ=0

E[Qi(τ)] <∞, ∀i (8b)

N∑
i=1

yij(τ) = 1, ∀j, τ (8c)

J∑
j=1

yij(τ)wj(t) +Qi(τ) ≤Msi, ∀i (8d)

J∑
j=1

yij(τ)wj(τ) +Qi(τ) ≥ εsi, ∀i (8e)

si(τ), yij(τ) ∈ {0, 1}, ∀i, j, τ. (8f)

So far we have a stochastic optimization problem (8) with a time-average
constraint assuring stability. When the stability is defined as queue state of
this network, there is a need to define a function to represent the stability of
the whole system. We use a Lyapunov function L(t) measuring the total queue
sizes in the network at slot t. We choose L(t) = 1

2

∑
iQ

2
i (t). Then, we define

a Lyapunov drift as follows:

∆L(t) = E[L(t+ 1)− L(t) | Q̄(t)], (9)

where Q̄(t) = [Q1(t) Q2(t) . . . QN (t)]T . It is a well-established result [46]
that minimizing the following function:

minimize ∆L(t) +

N∑
i=1

V E[Ξ
(
s(τ),y(τ)

)
] (10)

provides a solution termed drift-plus-penalty to our optimization problem. Re-
gardless of what the arrival and service rate distributions are, the Lyapunov
decisions are based on the drift (dynamic of residuals) rather than directly on
arrival and service distributions. This enables us to assume general distribu-
tions of arrival and service rates. The V parameter is the weight of the penalty
function and ensures that the objective can become arbitrarily close to optimal
with a trade-off in stability. We first need to find a bound for (10). Using
max{x, 0}2 ≤ x2, one can show that the following inequality holds:
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Q2
i (t+ 1) ≤

(
Qi(t) +

J∑
j=1

yij(t)wj(t)− βi
)2

= Q2
i (t) + β2

i +
( J∑
j=1

yij(t)wj(t)
)2

+ 2Qi(t)

J∑
j=1

yij(t)wj(t)− 2

J∑
j=1

yij(t)wj(t)βi − 2Qi(t)βi (11)

We summarize to bring Q2
i (t) to the left-hand-side of the inequality (11)

and summing over all i, then we obtain a bound on the Lyapunov drift on the
right-hand-side (r.h.s) as follows:

1

2

N∑
i=1

(
Q2
i (t+ 1)−Q2

i (t)

)
≤ 1

2

N∑
i=1

β2
i +

( J∑
j=1

yij(t)wj(t)

)2
 (12)

+

N∑
i=1

Qi( J∑
j=1

yij(t)wj(t)− βi
)
−

J∑
j=1

yij(t)wj(t)βi


If we look at the r.h.s of relation (12), apart from the expression with Qi,
all other parts can be upper bounded by a constant B and finally adding the
objective function (i.e. penalty) to both sides, we have:

∆L(t) +

N∑
i=1

V E[Ξ
(
s(t),y(t)

)
] (13)

≤ B +

N∑
i=1

Qi( J∑
j=1

yij(t)wj(t)− βi(t)
)

+ V E[Ξ
(
s(t),y(t)

)
]


Note that the definition of the objective is a function of variables (yij(t) and

si ∀i, j). By minimizing the controllable part on the r.h.s of inequality (13),
we can actually minimize the objective plus Lyapunov drift, which guarantees
stability as well as minimizing the objective.

The Stable Energy Integer Programming (SE-IP) algorithm (algorithm 1)
is used to solve this problem. By looking at Algorithm 1, in each round there
is an integer programming problem which is known to be NP-hard. Generally
there is no computationally efficient way to attack this type of problem to find
an exact solution.
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Algorithm 4: SE-IP Algorithm

Input: Initially obtain these values by server control messages
pidlei , ppeaki , Qi(0), βi(t), ci, V ;

Output The optimum value of y∗ij(t) and s∗i (t) for each server i and job
j and time t

for each time slot t do
Observe Q1(t), Q2(t), ..., QN (t) ;

Observe wj(t) ∀j and solve the following:

Minimize
∑N
i=1Qi

(∑J
j=1 yij(t)wj(t)

)
+ V E[Ξ

(
s(t),y(t)

)
] ;

Subject to constraints (8c) (8d)(8e) (8f) ;

Obtain the solution of sub-problem, y∗ij(t);

Switch server i to sleep mode iff s∗i (t) = 0 ∀i;
Redirect

∑J
j=1 y

∗
ij(t)wj(t) requests to server i ∀i ;

Update Qi(t+ 1)← [Qi(t) +
∑J
j=1 y

∗
ij(t)wj(t)− βi]+ ∀i ;

4.2 Load balancing

Considering SE-IP, the stability (drift on objective) assures that the queue
backlog never grows to infinity but it is not necessarily minimized. The load
level on servers are correlated with queue backlog and flow completion time. It
is thus useful once we have this correlation, to add an ability to this algorithm
to minimize the completion time. Then we will have a multi-objective problem,
which is one of the current research trends in load balancing [26]. We should
note that in data center networks there are two kinds of load balancing, link
load balancing and server load balancing. In this work we consider server load
balancing.

When minimisation of completion time is the objective, the load balancing
becomes a min-max optimization problem, and in conjunction with our drift
plus penalty objective, we add a third objective function to balance the load.

The completion time function is fi(t) defined in relation (5) for each server
i. This is a function of yij and t, but in the algorithm we solve the integer
programming at each time-slot independently allowing us to omit t. An equiv-
alent way to apply min-max optimization is to add an extra constraint to the
program and minimize the optimization variable on the r.h.s of the constraint.
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minimize z (14a)

subject to
Qi +

∑J
j=1 yijwj

βi
< z ∀i (14b)

Both optimization (14) and (8) have some scaling variables and constants
that do not affect the optimization decision, but we include them for the sake
of clarity. To jointly optimize energy and completion time, we add uz to the
objective in algorithm 1 and add constraint (14b). u is a multiplier used to
help find Pareto-optimality. Proper tuning of this value can tighten the feasible
region of possible trade-off values. By adding uz, the optimization in each
round of algorithm 1 becomes a mixed integer linear program because it adds
a continuous decision variable z. We call this SEL-IP (Stability Drift, Energy
and Load balancing as objective) from now on.

An interesting question to ask is whether or not load balancing automat-
ically leads to queue stability and vice versa? The answer can be found by
looking at the definition of drift. When inspecting the dynamic transition from
t to t + 1 the queue backlog Qi acts as a coefficient of decision variable yij
which is not the case for load balancing. This definition of Lyapunov stability
in dynamic systems, is a process which tracks the temporal changes of a target
whereas load balancing only considers instantaneous values.

From this argument, if there is no drift in the objective then by increasing
V , the backlog will grow over time. We will show this phenomenon in the
evaluation section.

5 Approximation algorithms

As the computational complexity of the exact solutions presented above be-
come too high when the system complexity grows, we formulate approximation
algorithmic solutions. We propose two algorithms, one yields more nearly opti-
mal results but at the cost of longer time to find a solution. Generally though,
both are useful in practice, the choice of which one to use depends on the
computational resources available.

The proposed approximation algorithms have the following building blocks,
and we detail each block separately.

1) Relax the optimization (8) in continuous form.
2) Apply approximated workload assignment
The solution of first building block gives a capacity for each server but no

assignment is applied. Thus leading to stable and energy efficient capacity se-
lection. The second building block assigns each job one by one to servers based
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on a given optimal capacity provided by the first block. The first approxima-
tion algorithm is based on greedy approximation and the second on randomized
approximation. Both algorithms share the first building block but the second
block is different.

5.1 The relaxed program

This building block is based on our previous work [7]. As in the previous work,
at the beginning of slot t, we have a job vector w(t) that will be assigned.
Initially, we disregard job sizes and define the total amount of arrivals to the
whole network as w0(t) = 1Tw(t). This amount represents the sum of all job
sizes in IC. We define a continuous decision variable xi(t) as the fraction of w0(t)
to assign to server i where 0 ≤ xi(t) ≤ 1 ∀i, t. We denote αi(t) = w0(t)xi(t) as
the arrived job size to server i at t. Then, the queue dynamic of server i is the
same as (1) by relaxing the arrival definition.

We have so far relaxed the integer variable y to the continuous value x. We
also have one variable xi for each server compared to J variables (i.e. yi1 . . . y1J)
for server i leading to a curse of dimensionality relaxation. We also have to
deal with the integer variable si.

In conjunction with the existence of si, we also point out some related
issues. The objective function (7) is still not continuous because of its binary
variable s. According to the definition of the original indicator, it is a function
in the objective to decide if there is any service request, i.e., 1{xi(t)w0(t)+Qi(t)>0}
not being differentiable, which makes it difficult to find a closed-form solution.
To overcome this problem, we substitute the indicator function by a linear

approximated equivalent given as

(
xi(t)w0(t)+Qi(t)
ciw0(t)+Qi(t)

)
which is now differentiable

and linear where 0 < ci ≤ 1 is a given constant. As long as the queue sizes are
sufficiently high or both xi(t) and Qi(t) are zero, the approximation is the same
as the actual function. The main problem with this relaxed function is that
it may unnecessarily keep the server active which will result in higher energy
usage, especially when the queue sizes are low. However, ci plays a critical role
in the decision of switching the servers off. Then, our new objective function
is given by:

Ξ(x(t)) =

N∑
i=1

(
ξidlei

(
xi(t)w0(t) +Qi(t)

ciw0(t) +Qi(t)

)
+
(
ξpeaki − ξidlei

)
fi(t)

)
(15)

where fi(t) is given in (2) with new relaxed arrival αi(t) = w0(t)xi(t). Then our
aim is to find a dynamic algorithm that can distribute the incoming requests
at each slot among the servers optimally so that the queue of every server is
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always bounded, i.e., E[Qi(t)] <∞ and the minimum energy usage is attained.
In other words, the dispatcher (e.g., controller) allocates the total amount of
requests w0(t) among all the servers with the goal of minimizing the total
energy usage of servers while keeping the stability of all the queues in the
network. The solution to the following stochastic problem provides the desired
algorithm:

Minimize lim
t→∞

1

t

t−1∑
τ=0

E[Ξ
(
x(τ)

)
] (16a)

subject to lim
t→∞

1

t

t−1∑
τ=0

E[Qi(τ)] <∞, ∀i (16b)

N∑
i=1

xi(τ) = 1, ∀τ (16c)

0 ≤ xi(τ) ≤ 1, ∀i, τ (16d)

The constraints (16b) enforces stability of each server queue in the network
and the second constraint in (16c) enforces that all the incoming requests at
each slot are distributed among the servers without causing any blocking and
dropped requests. Next, we present our Stable Energy Optimal Load balancing
(SEOL) algorithm which solves the problem defined in (16a)-(16d).

6 Energy Efficient Dynamic Algorithm

SEOL dynamically decides how much data should be allocated to each server at
each slot by considering energy usage and the queue size of each server. As input
parameters, it takes queue size information and server-specific information,
e.g. pidlei and ppeaki and βi from each server and solves a convex optimization
problem to determine the optimal x∗i (t). Details are given in Algorithm 2.

6.1 Analysis of SEOL

We employ the Lyapunov optimization technique [46] which provides efficient
and dynamic solutions for stochastic optimization and control problems to de-
rive SEOL as follows:

First, we have the same definitions for the Lyapunov function drift plus
penalty as in equations (9) and (10) respectively.
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Algorithm 5: SEOL Algorithm

Input: Initially obtains these values from server control messages
pidlei , ppeaki , Qi(0), βi, ci, V ;

Output The optimum value of x∗i (t) for each i and t for at the
dispatcher for each time slot t do

Observe Q1(t), Q2(t), ..., QN (t) ;

Observe w0(t), solve the following sub-problem:

Minimize V.Ξ
(
x(t)

)
+

N∑
i=1

(
1

2
x2
i (t)w

2
0(t) +Qi(t)xi(t)w0(t))

Subject to
∑N
i=1 xi(t) = 1, xi(t) ≥ 0 ∀i ;

Obtain the solution of the sub-problem, x∗i (t);

Redirect dx∗i (t)w0(t)e requests to server i ∀i ;

Update Qi(t+ 1)← [Qi(t) + dx∗i (t)w0(t)e − βi]+ ∀i ;

Q2
i (t+ 1) ≤

(
Qi(t) + xi(t)w0(t)− βi

)2
= Q2

i (t) + β2
i + x2

i (t)w
2
0(t) + 2Qi(t)xi(t)w0(t)− 2xi(t)w0(t)βi − 2Qi(t)βi

(17)

Next, we use (17) to find a bound for the Lyapunov drift in (9). Note that we
have:

1

2

N∑
i=1

(
Q2
i (t+ 1)−Q2

i (t)

)
(18)

≤ 1

2

N∑
i=1

(
β2
i + x2

i (t)w
2
0(t)

)
+

N∑
i=1

(
Qi(t)xi(t)w0(t)− xi(t)w0(t)βi −Qi(t)βi

)
The expectation of (18) given that Q̄(t) yields the bound for the Lyapunov
drift in (9) is as follows:

∆L(t) ≤ 1

2
E

[ N∑
i=1

(
x2
i (t)w

2
0(t) + β2

i − 2Qi(t)βi

)
+

N∑
i=1

(
Qi(t)xi(t)w0(t)− xi(t)w0(t)βi

)
| Q̄(t)

] (19)
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Then, to simplify the right-hand-side of inequality (19), we remove the terms
that can be bounded (the terms without Q values), we then have:

∆L(t) ≤ C +

N∑
i=1

(
1

2
x2
i (t)w

2
0(t) +Qi(t)

(
xi(t)w0(t)− βi(t)

))
(20)

Having bounded service rate over all the servers and bounded arrival, constant
C acts as an upper bound for the remaining terms. We add our cost function
V E[Ξ

(
x(t)

)
] to both sides of (20) and may further remove the constant βi as

it has no effect on decision making in the objective function. Then we have;

∆L(t) + V E[Ξ
(
x(t)

)
] (21)

≤ C +

N∑
i=1

(
1

2
x2
i (t)w

2
0(t) +Qi(t)xi(t)w0(t)

)
+ V E[Ξ

(
x(t)

)
]

After re-arranging (21), it is clear that the SEOL algorithm tries to minimize
the r.h.s of (21). It should be noted that, the purpose of keeping the quadratic
term of r.h.s (i.e. 1

2x
2
i (t)w

2
0(t)) is twofold. First, having quadratic convex

optimization makes it easier to find an analytic solution. Second, the term
can act as Tikhonov regularization to smooth the solutions (fraction of load on
each server) helping to achieve better load balancing.

6.2 Solving the optimization in SEOL

A sub-problem of Algorithm 2 needs to be solved in each time slot. The sub-
problem is a quadratic convex problem which can be solved analytically by
applying Karush-Kuhn-Tucker (KKT) conditions (yields a system of linear
equations in this case) and the optimal solution of the sub-problem, x∗i (t),
can be computed. We remove the t index for notational simplicity, and derive
a Lagrangian function as follows:

LLL (x, λ,µ) = V.Ξ(x) +

N∑
i=1

(
1

2
x2
iw

2
0 +Qixiw0

)
− λ(

N∑
i=1

xi − 1)−
N∑
i=1

µixi

(22)

where λ and µi, ∀i are Lagrangian multipliers associated with the first and
second constraints respectively, found in the sub-problem in Algorithm 2. Then,
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KKT conditions are given as:

∂

∂xi
LLL (xi, λ, µi) = 0 ∀i

∂
∂λLLL (xi, λ, µi) = 0
∂
∂µi

LLL (xi, λ, µi) = 0 ∀i
µixi = 0 and µi ≥ 0 ∀i

(23)

The partial differential with respect to xi is computed as:

∂

∂xi
LLL (xi, λ, µi) =V ξidlei (

w0

ciw0 +Qi
) + V

w0(ξpeaki − ξidlei )

βi

+Qiw0 + x∗iw
2
0 − λ∗ − µ∗i (24)

Finally, the following system of equations is solved in order to find x∗i . We
define Fi such that:

Fi , V ξidlei (
w0

ciw0 +Qi
) + V

w0(ξpeaki − ξidlei )

βi
Qiw0

Then, the system of equations is given by:

Fi + x∗iw
2
0 − λ∗ − µ∗i = 0 ∀i

x∗1 + x∗2 + ...+ x∗N − 1 = 0
µ∗i x

∗
i = 0 ∀i

(25)

This problem has the well-known water-filling solution. After solving the sys-
tem, x∗i is obtained as follows:

x∗i =

{
λ∗−Fi
w2

0
if λ∗ > Fi

0 if λ∗ ≤ Fi

In more compressed form, x∗i = [λ
∗−Fi
w2

0
]+. Also we know that the sum of all x∗i

is one. That is:

N∑
i=1

[
λ∗ − Fi
w2

0

]+ = 1 (26)

In equation (26), we need to compute λ∗. As long as (26) is monotone and
increasing, it is possible to use iterative methods in order to find λ∗. Inspired
by [47] we derive an iterative method shown in Algorithm 3 to find λ∗.

The algorithm consists of two iterative parts to find λ∗, and the correspond-
ing x∗1, x

∗
2, ..., x

∗
N are computed from (26). The first loop has a limited number
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Algorithm 6: Iterative Algorithm

Input: Total request rates: (w0) .

Vector F: (i.e. ~F )
Output: The optimum value of λ∗

1: g(λ) ,
∑N
i=1[λ−Fi

w2
0

]+ − 1, ~F ′ ← Sort(~F , ”ASC”)

2: N ′ ← N, F ′N ′+1 ←∞
3: while N ′ > 1 do
4: if F ′N ′ < F ′N ′+1 and g(F ′N ′) < 0 then
5: L← F ′N ′
6: U ← F ′N ′+1

7: break loop
8: else
9: N ′ ← N ′ − 1

10: end if
11: end while
12: λ∗ ← (L+ U)/2
13: ε← |g(λ∗)|
14: while ε > 10−7 do
15: if g(L) ∗ g(U) < 0 then
16: U ← λ∗

17: else
18: L← λ∗

19: end if
20: λ∗ ← (L+ U)/2
21: ε← |g(λ∗)|
22: end while

of iterations (worst-case N iterations) and searches for bounds L and U such
that L < g(λ) < U . A proof of convergence for these algorithms can be found
in [47]. In the second part of Algorithm 3, we iteratively find λ such that
g(λ) = 0 using the bounds L and U . We use the bisection method and the
bisection iterations stop when the error is significantly small (we set a threshold
of less than 10−7).

Once we find the optimal minimizer x∗, the first building block is finished.
The optimal minimizer is now used as input to building block number two.
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Algorithm 7: Randomized Approximation Algorithm

Input: At the beginning of slot t, given w and Q̄ ;

Output The approximated optimal arrival αR for each server;

Step 1 Calculate w0 =
∑J
j=1 wj ;

Step 2 Pass w0 to SEOL and find x∗i ∀i ;

Step 3 Initialize ri ← dx∗iw0e and αRi ← 0;

Step 4 for each job wj do
Randomly select server i such that ri > 0 ;

αRi ← αRi + wj ;

Step 5 Redirect the selected jobs (subsets αRi ) to server i ∀i;
Step 6 Update Qi ← [Qi + αRi − βi]+ ∀i ;

Step 7 Make sure idle server i is in sleep mode if x∗i == 0

6.3 Approximated Balanced Assignment

In some applications, e.g. content delivery networks, data centres serve users’
content requests by dividing the content into equal sized object chunks. Then
it is sufficient to rearrange the vector w in terms of object chunk unit and apply
the relaxed SEOL algorithm which provides stable, energy efficient operation
and balanced load on servers. If the application does not allow division of jobs
into smaller sub-tasks, the second part of the approximation algorithm becomes
necessary.

By applying the quadratic term as smoothing regularization and having the
result of x∗i for each server, we can define a smooth virtual capacity for each
server equal to dx∗iw0e. The smoothness helps these virtual capacities be as
near to each other as possible, helping to obtain better load balancing. Given
these virtual capacities, the remaining task is to assign jobs in original vector
w to servers.

The randomized approximation algorithm is detailed in algorithm 4. We
define a residual capacity for each server equal to ri ← dx∗iw0e. One server
(among the servers with positive residual capacity) is randomly selected for
each job. After job wj is assigned to server i the residual capacity for i is
updated by ri ← ri − wj iteratively until no jobs remain.

The server selection is uniform in this algorithm, which leaves room for
improvement. One strategy is to randomly select each server with a probability
proportional to its residual ri and after each assignment decrease the residual
by ri ← ri − wj .



Energy-Efficient Stable and Balanced Task Scheduling in Data Centers 165

Algorithm 8: Greedy Approximation Algorithm

Input: At beginning of slot t, given w and Q̄ ;

Output The approximated optimal amount of arrival αG for each server;

Step 1 ,2, 3 Same as randomized version with αG instead;

Step 4 w← Sort(w,′DESC ′);

For each job wj with order j ← 1 . . . J do

Select server i← argmaxi ri ;

αGi ← αGi + wj ;

ri ← ri − wj ;
Step 5 ,6, 7 Same as randomized version with αG instead ;

We propose a greedy approximation assignment based on this reasoning.
The greedy algorithm follows the same steps as the randomized algorithm,
apart from step 4 which is more complex. The complexity of step 4 in the ran-
domized method is O(J) but the greedy algorithm introduces an extra sorting
function with complexity O(Jlog(J)) as well as a search among servers O(N)
as shown in Algorithm 5. It has been proven in [48] that the sorted-greedy as-
signment itself is an 3

2 − approximation compared to the min-max assignment
(14). In our case, one can expect better than worst-case performance because
the given residual capacities to the assignment algorithms have already been
smoothed. As we show below, the greedy approximation works well, bar a
very rare scenario. The scenario happens when there is a big job wk in the
vector such that its size is bigger than sum of the remainder of the vector (i.e.
wk >

∑
j 6=k wj).

It is important to note that the selection of strategy does not affect queue
stability. The two strategies may lead to queues being instantaneously under or
over the virtual capacity where the greedy assignment generally comes closer to
the mark, leading to better load balancing performance. However, the queue
stability is a time average and not instantaneous, so this is not affected by
individual over assignments.

7 Evaluation

In this section, we evaluate the performance of the two approximation algo-
rithms and compare them to the mixed integer linear programming (i.e. SEL-
IP algorithm) modelling of our multi-objective problem. We show how the
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Fig. 3: Energy usage in stationary arrival a) 10 percent underestimation b) perfect estimation c) 10 percent overestimation
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Fig. 4: Heavy tailed arrival

[45] [51] which state that data center workload generally
does not exceed this percentage. Due to the assumption
that the job sizes are estimated, we further considered two
cases for the stationary arrivals where the job sizes are
underestimated and overestimated. We simulated the same
stationary arrivals with average ±10% distances to see the
consequences of inadequate estimation. The algorithms de-
cide based on the estimated sizes and the performance is
measured based on the true values afterwards. It should be
noted that, white noise has no effect on the performance
because the Lyapunov-based algorithms decide based on the
average values in the constraints and objective.

Each server allocated processing rate was 1000 million
instructions per time-slot to stream the jobs. We ran the
simulation over 1000 time-slots which is long enough to
determine if the system stabilizes. In previous work, we
investigated scenarios with constant job sizes and compared
SOEL with several well-known energy-efficient job assign-
ment schemes. [7].

Metrics. The main objective is to reduce server energy
usage. We use the term mean energy usage meaning the
time-average sum of the server energy usage, equal to

1

1000

1000∑
τ=1

144∑
i=1

ξidlei si(τ) +
(
ξpeaki − ξidlei

)
fi(τ). In order to

see if the system became stabilized, we investigated the

temporal behavior of all queue lengths
144∑
i=1

Qi(t) as backlog.

The mean total backlog is the time-average of backlogs over
all slots. The final metric is the average waiting time, averaged
both over time and all servers in our platform. Besides the
average, we also studied the 99th waiting time percentile
as it mirrors the consistency of the task assignment algo-
rithms’ performance. The percentile was calculated over each
server’s mean waiting time.

Decision making. We compared five different approaches
to decision making. Our proposed Greedy approximation and
Randomized approximation algorithms being suboptimal but
computationally efficient in practice. As benchmark, we con-
sidered the MILP optimization model from (SEL-IP), and
MLIP optimization without drift (EL-IP) both using the
Gurobi solver to find exact optimal values (using the branch
and bound method). We also included pure load balancing
based on (14) in conjunction with other constraints to show
the worst and best feasible energy usage and minimised
waiting times respectively. It is important to note that the
scenarios for our five approaches are all based on online
decisions. The arrivals are only exposed at the beginning
of the same time-slot as the decision making. In order to
capture practical usage, no information is known about
future arrivals or flow sizes, and previous decisions cannot
be changed.

7.2 Performance

Fig. 3 shows the performance of the two approximation
algorithms compared with load balancing (which does not
address energy usage). Increasing V , the approximation al-
gorithms increase their energy saving, but the positive effect
tapers off as V increases. Comparing the two approximation
algorithms, the greedy approximation generally performs
better in terms of energy saving. When it comes to the inad-
equate estimations, the randomized scheme is more robust,
but the greedy performance is directly related to how the job
sizes are estimated.

In the heavy tailed (bursty) case in Fig. 4, the 80%
time-average traffic load leaves less room for energy saving
during times of bursts. In this scenario it is more challenging
to maintain stability and we note that in this case, the ran-
domized algorithm outperforms the greedy algorithm when
V > 20. We believe the reason being that when V increases,
both algorithms are more relaxed regarding the backlog, but

Figure 3: Energy usage in stationary arrival a) 10 percent underesti-
mation b) perfect estimation c) 10 percent overestimation

algorithms perform in regards to different objectives (energy usage, waiting
time and queue stability). We also elaborate on the influence of V on the
algorithms’ performance.

7.1 Simulation setup

Topology. In order to investigate the performance of ideal algorithms, we choose
a leaf-spine topology, as in pFabric [45] with size from [35]. The fabric con-
tains 144 servers with leaf-spine layout within 9 racks. This layout has been
widely observed in the literature [49]. Heterogeneous data-centres consist of
servers and networking equipment with different capacities. We also assume
that the servers’ power usage is heterogeneous with three racks having high
power servers P idle = 80W,P peak = 130W , three racks having medium power
servers P idle = 70W,P peak = 120W and three racks having low power servers
P idle = 60W,P peak = 110W respectively.

Workload. The workload consists of a mix of flows with different job sizes to
achieve heterogeneity. We simulate two types of traffic, stationary and traffic
with bursts. In the stationary scenario, flows followed a Poisson arrival with in-
terval 2s per slot and an average 50% of the data center network capacity. The
job sizes followed a geometric distribution. Heavy-tailed flow sizes have been
considered as a challenging scenario for load dispatching algorithms [50]. In
order to capture this, we simulated a scenario with bursty flows where the sta-
tionary arrivals averaged 70 % of the load capacity and short bursts introduced
approximately 10 times the average load. The total load in the heavy tailed sce-
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Figure 4: Heavy tailed arrival

nario was therefore kept to 80% of the server capacity following [45] [51] which
state that data center workload generally does not exceed this percentage. Due
to the assumption that the job sizes are estimated, we further considered two
cases for the stationary arrivals where the job sizes are underestimated and
overestimated. We simulated the same stationary arrivals with average ±10%
distances to see the consequences of inadequate estimation. The algorithms
decide based on the estimated sizes and the performance is measured based on
the true values afterwards. It should be noted that, white noise has no effect
on the performance because the Lyapunov-based algorithms decide based on
the average values in the constraints and objective.

Each server allocated processing rate was 1000 million instructions per time-
slot to stream the jobs. We ran the simulation over 1000 time-slots which is long
enough to determine if the system stabilizes. In previous work, we investigated
scenarios with constant job sizes and compared SOEL with several well-known
energy-efficient job assignment schemes. [7].

Metrics. The main objective is to reduce server energy usage. We use the
term mean energy usage meaning the time-average sum of the server energy
usage, equal to 1

1000

∑1000
τ=1

∑144
i=1 ξ

idle
i si(τ) +

(
ξpeaki − ξidlei

)
fi(τ). In order to

see if the system became stabilized, we investigated the temporal behavior of
all queue lengths

∑144
i=1Qi(t) as backlog. The mean total backlog is the time-

average of backlogs over all slots. The final metric is the average waiting time,
averaged both over time and all servers in our platform. Besides the average,
we also studied the 99th waiting time percentile as it mirrors the consistency
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(a) 10 percent underestimated values
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(b) perfect estimation
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(c) 10 percent overestimated values

Fig. 5: Backlog information of selected V value for stationary arrival
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Fig. 6: Backlog information of selected V value for heavy tailed arrival

the greedy algorithm is more conservative in such stressful
scenarios.

Queue backlog is an important metric because it directly
translates to delay. Fig. 5b- 6 show that the greedy algorithm
usually is more effective in assignments leading to lower
backlog. The figures show the sum of queue backlogs for
all servers versus V . Combined with Fig. 3- 4, we obtain
information about how to find a sweet spot in the trade-off
curve. The figures suggest that by increasing V , we can more
than linearly decrease the energy usage until V reaches a
point where the saving becomes less than linear. At the same
time, the queue backlog is linearly increasing with V . The
point of choice depends on the application needs, but from
the figures we see a good trade-off with V varying between
10 an 20. We therefore select V = 15 in the stationary case
for further analysis.

Overestimation and underestimation have significant ef-
fects on the backlogs as shown in Fig. 5a- 5c. Similarly to the
energy usage case, the randomized algorithm is more robust.
Where the greedy algorithm performs better in energy usage
in Fig. 3a, it performs worse in Fig. 5a and the opposite is true
for overestimation. This means that inadequate estimation
affects the trade-off in the greedy performance. It should be
noted that the deviation in the queue backlog is more sig-
nificant than the limited energy saving in the scenario with
underestimation. Therefore, overestimation brings about bet-
ter overall performance if adequate estimation is impossible

using the greedy algorithm.
The system is stable if the sum of queue backlogs is

not growing over time. We study the backlog temporal
behavior over 1000 slots. Fig. 7 shows the backlog dynamics
of the algorithms in both stationary and burst scenarios with
our selected trade-off point V = 15. Obviously, achieving
stability is easier when arrivals are stationary. We find that
the greedy algorithm achieves a much lower backlog than
the random algorithm in this case, even though the variance
is higher. The higher variance stems from the the sorting al-
gorithm where the greedy algorithm assigns larger jobs first.
This leads to larger momentary backlog increase followed by
a period of smaller job assignments.

Looking at the heavy tailed case, we see how the bursts
significantly increase the backlogs. Interestingly, both the
greedy and random algorithms manage to stabilise the back-
logs on par with the pure load balancing algorithm. They are
therefore able to cope very well with bursty traffic.

We next compare the energy-saving versus backlog trade-
off the two approximation algorithms exhibit, to the bench-
mark integer programming based SEL-IP algorithm. Fig. 8
shows the optimum point found by applying SEL-IP together
with the backlogs and energy usage the approximation algo-
rithms yield as V varies from 1 to 50 with stationary arrivals.
SEL-IP found the optimum when V = 1, u = 100. As the
total cost is represented by the distance from the origin,
we verify that the algorithms are within the approximation
distance compared with the exact solution. We also find that
the approximation algorithms work well, especially when V
is chosen close to the pareto-optimal point.

The waiting time is highly correlated with the queue
backlog. Fig 9 compares waiting times for the two approxi-
mation algorithms, the optimal SEL-IP and as a lower bound
pure load balancing (which only minimises waiting times
without considering energy usage). We investigate both the
average and 99th percentile as two interesting aspects of
different applications’ delay sensitivity needs. In the average
case, we note that the minimum cost for minimizing energy
usage is roughly a doubling in delay (pure load balancing
versus SEL-IP). Compared with the optimal SEL-IP, the
greedy algorithm yields around 30 % and the random al-
gorithm 57 % longer waiting times on average. Investigating
the 99th percentile, we find that the relative distance between

Figure 5: Backlog information of selected V value for stationary arrival-
a) 10 percent underestimated values b) Perfect estimation c) 10 percent
overestimated values
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Figure 6: Backlog information of selected V value for heavy tailed arrival
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of the task assignment algorithms’ performance. The percentile was calculated
over each server’s mean waiting time.

Decision making. We compared five different approaches to decision mak-
ing. Our proposed Greedy approximation and Randomized approximation algo-
rithms being suboptimal but computationally efficient in practice. As bench-
mark, we considered the MILP optimization model from (SEL-IP), and MLIP
optimization without drift (EL-IP) both using the Gurobi solver to find exact
optimal values (using the branch and bound method). We also included pure
load balancing based on (14) in conjunction with other constraints to show
the worst feasible energy usage and minimised waiting times respectively. It is
important to note that the scenarios for our five approaches are all based on
online decisions. The arrivals are only exposed at the beginning of the same
time-slot as the decision making. In order to capture practical usage, no in-
formation is known about future arrivals or flow sizes, and previous decisions
cannot be changed.

7.2 Performance

Fig. 3 shows the performance of the two approximation algorithms compared
with load balancing (which does not address energy usage). Increasing V ,
the approximation algorithms increase their energy saving, but the positive
effect tapers off as V increases. Comparing the two approximation algorithms,
the greedy approximation generally performs better in terms of energy saving.
When it comes to the inadequate estimations, the randomized scheme is more
robust, but the greedy performance is directly related to how the job sizes are
estimated.

In the heavy tailed (bursty) case in Fig. 4, the 80% time-average traffic
load leaves less room for energy saving during times of bursts. In this scenario
it is more challenging to maintain stability and we note that in this case, the
randomized algorithm outperforms the greedy algorithm when V > 20. We
believe the reason being that when V increases, both algorithms are more
relaxed regarding the backlog, but the greedy algorithm is more conservative
in such stressful scenarios.

Queue backlog is an important metric because it directly translates to de-
lay. Fig. 5 (b)- 6 show that the greedy algorithm usually is more effective in
assignments leading to lower backlog. The figures show the sum of queue back-
logs for all servers versus V . Combined with Fig. 3- 4, we obtain information
about how to find a sweet spot in the trade-off curve. The figures suggest that
by increasing V , we can more than linearly decrease the energy usage until V
reaches a point where the saving becomes less than linear. At the same time,
the queue backlog is linearly increasing with V . The point of choice depends
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on the application needs, but from the figures we see a good trade-off with V
varying between 10 an 20. We therefore select V = 15 in the stationary case
for further analysis.

Overestimation and underestimation have significant effects on the backlogs
as shown in Fig. 5 (a)—(c). Similarly to the energy usage case, the randomized
algorithm is more robust. Where the greedy algorithm performs better in
energy usage in Fig. 3 - (a), it performs worse in Fig. 5-(a) and the opposite
is true for overestimation. This means that inadequate estimation affects the
trade-off in the greedy performance. It should be noted that the deviation in the
queue backlog is more significant than the limited energy saving in the scenario
with underestimation. Therefore, overestimation brings about better overall
performance if adequate estimation is impossible using the greedy algorithm.

The system is stable if the sum of queue backlogs is not growing over time.
We study the backlog temporal behavior over 1000 slots. Fig. 7 and 8 show
the backlog dynamics of the algorithms in both stationary and burst scenarios
with our selected trade-off point V = 15. Obviously, achieving stability is easier
when arrivals are stationary. We find that the greedy algorithm achieves a much
lower backlog than the random algorithm in this case, even though the variance
is higher. The higher variance stems from the the sorting algorithm where the
greedy algorithm assigns larger jobs first. This leads to larger momentary
backlog increase followed by a period of smaller job assignments.

Looking at the heavy tailed case, we see how the bursts significantly increase
the backlogs. Interestingly, both the greedy and random algorithms manage to
stabilise the backlogs on par with the pure load balancing algorithm. They are
therefore able to cope very well with bursty traffic.

We next compare the energy-saving versus backlog trade-off the two ap-
proximation algorithms exhibit, to the benchmark integer programming based
SEL-IP algorithm. Fig. 9 shows the optimum point found by applying SEL-
IP together with the backlogs and energy usage the approximation algorithms
yield as V varies from 1 to 50 with stationary arrivals. SEL-IP found the op-
timum when V = 1, u = 100. As the total cost is represented by the distance
from the origin, we verify that the algorithms are within the approximation dis-
tance compared with the exact solution. We also find that the approximation
algorithms work well, especially when V is chosen close to the pareto-optimal
point.

The waiting time is highly correlated with the queue backlog. Fig 10 and 11
compare waiting times for the two approximation algorithms, the optimal SEL-
IP and as a lower bound pure load balancing (which only minimises waiting
times without considering energy usage). We investigate both the average
and 99th percentile as two interesting aspects of different applications’ delay
sensitivity needs. In the average case, we note that the minimum cost for
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Figure 7: Stability of algorithms- Stationary arrival
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Figure 9: The energy vs. backlog values

minimizing energy usage is roughly a doubling in delay (pure load balancing
versus SEL-IP). Compared with the optimal SEL-IP, the greedy algorithm
yields around 30 % and the random algorithm 57 % longer waiting times on
average. Investigating the 99th percentile, we find that the relative distance
between load balancing and the three energy saving strategies has shrunk. This
is because this measure is a special case of the coefficient of variation, which is
normalised by the mean. Since the load balancing algorithm has a lower mean
value, the resulting waiting times become relatively closer to the other three
algorithms. When we compare the greedy and random on-line algorithms, we
find that the price to pay for using the computationally less expensive random
algorithm is around 20 % in average and peak waiting time.

It is worth noting that, switching to sleep/active mode has a constant
cost that we have not considered in the model. However, one property of
the Lyapunov-based schemes is that they are conservative in face of a sudden
change. As we evaluated in our stationary and bursty arrivals with V = 15, on
average, only 2.2% to 2.5% of servers are switching from sleep to active modes
and vice versa which is a good characteristic in practice.

Finally, we performed an experiment to investigate the importance of in-
cluding a drift objective in the optimization formulation. We therefore imple-
mented a version of SEL-IP without the Lyapunov drift objective called EL-IP
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Figure 12: Backlog information of SEL-IP and EL-IP algorithm

and compared it to SEL-IP. Fig. 12 clearly illustrates the benefit of including
the drift. Using EL-IP, the queue backlogs grow with time compared with SEL-
IP. It is therefore clear that any scheme using an on/off method must either
tune V very carefully, or a stability guarantee constraint such as the Lyapunov
drift objective in SEL-IP must be applied.

8 Conclusion

In this paper, we have addressed the challenge of job assignment in data cen-
tres with multi-objective optimization, minimizing energy usage balanced with
maximum server load while maintaining queue stability. Our work led to the
development of two approximation algorithms with different optimality and
also different computational complexity. Both algorithms are practically useful
for making on-line job placement where the choice of which one to use depends
on the size of the job scheduling problem and the computational resources avail-
able. Our experiments show that both algorithms are able to conserve energy
while load balancing jobs and keeping job backlogs stable.

Since the two on-line algorithms use the same process for deciding on the
number of servers to put in sleep mode, their performance in terms of energy
saving is the same. The random algorithm is computationally less expensive
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than the greedy algorithm. The price to pay for using this algorithm is less
efficient job assignment, which leads to longer waiting times. The average
waiting time and 99th percentile peak waiting time increase both by around
20% in our test scenario. Even though the waiting times differ, both algorithms
maintain queue stability.

When it comes to the inadequate estimation assumption, the randomized
approximation algorithm is more robust from both energy efficiency and queue
backlog perspectives. Considering the advantages of each of the greedy and
randomized approaches, one heuristic solution is to use a combination of both.
For example, for each arriving job, applying the greedy algorithm with proba-
bility 1− ε and using randomized with probability ε. The result will be a point
between both algorithms performance depending on which ε value is selected.

For future work, it is interesting to study the server selection process more
closely and investigate the cost of bringing servers in and out of sleep mode.
There are several open problems when combining different strategies to opti-
mize this process with queue management and load balancing to achieve overall
energy minimization.
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In recent years, there has been an increasing interest in Internet of

Things service management. Developments in cloud and fog computing

have also heightened the flexibility in service provision for users. The dis-

tributed data dissemination characteristics in IoT networks motivate the

idea of enabling fog-based service management thanks to its distributed

paradigm and its proximity to IoT sensors. Placement and scheduling

are two key tasks in service management in cloud-fog platforms. The fog

paradigm is likely to suffer from a lack of enough resources to accom-

modate all services. As a result, there is a need to manage the services

by optimizing resource utilization. Since optimizing placement of a spe-

cific service based on its proximity to corresponding sensors and resource

consumption does not necessarily provide optimized time scheduling of

the same service, we propose an algorithm to jointly perform placement

and scheduling. Real-time decision making and lack of knowledge about

network geometry and costs at the decision time have existed as two key

challenges. We propose a Q-learning based algorithm to tackle the afore-

mentioned problem. We propose to use our algorithm for a fog radio

access network autonomous controller design. We then show how it per-

forms successfully compared to an off-line optimal case with a priori full

information and other best available on-line algorithms.
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1 Introduction

The fifth generation mobile technology (5G) provides performance enhance-
ments, as well as using technology enablers such as software defined networking
(SDN) and network virtualization with a cloud computing paradigm [1]. Con-
sidering that sensors and computing devices are mainly located at the edge,
and the trajectory of data flow in such networks is mostly bottom-up, bringing
cloud services to distributed edges provides a better quality of service (QoS).
This is especially true for delay-sensitive applications. It is therefore of interest
to utilize fog computing to host the services of IoT applications.

Recently, there has been a focus around the confluence of IoT, fog and
5G platforms [2] [3]. Several attempts have been made to use fog computing
as a suitable paradigm for IoT services [4] [5]. Fog computing is principally a
complement to the cloud, not a substitute. Therefore, cloud-fog interoperability
emerges as a central aspect of the entire concept. Due to the variability of fog-
enabled computing devices, the placement of the IoT services emerges as a
major problem. A second important problem is when to schedule a requested
service if there is some response-time flexibility in the deadline determined by
the cloud application. Joint service placement and scheduling enhances the
complexity of fog-cloud interoperability.

A major challenge with these joint decisions is the lack of information about
the cost of actions by system components. Specifically, in IoT networks with
a very large number of sensors/actuators, heterogeneous services and their re-
source demands for a controller, full-knowledge location-awareness is not a valid
assumption. A legacy controller can be periodically optimized by the network
operator whenever sufficient information is available. Conversely, an artifi-
cial intelligence-powered controller would learn by observing system states and
costs to optimize its policy. To date, little is known about such autonomous
controllers and it is not clear what factors influence their functionality. This
indicates a need to explore the ways in which controllers exploit and learn ef-
ficiently in real-time scenarios. Recent developments in the field of machine
learning have the potential to renew interest in AI-powered controller design.
When it comes to real-time decision making based on the current system state
and observed cost/reward, reinforcement learning is a promising method. Re-
gardless of what kind of cost definition matters, much uncertainty still exists
about the relationship between system state and the cost. The reason lies in the
high dynamics of request and service resource demands in such heterogeneous
sensor/actuator networks.

This study proposes an algorithm to jointly place requested services in fog-
cloud nodes as well as to schedule the start time of services with respect to
the above challenges and uncertainties. The platform is assumed to be based
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on an SDN-enabled 5G system with a fog-radio access network. The method-
ological approach taken in this study is a methodology based on mixed integer
programming (MIP) coupled with Q-learning. Firstly, as our main contribu-
tion, we tackle the problem based on on-line decision making with a model-free
assumption of cost and system-state transitions. We then model the optimiza-
tion problem with known service arrivals and a cost definition assumption. The
online approach is more realistic case in autonomous controller design, and it
is benchmarked against the second model.

This paper has been divided into seven sections. In Section II, we criti-
cally review the related work. Section III deals with platform architecture and
the problem definition. In section IV, real-time placement and scheduling al-
gorithms are explained. In section V, our system model is developed for the
optimized case. Section VI presents the numerical results. The paper is then
concluded in section VII.

2 Related work

In this section, we survey the existing literature on the service placement and
scheduling problem at the edge of the network. A conceptual work by Varshney
and Simmhan [6] describes coordination models to be applied in fog computing.
In their work, three different models are considered, (i) hierarchical, (ii) peer-
to-peer, and (iii) hybrid. Our work falls in the hybrid model category, where
there are no strict limitations on the flow of control or data flows. There can
be interconnections among resources within each layer and communication can
also take place vertically.

A number of existing works perform resource allocation in fog comput-
ing [7], [8]. However, the scheduling problem and service instance deadline
have not been considered in these approaches. On the contrary, they mainly
focused on relatively static network conditions and fixed resource demands,
and proposed offline algorithms to minimise the average system cost. When
dynamic resource requests exist, it is necessary to consider real-time placement
of service instances.

There are works in the literature that have partially addressed the online
placement problem [9–11]. Most of the proposed schemes in the fog are based on
stochastic optimization, for which they assume that the service arrival process
follows a certain distribution. However, in practice, the arrivals can be in an
arbitrary order and at arbitrary times. Therefore, online algorithms without
any assumption on the job release distribution are advantageous.

Only a few existing papers in the literature have studied this problem by
applying reinforcement learning algorithms [12], [13]. The authors of [12] for-
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malized a virtual machine/service placement problem in distributed comput-
ing nodes using Markov decision processes and using Q-Learning as a solution.
Their algorithm considers migration between computing nodes in time-varying
environments. Such a formulation is suitable when service arrivals follow or
can be approximated by a model that can be described by a Markov chain.
However, this assumption is not always valid. [13] proposed a fog scheduling
placement by using R-learning algorithms based on user requests. Their model
was evaluated by decreasing the cloud’s load by utilizing the maximum avail-
able fog resources.

A conceptual architecture for fog computing was discussed in [14] and an
optimization problem for service placement in the fog was modeled as an in-
teger linear programming problem. In later work, they extend these contri-
butions, offering additional service placement mechanisms, proposed a genetic
algorithm-based heuristic solution and show that service execution can bring a
reduction of network communication delays [15].

There are a limited number of works in the literature focused on achieving
a low cost for IoT applications in 5G fog radio access network (F-RAN). Issues
and challenges of network slicing in F-RAN are investigated in [16]. This
paper uses reinforcement learning methods to increase the performance of a
network slicing approach. There is also valuable research on the concept of
service placement in software defined networks. [17] studied virtualized network
function (VNF) scheduling for low latency and efficient virtual network resource
allocation. The authors formulate the joint problem of VNF scheduling and
traffic steering as a mixed integer linear program while minimizing the latency
of the overall VNFs schedule as an objective. To solve the problem they applied
a genetic algorithm. [18] and [19] define services as a fixed chain of functions
and model the service structure in deployment requests. A heuristic method is
used to find a close to optimal solution to maximize node and link utilization.

The previous work that is the most relevant to ours is from Zhang et
al. [20]. This work improves controller scalability and makes the data plane
more autonomous in providing routine services. The authors investigated the
service placement problem on SDN switches by minimizing the average accu-
mulated service costs for end-users. To solve the problem, they formulated a
Markov decision process problem with a reduced state space and proposed a
reinforcement-learning-based (Q-placement) algorithm with performance guar-
antees. However, the work does not consider the off-line optimal case. They
also did not consider service scheduling in their proposed solution which we
include. Beside this, we suggest a design of the controller in upcoming 5G
networks with fog radio access networks (F-RAN) for IoT applications.
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3 Problem description

In this section, we describe the architecture platform and explain the joint
placement and scheduling problem. Before describing the system model, a
prospective architecture based on 5G technology will be explored. Then, we
define what is meant by placement and scheduling of IoT services.

3.1 System architecture

Considering an area covered by a 5G mobile networking cell with a radio access
network, there are multiple wireless sensor/actuator networks in the area. Each
sensor/actuator network has a gateway to communicate with the base station
of the mobile network. The assumed 5G mobile network is equipped with a
software defined networking (SDN)-enabled controller and cloud/fog computing
services. The proposed architecture is illustrated in Fig. 1. Radio access
networks (RANs) have been proposed as suitable zones to host cloud services
in LTE (i.e. C-RAN) [21]. C-RAN has emerged by decoupling the distributed
remote radio heads (RRH) from a centralized cloud-enabled baseband unit
(BBU). RRH units are usually located far from the BBU to be nearer the user
equipment (UE), including upcoming 5G-enabled sensors.

A cloud service provider (CSP) can offer fog services at the edge of the
operator’s network. In our 5G based platform, the fog computing paradigm can
be incorporated into RRHs in addition to their communication functionalities.
This will allow us to perform computational tasks at the edge, which is useful
for delay-sensitive applications. Henceforth, we borrow the terminology of fog
computing-based radio access networks (F-RAN) from [22] [23] [24].

In order to maximize fog resource utilization, and simultaneously guarantee
the QoS constraints, the fog needs to interoperate with the cloud. Enabling
the cloud-fog interoperation by an eagle-eye global observer controller in a
distributed radio access network gives rise to some challenges. We appoint,
with inspiration from [25], a software defined controller which is state-aware
and acts as a local coordinator. The controller performs different tasks such
as policy enforcement, service scheduling, gathering of system logs, resource
allocation, mobility management etc. We deploy a scheduler able to learn and
predict network costs.

3.2 Placement and scheduling

We assume there are independent applications running on the cloud platform
provided by a CSP. Each application uses different services based on its re-
quirements. Each cloud service uses one or more networks, each of which has
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tens of sensors/actuators. For example, a traffic control application uses many
services such as positioning, surveillance and object tracking. Each service
usually gets data from its own type of sensors. The services must also be run
on a computing node to process the fetched data and maybe trigger actuators
in the network. These running services consume computational, memory and
communication resources for a specific duration, depending on the application.
Assuming the CSP offers computing enablers at the operator’s premises (i.e.
RRH), the services may be run either on cloud or fog computational nodes.
Based on the application specification, residency of services in cloud/fog hosts
may have different costs. For instance, it may be better to run resource-hungry
application services with enough delay tolerance in the cloud rather than the
fog. On the other hand, the fog can be a better place in terms of delay and
location-awareness. Interoperability between fog-hosts in different RRHs as
well as the cloud is therefore a must.

Once a service is called by a running application from the cloud, the con-
troller should decide where to run the service. We call this task service place-
ment throughout the paper. The controller needs to be careful about the
resource demands of the services as well as their operation times. It also needs
to consider when to run a service. The term scheduling refers to making a
decision about when to run a service without exceeding the deadline specified
by the application. Much care must be taken, especially when multiple services
are called and enough resources are not available to meet all requests. There-
fore, we seek to find the best possible temporal and spatial candidates for the
requested services.

The real-time decision algorithm needs to know the attributes of the ser-
vices to perform at its best. The decision making should be based on a
cost/performance objective. In cellular IoT scenarios, it is not common to have
full knowledge of network sensors at the controller. To have an autonomous
controller, we propose a method based on learning the system performance
through its current state. The proposed algorithm executes the placement and
scheduling tasks based on a policy. Needless to say, the policy is not optimal at
the beginning. There should be a performance analysis to show how well the
controller has made decisions. This information is not provided at the time of
the control decision because the controller does not know where the data comes
from or what the upcoming services for its scheduling tasks will be. Once the
controller observes the performance of its previous decision, it learns from it to
perform better for future decisions, thus helping to converge towards an opti-
mal policy. In the following section, the system model and the algorithms are
precisely defined.
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4 System Model

There are several networks of IoT sensors and actuators within a 5G radio
access network. The network control zone consists of a gNB (Next Genera-
tion NodeB) with corresponding computational nodes located at its distributed
units (i.e. RRHs) and one node at its central unit (i.e. BBU pool) as depicted
by Fig. 1. We denote the set of the network computational nodes by H . Table
I gives the list of notations. We denote the host in the cloud by m ∈ H and
assume it has a large amount of resources. Each fog-host h ∈ H \m is assigned
a specific resource budget, for each resource, namely processing, RAM, and
storage, denoted by C(h), R(h) and G(h) respectively. There is a finite time
window τ = 1 . . . T with the unit of time being the duration of each time-slot.

There is a set of applications running on the cloud, calling instances of
different service types S . Different applications may use the same service,
distinguished by two independent instances of the same service type. More
specifically, each time an application wants a service of type s ∈ S , it uses an
instance i ∈ I (s) of this type of service. As a result, the application can use
service instances of the same type in parallel or at different times. One can see
an application as a run of structured service instances. The set of all service
instances is denoted by I =

⋃
s I (s). It is thus the controller’s placement task

to decide on either running the services on one of the computational nodes
(fog-hosts) h ∈ H \m or on the cloud-host denoted by m ∈ H .

We refer to service type s ∈ S for instance i ∈ I by s(i). Each service type
comes with average resource consumption values in each τ : c

(
s(i)

)
is the CPU

usage of s(i) in its host node; r
(
s(i)

)
is the RAM space that s(i) takes from its

host node; and g
(
s(i)

)
is its storage usage. The resource usage is generalized

by a limited discrete number of units of each resource (e.g. number of cores
for a CPU). The operation time of using instance i may vary depending on the
application. t

(
i
)

denotes the operation time of instance i in time-slot units.
This operation time depends on the instance itself, not its service type. We may
possibly have two instances of the same service type with different operation
times.

Each service reads data continuously from a set of IoT sensors, requesting
to offload their delay-sensitive tasks to be processed by an IoT service of a
suitable type deployed on an edge server or the cloud. We assume the sensor
sets remain unchanged during the offloading period; however, they may change
across different periods.

We also assume these consumption values are static during the operation
time of the instance. We should note that all consumption values are given.
For simplicity, we assume the cloud computational resources are big numbers.
Each called service instance i ∈ I arrives at time F (i) ≤ T with a given deadline
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T (i) ≤ T . This means the service instance must be scheduled and complete
its operation time after its arrival and before the deadline. We assume the
deadlines are hard and there is no exception to schedule a service violating the
deadline.

4.1 Objective

There are several important aspects to this task. First, each placement and
scheduling decision incurs a cost and the goal is to minimize the overall cost.
Second, a good scheduling decision may result in a bad placement situation,
therefore it is better to optimize the problem jointly. Last but not least, this
combinatorial decision making problem must be done on-demand to be practi-
cal in real-time applications in an IoT environment. This last aspect requires
care to be taken in designing computationally and spatially efficient algorithms.
We incorporate these aspects into an off-line objective function definition in this
section, and turn our attention to real-time decision making in Section 5.

For the purpose of objective function definition, two segments are consid-
ered for the performance definition. We model the problem as maximization
of a performance function consisting of utilization of resources in hosts and
distance cost saving. It is necessary to define what is meant by utilization and
distance. The term utilization is defined by the amount a resource has been
used by running services on a host. Low resource usage on fog hosts results
from inefficient allocation of services.

The proposed objective model (1) maximizes mean resource usage of each
host with the ζ coefficient. This given coefficient adjusts the unit profit of
one time-slot of resource usage on each host. It also gives the ability to define
different unit profits based on the length of each service; for example, depending
on the application. It may be beneficial to allocate services with long operation
time to the cloud rather than the fog, then a high unit profit for this case may
be applied.

maximize O(z,y) =

T∑
τ=1

∑
h∈H

∑
i∈I

[
1

3

(
c
(
s(i)

)
C(h)

+
g
(
s(i)

)
G(h)

+
r
(
s(i)

)
R(h)

)
ζ
(
t(i), h

)
(1)

+

(
Dmax − d

(
s(i), h)

))]
zihy

t
i

According to the model described in Section 3, each sensor network gateway
communicates directly with a fog-enabled RRH unit. These gateways are scat-
tered based on the geometry of the network. d

(
s(i), h)

)
is defined as the mean
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H
set of computational nodes; each fog host
is denoted by h ∈ H and the cloud host by m ∈ H

U set of sensor and actuator nodes

S set of service types

s(i) service type of instance i ∈ I
I set of instances

I (s) set of instances of the same service type s ∈ S
C(h) processing capacity of host h ∈ H
R(h) memory capacity of host h ∈ H
G(h) storage capacity of host h ∈ H
c
(
s
)

processing usage of service type s ∈ S
r
(
s
)

memory usage of service type s ∈ S
g
(
s
)

storage usage of service type s ∈ S
t
(
i
)

operation time of instance i ∈ I

d
(
s, h

) mean distance cost of gateways with service type
s ∈ S placed in host h ∈ H

Dmax maximum distance cost between all gateways and
hosts h ∈ H

τ time slot index from 1 to T

T (i) deadline of instance i ∈ I
F (i) arrival of instance i ∈ I
yτi whether or not instance i ∈ I is scheduled during τ

zih whether or not instance i ∈ I is placed in host h ∈ H
bτi auxiliary variable for scheduling of i ∈ I
aτi auxiliary variable for scheduling of i ∈ I
xτih auxiliary variable instead of nonlinear zihy

τ
i

X χ current state of the system in set of all states χ ∈ X
Q(χ, h) Q-factor value representing state-actions

L set of discretized operation times

ζ
(
t(i), h

)
Profit unit of each host h ∈ H of operation size in L

∆ reward value of each decided action h ∈ H
α Q-factor update step-size

γ mean reward value discount factor

ρ mean reward deviation

π(χ) policy of current state χ ∈ X
k time between current state χ and next state χ′

ι the arrival counter of instances
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distance between gateways of the network offering service s(i) and the nearest
RRH to fog host h. We include cloud host m to have the longest distance
between all hosts and the involved gateways. This distance definition is not
necessarily a geometric distance; rather, it can be characterized as a distance
cost or delay. The second part of (1) defines saving of distance costs to be fit
in the maximization problem.

5 Real-time dynamic placement and scheduling

In practice, it is not a realistic assumption to have all the arrivals and the
deadlines of the service instances at the beginning of the window τ = 1. We
therefore propose a real-time decision making scheme to schedule and place each
service instance when it is called. This problem can be seen as a joint on-line
multidimensional multiple knapsack (MDMK) and on-line reservation problem.
Such on-line schemes are not optimal due to the lack of in advance information.
The competitive ratio between the proposed on-line method and the off-line
optimal method tells us how well the on-line decision maker performs. To
the best of our knowledge, there is no existing on-line algorithm for MDMK
providing a bounded competitive ratio. The authors in [26] suggest FirstFit
as an efficient practical on-line algorithm candidate for this hard problem. We
should note that this approach just uses best effort decision making based on
the current state of the system. We explain FirstFit in Sub-section 5.1 and use
it as a comparison algorithm in our simulation.

We need to address some real-time placement challenges which should be
tackled in our proposed methods. Firstly, all services are non-preemptive mean-
ing they cannot be interrupted or removed during their operation time. Sec-
ondly, once a service’s operation time has finished, the instance should be re-
moved and its occupied resources freed. This leads each host to have dynamic
available capacities over time. Thirdly, the attributes (i.e. resource demands
and operation time) of each instance are revealed only upon its arrival. Lastly,
the amount of reward is not revealed at the time of assignment. The last two
assumptions raise some difficulties in decision making, motivating us to propose
an on-line algorithm learning from past experiments.

5.1 FirstFit

FirstFit is an efficient placement algorithm based on best-effort decision mak-
ing. Since instances and their demands arrive randomly, the performance
of such a method may vary depending on the arrival times of instances and
their demands. When service instance i is called, the controller should decide
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Figure 2: Scheduling procedure flowchart for Q-learning and RND methods

whether to schedule and place the instance in a fog host or place it in the
cloud. Depending on the current state of the system, the decision is made in
the same slot that the instance is called. The available capacities of the hosts
are important inputs to the decision.

In the FirstFit algorithm, the available fog hosts are indexed based on a
random order. If the current instance can be placed in more than one fog host
such that no constraint is violated then the algorithm places the instance in
the fog host with the lowest order. If there is no fog host with enough available
capacity, it places the instance in the cloud.

The FirstFit algorithm performs the placement task without caring about
how well it performs in scheduling. For this case, we assume each instance
is ready to be placed once it is called. Therefore, this method assures that
the instance scheduling always meets the deadlines. Using this method, all
instances are scheduled exactly at the arrival time regardless of where they are
placed. After placement, there is a reward depending on the instance duration
and host state. The FirstFit algorithm is blind to this reward because it is a
memoryless decision maker. In the next section, we will introduce an on-line
method based on feedback.
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5.2 Proposed placement and scheduling method

Although FirstFit approach provides good scheduling, it comes at the price of
less placement flexibility. Consider that if the residual resources at time τ are
not sufficient for the demand vector, the FirstFit algorithm has no information
about the state of the system at τ + 1 and so on. There is thus a need for a
more intelligent way instead of the short-sighted decision making of FirstFit.
In our proposed method, if there is no feasible fog host at the arrival time, we
postpone the scheduling as long as the instance’s deadline is not violated (see
flowchart in Fig. 2). The other issue with the simple approach is memory-
lessness about decision rewards. The intelligent on-line agent learns from its
feedback for future decision making. We consider a model-free profit, for which
the distribution is not given to the algorithm.

We design the decision mechanism based on a policy. The policy is a func-
tion of system state as input and determines which action should be taken.
There is no efficient policy at the beginning but the policy will be shaped into
an optimal policy by observing more and more system states. We denote the
state of the system by X := U (H \m)× S ×L as the Cartesian product of sets
of services, operation times and mean utilization of the fog hosts. The state
of the system changes based on each new instance arrival leading to variable
state transition durations that can be modeled by semi-Markov decision pro-
cesses (SMDP). We define the set of actions or control decisions by h ∈ H , the
same as the host indices. The time spent in transition (i.e. inter-arrival time)
from state χ to χ′ by taking action h ∈ H is denoted by k(χ, h, χ′), equal to
the number of time-slots in the period. The transition probability is unknown,
implying a model-free Markov decision. We define the policy as a function
π : X → H . Given the instance and the state, the policy should give the right
action. Each action based on the current state achieves a reward ∆. Based on
sequential rewards, the algorithm calculates a value for each possible decision
for the current state. The value for each state-action pair is denoted by Q(χ, h)
called the Q-factor. All Q-factors are stored in a Q-table, with states as rows
and decision actions as columns. By having τ = 1 . . . T , the problem is finite
horizon and we look at average reward in the learning episode.

Policy means what the best decision is in the current state, which is directly
extracted from the Q-factors. An algorithm is needed to improve the policy (i.e.
π(χ)) by observing rewards and updating Q-factors. One candidate for model-
free SMDP is Q-learning based on average cost. Q-learning has properties that
make it suitable for our problem specification. Q-learning does not require a
model of the environment (i.e. transition probabilities and rewards). It should
wait only one transition to see how well it has performed, and is thus naturally
suitable in on-line scenarios.
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Q-learning works based on sequential decision making, observing the reward
and updating the Q-factors. The algorithm starts with initial Q-factors with
zero values for all state-action pairs. Then the Q-factors are updated in each
transition (i.e. arrivals). Once an instance i arrives, while we are in state χ,
then an action h must be taken based on the current policy h ← π(χ). This
is called the behavior policy, which can act as the target policy at the end of
the learning phase. Such a method is usually called an on-policy algorithm
vs. off-policy which results in two polices: one for the learning process and
the other as the target policy. On-policy Q-learning in some texts is called the
state action reward state action (SARSA) algorithm. The on-policy variant has
the advantage that it is easier to approximate the huge Q-table in large-scale
scenarios [27]. For the behavior policy, it is better to have a trade-off between
greediness in selecting an action with the highest reward from Q-factors and
exploring other actions (with probability ε for example). We call this ε-greedy
policy selection. Then the Q-factor should be updated at the time of the next
arrival χ′. The core of the Q-factor update algorithm for a previously selected
h is:

Q(χ, h) = (1− α)Q(χ, h) + α
[
∆(χ, h, χ′)− ρ.k(χ, h, χ′) + γmax

h
Q(χ′,H )

]
(2)

Here, α and γ are learning steps and ρ is the deviation from average, and
all these values can be variable. The details of the Q-learning-based scheduling
algorithm and how to assign values to learning steps are illustrated in Algorithm
1.

The key parts of Algorithm 1 are explained here. ι is a counter of each
instance arrival. k (more precisely k(χ, h, χ′)) is the inter-arrival duration in
terms of time-slots (between the time-slot of the previous state τp and the time-
slot of the current state τ). For each arrival, only some fog-hosts are feasible,
denoted by H (ι) ⊆ H . After observing the reward ∆(χ, h, χ′) in the current
state χ′, the Q-factor is then updated for any previous decision h and state
χ (line 13). It should be noted that Q-factors are only updated in time-slots
with arrivals. If there is no feasible place in any fog host, then the scheduling
scheme is applied (lines 19-25). Line 20 ensures that the deadline will not be
violated if the start time F (i) is changed; otherwise the instance should be
placed in the cloud. Lines 27-32 implement the concept of ε-greediness. The
policy is updated in line 27 regardless of whether the action was greedily or
randomly selected. Lines 34-37 allocate the instance and update the capacity
residuals. If a service instance finishes its task, it will be released and the
allocated resources will be freed in lines 39-45.



200 PAPER V

From our problem perspective, the Q-learning approach is adapted in the
controller to gain a detailed understanding of network states. In order to have
good prediction of decision rewards, the controller needs to learn the relation
between system state χ and the observed reward ∆. This relation learning
consists of learning the distances between each host and the service gateways
(i.e. d

(
s(i), h)

)
, learning the probability of transition between states (which

service with which operation time comes after the current service, and how the
utilization of the hosts in the next states will be) and finally how these learned
distances and utilizations define the reward. These three main unknown issues
are the core objective of the learning algorithm.

The main limitation of the tabular Q-learning approach is its scalability in
system state definition. The limitation especially arises when the state set is
continuous. To tackle the continuity and scalability issue, we use the space
discretization technique. Recall that the state set is X := U (H \m) × S × L
, therefore L and U should be discretized. The more discretization levels, the
more accurate the approximation, but this comes at the price of a large number
of states in the tabular Q-learning search. The total number of states based on

any discretization is |U ||H \m|.|L |.|S |. We will explain our discretization scheme
and number of states in our setup in Section 6.

The adopted placement and scheduling algorithm has two phases, learning
and frozen. In the learning phase, the Q-factors are updated regularly based
on the state transitions and behavior policy to shape the optimal π(χ) during
t = 1 . . . Tupdate. During the frozen phase, it simply follows the target policy
without changing anything in the parameters or Q-factors. Exploration is pos-
sible in both phases and we will show how much we gain or lose by applying
different levels of exploration in Section 6. If we apply ε-greedy exploration in
the frozen phase, it means we follow the policy with probability 1 − ε. If we
increase the randomness to the highest possible value (ε = 1), then we are not
following the learned policy at all. We call this randomized scheme RND and
show its performance in Section 6. RND is a random assignment algorithm
with scheduling capability.
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Algorithm 9: Q-learning based scheduling and placement

1: Q(χ, h)← 0 ∀h ∈ H , l ∈ L
2: ε← [0, 1], G1 ∈ N , G2 ∈ {N | < G1}
3: Cr ← C,Gr ← G,Rr ← R
4: for τ = 1 . . . Tupdate do
5: for each instance that arrives do
6: ι← ι+ 1
7: k ← τ − τp
8: τp ← τ
9: Index it with i, calculate feasible H (ι), χ′

10: Observe reward ∆
11: γ ← e−0.01k

12: α← log(ι)/ι
13: Q(χ, h)← (1− α)Q(χ, h) + α

[
∆− ρ.k + γmaxh′ Q(χ′,H (ι))

]
14: ∆tot ← ∆tot + ∆
15: ktot ← ktot + k
16: ρ← (1− β)ρ+ β

[
ξtot
ktot

]
17: χ← χ′

18: β ← G1/(G2 + ι)
19: if H (ι) \m == ∅ then
20: if F (i) + t(i) < T (i) then
21: Bring i at the nearest release
22: Update F (i)
23: else
24: h← m
25: end if
26: else
27: π(χ)← argmaxhQ(χ,H (ι))
28: if RAND > ε then
29: h← π(χ)
30: else
31: h← RANDI(H (ι))
32: end if
33: end if
34: Place i in host h
35: Cr(h)← Cr(h)− c

(
s(i)

)
36: Gr(h)← Gr(h)− g

(
s(i)

)
37: Rr(h)← Rr(h)− r

(
s(i)

)
38: end for
39: for each instance that is released do
40: Index the instance with j and the host with h
41: Cr(h)← Cr(h) + c

(
s(j)

)
42: Gr(h)← Gr(h) + g

(
s(j)

)
43: Rr(h)← Rr(h) + r

(
s(j)

)
44: end for
45: end for
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5.3 Optimization problem

We model the optimization problem by mixed integer programming (MIP). We
define some binary optimization variables. yτi shows whether instance i ∈ I is
scheduled during τ . zih shows whether instance i ∈ I is placed in host h ∈
H . There are two auxiliary variables bτi and aτi to ensure the non-preemptive
scheduling (i.e. contiguity of yτi during instance i’s operation time).

At the beginning of τ = 1, we are given a list of service instances and their
operation times, arrivals, deadlines and two sub-problems: first, scheduling of
services without any constraint violation (i.e. arrival and deadline); second, the
placement of services such that none of the host capacities are violated. The
scheduling solution answers when each service should be run and the placement
says where the services should be placed.

The problem formulation is as follows.

maximize O(z,y)

subject to τyτi ≤ T (i), i ∈ I , 1 ≤ τ ≤ T (3a)

F (i)yτi ≤ τ, i ∈ I , 1 ≤ τ ≤ T (3b)∑
h∈H

zih = 1, i ∈ I (3c)

T∑
τ=1

yτi = t(i), i ∈ I (3d)

b1i ≥ b2i ≥ . . . ≥ bTi , i ∈ I (3e)

a1
i ≤ a2

i ≤ . . . ≤ aTi , i ∈ I (3f)

aτi + yτi + bτi = 1, i ∈ I , 1 ≤ τ ≤ T (3g)∑
i∈I

c
(
s(i)

)
zihy

τ
i ≤ C(h), h ∈ H \m, 1 ≤ τ ≤ T (3h)∑

i∈I

r
(
s(i)

)
zihy

τ
i ≤ R(h), h ∈ H \m, 1 ≤ τ ≤ T (3i)∑

i∈I

g
(
s(i)

)
zihy

τ
i ≤ G(h), h ∈ H \m, 1 ≤ τ ≤ T (3j)

yτi , zih, ai, bi ∈ {0, 1}, i ∈ I , h ∈ H , 1 ≤ τ ≤ T. (3k)

Constraint (3a) and (3b) assure that all instances of applications will be
scheduled between their arrival times and deadlines. Constraint (3c) requires
that only one host be selected for the placement of each instance i. Each
instance, if it is used, must be scheduled for the duration of its operation time,
which is handled by constraint (3d).
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Constraints (3e)-(3g) ensure the non-preemptive scheduling by forcing the
contiguity of yτi . This contiguity means yτi is 1 in all consecutive time-slots
when the instance i ∈ I is scheduled. Variable bτi is 1 if and only if time-slot τ
comes before instance i ∈ I is scheduled. Variable aτi is 1 if and only if time-slot
τ comes after the finish of scheduling of instance i ∈ I . Constraint (3g) forces
exactly one of variables aτi , bτi and yτi to be equal to 1 at the same time τ , i.e.
each slot τ must be before, during, or after the scheduling of instance i ∈ I .
This ensures contiguous scheduling: all τ for which yτi = 1 must be consecutive
without any gaps.

Capacity constraints
When a service is placed in a host, it consumes resources from the allocated

host and corresponding links. Constraints (3h)-(3j) make sure no resource is
over-allocated. At each time, the sum of the scheduled and placed instances
should not exceed the resource capacity of any host.

Nonlinearity issue
Looking at the objective (1) and constraints (3h)-(3j), there are multipli-

cations of decision variables, which puts the program into a quadratic integer
form. To avoid this nonlinearity, we define xτih to use instead of zihy

τ
i every-

where in the model and add the following constraints.

xτih ≤ yτi , i ∈ I , h ∈ H , 1 ≤ τ ≤ T (4a)

xτih ≤ zih, i ∈ I , h ∈ H , 1 ≤ τ ≤ T (4b)

xτih ≥ (yτi + zih − 1), i ∈ I , h ∈ H , 1 ≤ τ ≤ T (4c)

xτih ∈ {0, 1}, i ∈ I , h ∈ H , 1 ≤ τ ≤ T. (4d)

6 Simulation results

6.1 System setup

In this section, we evaluate the on-line algorithms compared to the integer pro-
gramming problem. We set up a network based on the architecture described
in Section 3. The key specifications of our simulation setup are summarized
in Table 1. We consider each service to correspond to one gateway in a sensor
network, and we use a cloud host with 100 times higher capacity than the fog
hosts. This large value makes the cloud always feasible for placement even if
all services are placed there. Before running the experiments, we trained the
controller with different scenarios with 102, 103, 104 and 105 instances with the
distributions specified in Table 1.
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Table 1: Simulation setup

Number of fog-hosts 4
Number of services 10
Number of leaning in-
stances

102, 103, 104 and 105

Number of frozen episodes 100,1000 for exploration
Number of instances per
episode

100

Capacity of hosts

6 processing cores,
60 memory units,
65 storage units
each unit is 1GB

Instance arrivals Poisson, with bursts and
step function

Instance transition Zipf’s-law distribution

Gateway to hosts distance
cost

Given fixed numbers
(1 to 6 for fog-hosts

and 10 for the cloud)

Performance metric Based on objective (1)
Service resource usage One processing core per

service and fixed heteroge-
neous given memory and
storage usage

Instances operation time
and deadlines

Geometric distribution
with average 100 and 200
slots respectively
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To implement Q-learning, we need to discretize the states. The set of op-
eration times is divided into four classes L = {S M L XL}, i.e. small,
medium, large and extra-large. The set of mean resource utilizations is clas-
sified into U = {L M H VH}, i.e. low, moderate, high and very high.
The Q-table size in our setup, with 4 levels of discretization of U and L , 4 fog

hosts, a cloud node, and with 10 services, is equal to |U ||H \m| × |L | × |S | =
44 × 10× 4 = 10, 240 states (rows) and 4 + 1 actions (columns).

The arrivals come based on three different distributions. Stationary ar-
rivals means inter-arrival times are geometrically distributed. For arrivals with
bursts, we used stationary arrivals and we generated arrivals with high loads at
randomly selected times. In the step function, we have a silent period then at
a uniformly randomly selected time, there are arrivals at high load. For each
episode, different random numbers are generated with the same distribution.

6.2 Numerical results

We simulated 100 episodes and considered the sum of rewards (calculated from
objective (1) with specific i, h and t in each episode) and then took the average
of accumulated rewards as the performance metric for comparison. We ran
integer programming (OPT) with a given objective function, distances, sta-
tionary arrivals and deadlines. We ran the on-line algorithms without knowing
any relation between the system state and the rewards nor distances. We cal-
culated the current performance and gave it to the controller after the decision
for each new arrival had been made.

In the experiment, we used three different algorithms: Q-learning (QL),
FirstFit (FF) and random selection (RND). We should note that FF and RND
have nothing to do with trained Q-factors. Also note that FF and RND consider
capacity constraints. Table 2 shows the performance of the different algorithms
for trained Q-values with 105 instances. Here, it can be seen that QL shows
promising results because of the large training window. QL in the frozen phase
knows the distribution and rewards of each state with high precision thanks to
this long learning phase. It should be noted that we trained the Q-table with
maximum exploration (i.e. ε = 1) in these results.

If we change to a shorter learning phase, we usually expect to get worse
results. Moreover, we need to know if altering the exploration probability in
the learning phase can give better results. Fig. 3 and 4 show the perfor-
mance of QL with different numbers of instances in the learning phase for
stationary and step function arrivals. Depending on the complexity of the ob-
jective (e.g. linearity and number of parameters), a suitable learning window
time can be adopted. Theoretically, based on [28], Q-learning needs in gen-
eral |X |ln(1/ω)/ω2

(
ln(|X |)+ ln(ln(1/ω))

)
transitions (instances in our case) to
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Table 2: The performance (i.e. Obj from (1)) of algorithms in the three
scenarios 8

Number of fog-hosts 4
Number of services 10
Number of leaning
instances

102, 103, 104 and 105

Number of frozen episodes 100,1000 for exploration
Number of instances per
episode

100

Capacity of hosts

6 processing cores,
60 memory units,
65 storage units
each unit is 1GB

Instance arrivals Poisson, with bursts and
step function

Instance transition Zipf’s-law distribution

Gateway to hosts distance
cost

Given fixed numbers
(1 to 6 for fog-hosts
and 10 for the cloud)

Performance metric Based on objective (1)
Service resource usage One processing core per

service and fixed heteroge-
neous given memory and
storage usage

Instances operation time
and deadlines

Geometric distribution with
average 100 and 200 slots
respectively

TABLE I: Simulation setup

Nonlinearity issue
Looking at the objective (1) and constraints (3h)-(3j), there

are multiplications of decision variables, which puts the pro-
gram into a quadratic integer form. To avoid this nonlinearity,
we define xτ

ih
to use instead of zihyτi everywhere in the model

and add the following constraints.

xτih ≤ yτi , i ∈ I, h ∈ H , 1 ≤ τ ≤ T (4a)
xτih ≤ zih, i ∈ I, h ∈ H , 1 ≤ τ ≤ T (4b)

xτih ≥ (yτi + zih − 1) i ∈ I, h ∈ H , 1 ≤ τ ≤ T (4c)
xτih ∈ {0, 1}, i ∈ I, h ∈ H , 1 ≤ τ ≤ T . (4d)

VI. SIMULATION RESULTS

A. System setup

In this section, we evaluate the on-line algorithms compared
to the integer programming problem. We set up a network
based on the architecture described in Section III. The key
specifications of our simulation setup are summarized in Table
I. We consider each service to correspond to one gateway in
a sensor network, and we use a cloud host with 100 times
higher capacity than the fog hosts. This large value makes the
cloud always feasible for placement even if all services are
placed there. Before running the experiments, we trained the
controller with different scenarios with 102, 103, 104 and 105

instances with the distributions specified in Table I.
To implement Q-learning, we need to discretize the states.

The set of operation times is divided into four classes L =

Arrival Algorithm Performance

Stationary

OPT 1.12 × 106 ± 3.2%
QL 1.09 × 106 ± 3.6%
FF 6.9 × 105 ± 2%

RND 7.25 × 105 ± 3.6%

Burst

OPT 1.23 × 106 ± 3.8%
QL 1.02 × 106 ± 3.8%
FF 6.07 × 105 ± 2.5%

RND 7.24 × 105 ± 3.9%

Step

OPT 1.12 + 06 ± 4.1%
QL 8.85 × 105 ± 3.6%
FF 6.68 × 105 ± 1.2%

RND 7.34 × 105 ± 3.4%
TABLE II: The performance (i.e. Obj from (1)) of algorithms in the three
scenarios

{S M L X L}, i.e. small, medium, large and extra-large.
The set of mean resource utilizations is classified into U =
{L M H V H }, i.e. low, moderate, high and very high. The
Q-table size in our setup, with 4 levels of discretization of U
and L, 4 fog hosts, a cloud node, and with 10 services, is equal
to |U | |H\m | × |L| × |S| = 44 × 10 × 4 = 10, 240 states (rows)
and 4 + 1 actions (columns).

The arrivals come based on three different distributions.
Stationary arrivals means inter-arrival times are geometrically
distributed. For arrivals with bursts, we used stationary arrivals
and we generated arrivals with high loads at randomly selected
times. In the step function, we have a silent period then at
a uniformly randomly selected time, there are arrivals at high
load. For each episode, different random numbers are generated
with the same distribution.

B. Numerical results

We simulated 100 episodes and considered the sum of
rewards (calculated from objective (1) with specific i, h and
t in each episode) and then took the average of accumulated
rewards as the performance metric for comparison. We ran
integer programming (OPT) with a given objective function,
distances, stationary arrivals and deadlines. We ran the on-line
algorithms without knowing any relation between the system
state and the rewards nor distances. We calculated the current
performance and gave it to the controller after the decision for
each new arrival had been made.

In the experiment, we used three different algorithms: Q-
learning (QL), FirstFit (FF) and random selection (RND).
Needless to say, FF and RND have nothing to do with trained
Q-factors. Also note that FF and RND consider capacity
constraints. Table II shows the performance of the different
algorithms for trained Q-values with 105 instances. Here, it can
be seen that QL shows promising results because of the large
training window. QL in the frozen phase knows the distribution
and rewards of each state with high precision thanks to this long
learning phase. It should be noted that we trained the Q-table
with maximum exploration (i.e. ε = 1) in these results.

If we change to a shorter learning phase, we usually expect
to get worse results. Moreover, we need to know if altering the

guarantee that the policy is within ω of the optimal policy. In our case by using
|X | = 10, 240 states, we need around 2 × 107 instances to guarantee that the
policy does not exceed an error of 0.1 from the optimal policy. However, that is
the worst-case scenario considering every parameter changes dynamically dur-
ing the learning phase. In our case, 105 iterations gives good results because
some parameters are fixed based on the topology and geometry of the network,
and each distribution explores only a part of the Q-factor space. The other
interesting observation from the figure is that, if the exploration probability is
high, a larger number of instances can give rise to better performance. On the
other hand, if the exploration probability is low (e.g. 0.0 or 0.1) then the per-
formance is not increasing that sharply compared to the number of instances.
The reason for this is that, when the exploration probability is low, the algo-
rithm needs more time to explore the space compared to the full exploration
case.

The results show that, performing service placement and scheduling in an
on-line manner is applicable with a bound near to optimal. Recall that from
Fig .1 in the system architecture, the distances between the gateways and the
controller and the placement costs are unknown to the controller. With the
help of a proper on-line learning algorithm (Q-learning), we can achieve better
performance compared to other on-line schemes (i.e. RND and FirstFit). An-
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Figure 3: The performance of QL (i.e. Obj from (1)) by number of
instances and exploration in the learning phase - Stationary arrival

other possible explanation from the results in Fig. 3 - 4 is that the performance
is increasing over the time in the learning phase, suggesting that the controller
can be successfully autonomous even if does not have full information about
the network states, by leveraging on-line learning.

Once the learning phase has finished, the question arises if we should follow
the optimal (or near to optimal) policy in a greedy manner or not. Here, we
evaluate the stationary arrival case. Applying exploration in the frozen phase
is illustrated in Fig. 5. These figures show how exploration has different results
in the frozen phase depending on how close the policy is to optimal. If we train
the Q-table with 105 instances with ε = 1 in the learning phase, then it is better
to follow the policy in a greedy manner (ε = 0) in the frozen phase. The reason
can be that the target policy is already quite near to optimal and so must
be followed precisely without any random selection of other actions. However,
this argument may only be valid if the distributions in the frozen phase are
exactly identical to those in the learning phase, which is a valid assumption in
reinforcement learning. In practice, it is possible to have some changes after
some period when Q-factors have stopped updating, which suggests it can help
to update the Q-factors periodically whenever it is necessary [29].

Exploration in the frozen phase with a suboptimal policy is not effective.
In Fig. 5, where the Q-table is trained by 103 instances with ε = 1, it shows
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Figure 4: The performance of QL (i.e. Obj from (1)) by number of
instances and exploration in the learning phase - Step function

that the exploration in the frozen phase does not have significant change of
performance compared to 105 learning policy. The reason is that the policy is
not near enough to optimal and this leads to ineffective decisions. It does not
much matter if these decisions are greedily following the policy or randomly
selected. As a result, it is better to train the Q-table with a large number of
instances with full exploration (i.e. ε = 1 ) and then follow the policy greedily
in the frozen phase (i.e. ε = 0 ) for best results.

7 Conclusion

The first part in this study presents a policy to perform service placement
and scheduling in an efficient way. In the presence of uncertainties regarding
network geometry, costs and service arrivals, it is helpful to use a learning algo-
rithm. The second part was developed to determine the optimal performance
in the case where all information is known. Comparison of the proposed al-
gorithm with the optimal case showed successful incorporation of scheduling
and placement decisions in a Q-learning framework. In accordance with the
presented results, exploration over a long time in the learning phase is neces-
sary to gain the best results. A mature policy is also better followed greedily
in the frozen phase. Further research should be undertaken to investigate the
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Figure 5: The performance of QL is decreasing by exploration proba-
bility increment in frozen phase for 103 and 105 instances

placement problem considering how the sensors/actuator data dissemination is
distributed in a large scale perspective. We will consider this as future work to
revisit joint placement and scheduling based on how service function zones are
distributed.
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