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Chapter 1

Introduction

1.1 Background

District heating (DH) has been identified as an important part of the future
energy systems and is currently one of the main heating alternatives in many
countries. However, a large share of the international DH today is supplied by
fossil fuels [1]. This is of course not desirable in the future energy systems where
the main focus will be to utilize renewable energy sources and other innovative
solution such as heat recycling. Some countries have already been very successful
in supplying their DH systems with a large share of non-fossil fuels. For example,
the main share of the heat supplied for DH in Sweden in 2017 was heat recycled
from other processes (54.5 %), followed by heat from renewable sources (38.9 %)
[2]. This clearly shows that there is already potential to phase out the fossil fuels
being used in the DH systems.

The heat sources of the future energy systems poses a challenge to the existing
DH systems. The temperatures of which the heat from renewable energy sources
and heat recycled from other processes is delivered with is usually significantly
lower than the temperatures of the heat delivered from fossil fuels. This means
that the many of the DH systems are currently operated with temperatures that
make it impossible to integrate other heat sources. However, systems that have
been successful in integrating the new heat sources are also experiencing issues
with higher than necessary system temperatures. This shows that there are
other issues causing higher DH system temperatures.

There are many reasons to why the temperature levels of the DH systems are
higher than they potentially could be, but one very important aspect is that

1



many of the customer installations are delivering high return temperatures to
the system. This is due to faults in the customer’s internal heating system, or
faults in the customer substation which transfers the heat from the DH system
to the internal heating system. High return temperatures makes it impossible
to decrease the supply temperatures, and so the installations containing faults
need to be identified so that the overall system temperatures can be decreased.

Since there may be several thousands of customer installations in a DH system,
it is important to be able to identify the installations containing faults in a
methodical and efficient way. Therefore, it is of great interest to investigate
how the DH industry is currently working to identify customer installations
containing faults, as well as identifying what can be done to further improve
this process. One way to do this is to use customer data to identify the faulty
installations using different automated methods.

1.2 Objectives

The focus of this thesis is to investigate the current fault handling processes,
as well as investigating how data analysis may be used to identify faulty in-
stallations automatically. Part of this work is to investigate already existing
fault handling processes and work procedures that lead to successful identific-
ation and elimination of faulty installations. The aim is also to identify and
implement different automated methods for detection of customer installations
containing faults.

1.3 Limitations

There are different ways of connecting the internal heating system to the district
heating system. In some countries, it is practice to have what is called a direct
connection with no hydraulic separation between the internal heating system
and the DH systems. Another solution is to create a hydraulic separation using
one or more heat exchangers to transfer the heat to the internal heating system.
This is called an indirect connection [3]. In this thesis, an indirect connection
has been assumed. Furthermore, the studies in the thesis have been conducted
in Sweden with a Swedish DH context in mind. Therefore, some of the theories
and principles presented in the thesis are written from a Swedish perspective.
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1.4 Outline of the thesis

The first chapter of the thesis presents some basic information about district
heating which is included to provide the reader with some background inform-
ation that is needed for the subsequent chapters.

Chapter 3 presents the DH customer installations, the components of the sub-
station and internal heating system and how the system is controlled to deliver
enough heat to the customer. The chapter also includes information about how
metering is normally performed in the installation, and how and when the heat
demand of the customer occurs.

The next chapter describes the importance of lowering the current system tem-
peratures: the benefits associated with lower temperatures, what issues cur-
rently lead to higher system temperatures, and what may be done to avoid
higher system temperatures in the future.

Chapter 5 presents a number of data analysis methods that may be used for
fault detection of different processes. The chapter also includes an overview of
fault detection methods that have been developed for the application of fault
detection of DH customer installations, and is concluded with information about
the methods that have been used in the papers included in this thesis.

Chapters 6 and 7 provide information about the methods that was used and
the main results that were obtained in the papers included in this thesis. This
is followed by a chapter containing some concluding discussion and suggestions
for future studies within the field. The papers are appended at the end of the
thesis.
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Chapter 2

District heating

The following chapter aims to describe the basics of district heating systems and
how the technology that is used today has been developed. A brief introduction
to the future technology of district heating is also provided. The chapter also
includes information about how the customers connected to the district heating
systems are using heat, and when, where and why heat demands occur.

2.1 The fundamentals of district heating

District heating is a way to deliver heat from available heat sources to a location
where heat is needed [3]. The heat source is utilized to heat water or steam,
which is transported to the customer location in insulated, pressurized pipes.
The distribution pipes form a pipe network that delivers heat to a number of
different customers while allowing several heat sources to be connected to and
deliver heat to the DH system. Depending on what heat sources are available in
the proximity of the system, a multitude of different fuels and heat sources may
be utilized, for example, waste heat from industrial processes, heat produced in
combined heat and power (CHP) production, and heat from Waste-to-Energy
(WtE) plants [1].

At the production site, the distribution water is heated to the supply temperat-
ure, Ts. When the hot water reaches the heat customer, the heat is transferred
to the customer’s internal heating system via a district heating substation which
cools the distribution water to the return temperature, Tr. In this thesis, the
entire customer system, including both the internal heating system and the
DH substation will be called customer installation. The cooled water is then
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Figure 2.1: Schematic illustration of a district heating system

circulated back from the customer installation to the heat source where it is
reheated before it is circulated into the distribution system again. A simpli-
fied illustration of a DH system can be seen in figure 2.1, including a simplified
illustration of the substation and internal heating system of the customer in-
stallation. Roughly, the DH system can be said to be divided into production,
distribution and consumption. The company, municipality or organization in
charge of the DH system will in this thesis be referred to as a DH utility.

2.2 The development of district heating

The technology of district heating has developed continuously since it was in-
troduced at the beginning of the 19th century. A common theme throughout
the development has been the aim to decrease the overall system temperatures,
while still being able to deliver heat to the customers without risking the security
of supply. It has also been important to work towards material lean components
and prefabrication, leading to reduced manpower requirements at construction
sites [3].

The development towards lower temperature levels is strongly associated to dif-
ferent generations of how the DH systems were built, and the historical develop-
ment of the systems is often said to have happened in three different generations
[3]. The first generation of district heating utilized steam to distribute the heat
to the customers. The heat was transported in steal pipes in concrete ducts
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and significant heat losses occurred in the distribution system due to the high
temperature of the steam. In the second generation, the heat medium was still
transported in pipes in concrete ducts, but instead of steam, pressurized hot
water with supply temperatures mostly above 100 ◦C was used. This gener-
ation was also characterized by the use of tube-and-shell heat exchangers. In
the third generation of district heating, which is the technology generation most
commonly installed today, the heat medium is still pressurized hot water, but
the supply temperatures are most often decreased below 100 ◦C. The character-
istics of the third generation include pre-insulated pipes directly buried in the
ground and compact plate heat exchangers [3].

In order for district heating to continue being a competitive, strong alternative
on the heat markets, it is important that the technique continues to develop
and that the temperature levels are decreased even further. The continued de-
velopment has been defined as the 4th generation of DH (4GDH). In 4GDH,
it is desirable to reach distribution temperatures of 50 ◦C/20 ◦C for the sup-
ply/return temperature [4]. The decreased system temperatures would allow for
less heat losses in the DH systems, and for more low-temperature waste heat
to be introduced into the systems. It would also be possible to introduce more
prosumers, which are DH customers that also produce (comparatively small)
district heating outputs [5].

2.3 Temperature levels in current district heating
systems

The temperature levels of the district heating systems varies over the year since
the customers’ heat demands varies over the year. The supply temperature
varies with the outdoor temperature and is decided by the heat provider. It
varies from system to system depending on the pipe sizes in the system or if
some customers have specific, high heat demands [3]. The return temperature
is the aggregated result of the cooling performance of each individual customer
located in the system [3]. Hence, the return temperature will never be lower
than the temperature levels that the customers deliver to the system. Figure
2.2 displays an example of the supply (orange) and return (blue) temperature
for a customer installation. As can be seen in the figure, the supply and return
temperature levels are significantly higher than the desired temperature levels of
the 4GDH systems. This can be seen as a general remark for the DH systems of
today, since most systems operate with significantly higher temperatures than
50/20 ◦C. For example, the average temperatures of the Swedish DH systems
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Figure 2.2: Supply and return temperature for a DH customer installation

during the last years have been 86 ◦C/48 ◦C for supply/return temperature [6].
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Chapter 3

District heating customer
installations

The heat consumption in a DH system consists of two parts: space heating
consumption and domestic hot water (DHW) preparation [3]. These two services
are provided using two separate systems inside the building which both are
supplied by district heating. The internal heating system and the DH system
are hydraulically separated by a district heating substation. Depending on where
the DH system is located, the heat demand from the customers’ installations
vary over the year due to varying outdoor temperatures and different social
behaviours.

3.1 District heating substations

The district heating substation is the component that connects the customer’s
building to the district heating system. The substation transfers heat from the
district heating system to the customer’s internal heating system. The substa-
tion design and connection principle may vary depending on the heat demand
and size of the building, as well as what the building is used for. The two most
common connection principles are the parallel-connected and the 2-stage con-
nected substation [7]. In the parallel-connected substation, there are two heat
exchangers connected between the supply and return pipes, one for DHW and
one for space heating. In the 2-stage connected substation, one heat exchanger
is connected to the space heating system and two heat exchangers are connected
to the domestic hot water system. In this solution, one heat exchanger preheats
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Figure 3.1: Simplified illustration of a parallel-connected district heating substation

the incoming cold water using the return water from the space heating system
before the final preparation of hot water takes place in the second heat ex-
changer [8]. Figure 3.1 displays a simplified illustration of a parallel-connected
substation. The illustration also includes the components that are part of the
customer’s internal heating system. The substation components are usually
described to include the heat exchangers, cirulation pumps, control valves, tem-
perature sensors, controller, and heat meter which consists of supply and return
temperature sensors and the flow meter.

In the figure, the substation and internal heating system components have been
divided into three separate groups depending on where in the customer install-
ation they serve their purpose: metering, space heating system, and domestic
hot water system. These three parts, and the components of each part, will be
described in detail in the following sections.

3.2 Space heating system

The space heating system consists of a number of components and the system
design may vary in many different ways depending on what type of building
the system is located in. The substation design in figure 3.1 displays the basic
design of a space heating system using radiators to heat the room. Radiat-
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ors are the most common type of room heaters and can be described as heat
exchangers which exchange heat between the heated water and the air in the
room which is to be heated [9]. The design temperatures of the radiator systems
have traditionally been quite high with supply/return temperatures of 90/70 ◦C
or 80/60 ◦C. Today, the systems are are designed for lower temperatures (e.g.,
60/45 ◦C, 60/40 ◦C or 55/45 ◦C) [10]. To decide what space heating capacity
to design the building system for, the design outdoor temperature is used. This
is the lowest outdoor temperature to be considered when designing a particular
building’s heating system [3].

Some space heating systems also include ventilation. When this is the case,
the incoming air will have the same temperature as the outdoor temperature.
Therefore, the ventilation system requires an amount of heat to heat the incom-
ing air to room temperature. This heating may be done using different solutions,
e.g. by reusing heat from the air that is transported out of the building, or by
heating the air using district heating [9].

In figure 3.1 the heat exchanger for the space heating system (1) is controlled by
the control valve (6), which controls the amount of water that passes through the
heat exchanger. The position of the valve depends on the outdoor temperature
which is measured by an outdoor temperature sensor (7). The signal from the
outdoor temperature sensor is connected to the controller (8).

When the outdoor temperature decreases, the supply temperature in the space
heating system will have to increase to meet the higher heat demand of the
consumer. The supply temperature will change according to a predetermined,
but modifiable, control curve, which depends on the desired indoor temperature
level [3, 11]. The increased temperature demand is met by changing the the
opening position of the control valve so that the flow that passes through the
heat exchanger at the DH side increases. To make sure that the correct supply
temperature is achieved a temperature sensor (2) is mounted on the supply pipe
of the space heating system, and the signal from the sensor is used in a control
feedback loop which determines the position of the valve [12].

The water in the space heating system is circulated using a circulation pump
(3). The flow in the radiators (5) is controlled by thermostatic valves (4), which
measure the room temperature and opens or closes depending on how much heat
is needed to meet the temperature demand in the room [9]. The heat demand
in a room varies depending on several different factors, i.a. the desired indoor
temperature, the amount of people and electrical appliances in the room, and
the amount of heat contribution from the sun [3]. Therefore, different rooms
require different amounts of heat.
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When a new building is taken into use, it is important to properly balance
the internal heating system. This balancing is done in order to have an even
distribution of hot water in the radiators to satisfy the heat demand of every
room in the building. In a hydronic system, this means that the valves are
adjusted so that the flow in the radiator circuits located closest to the heat
source is throttled, forcing the hot water to the more remote radiator circuits
[13]. If the system is not in balance the supply temperature of the space heating
system will have to increase. Otherwise, the system will not be able to deliver the
required amount of heat to the peripheral rooms of the building [14]. However,
the increased supply temperatures also lead to increased return temperatures
from the internal heating system which is not desirable in the DH systems. This
means that it is of great importance that the internal heating system is properly
balanced when the building is connected to the DH system.

3.3 Domestic hot water system

The design of the system for preparation of domestic hot water may be slightly
different depending on what country the building is located in, as well as how
big the building in question is. The basic design includes a heat source where the
water is heated, pipes where the heated water is transported, and the fixtures
(e.g., valves and faucets) that control the flow of water in the system [9].

In figure 3.1, the flow of the DH water through the heat exchanger used for
DHW preparation (9) is controlled by a control valve (12). The position of the
valve is decided by the temperature of the water in the DHW system, which
is measured by a temperature sensor (10) located close to the heat exchanger
[15]. The design of the DHW control system is similar to the one used for
space heating, but the temperature in the DHW system is not determined by
the outdoor temperature. Instead, the control parameter is a setpoint value
determined in the controller (14).

The setpoint value is determined according to certain temperature demands that
have to be met for the domestic hot water. Different countries have different
demands, but in Sweden the demands are that the temperature at each tap
cannot be below 50 ◦C, due to the risk of bacterial growth of Legionella, or above
60 ◦C due to the risk of scalding [16]. Hence, the setpoint value is determined
to comply with both of these demands.

Cold water is delivered to the building from the municipal water feed system
and is then heated in the heat exchanger. Today, the most common solution
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when using district heating for DHW preparation is that the preparation occurs
instantaneously in the heat exchanger. This means that there is an unlimited
supply of hot water in the building as long as the DH system is working as it
should [3]. The heated water is prevented from accidentally flowing backwards
into the drinking water system by a non-return valve (13).

In the DHW system, it is important to have hot water available as soon as the
heat demand occurs without delays, even when no DHW consumption occurs
[3, 15]. Therefore, it is common practice to install a circulation pump (11)
connected to the incoming cold water pipe when DHW preparation takes place
in a larger building. This is done to make sure that hot water is available in the
entire system at all times. When a circulation pump is installed in the DHW
system, it may be possible to control the pump using the supply temperature to
determine when to run the pump. By only running the pump when the supply
temperature approaches the lower temperature limitation, it is possible to limit
the energy losses of the system [9].

If no circulation pump is installed, the water will be standing still in the system,
and the water temperature will decrease over time due to heat losses to the
surroundings [9]. In systems where this is the case, the supply temperature
sensor in the DHW system should be placed as close to the heat exchanger
as possible. This is important to ensure a stable control of the DHW supply
temperature level [3, 8, 7].

3.4 Metering in the substation

The integrator in figure 3.1 is part of the heat meter of the substation. The
integrator uses the values measured by the two temperature sensors (15) and
(13), and the flow meter (14) to calculate the amount of heat delivered to the
internal heating system during a certain period of time. Temperature sensor
(15) measures the supply temperature of the incoming district heating water,
temperature sensor (13) measures the return temperature of the water being
circulated back to the district heating system, and flow sensor (14) measures
the mass flow rate of the recirculated water.

The frequency of which the meter estimates and updates the heat consumption
using the integrator varies depending on the meter being used. Some meters
do the estimations at regular time intervals, while others make the estimations
depending on the flow rate [17]. The integrator is often able to calculate the
amount of flow that passes through the system during the measuring interval,
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which supplies the DH utilities with the possibility to analyze how much DH
water that passes through their customers’ installations [3].

The supply and return temperatures are most commonly measured as instant-
aneous values, which means that they are not the average over a time period.
This makes the temperature values less representative of the actual temperature
levels than if they would have been an average for the temperatures measured
during the metering interval [18].

Today, metering may occur on different levels in the customer installations. In
apartment buildings, it is possible to perform metering in the individual apart-
ments, or at an aggregated building level [3]. This provides different possibilities
for the DH utilities in terms of billing and/or analysis of the meter reading. In
buildings with metering on an apartment level, each customer is charged accord-
ing to the actual heat being used in the apartment. However, this may cause
inequity among the customers in the same building depending on where in the
building the apartment is located. An apartment surrounded by other apart-
ments will receive heat transmitted from the surrounding apartments, and may
therefore use less heat [19]. However, individual metering would give greater
insight into how the heating systems of each individual apartment is working
compared to when the metering is performed at an aggregated building level.

In most modern industrial countries, heat metering is statutory [3], and accord-
ing to the energy efficiency directive that became effective in 2012, DH customers
should be charged according to the actual amount of heat that they use [20].
This means that the DH utilities are obliged to gather customer data in some
way, and many modern meters contain features that allows for meter readings
to be collected automatically to the DH utility. The collection may occur via
optical cables or using wireless communication tools such as transmission over
the mobile net or via the Internet [3]. The metering data is collected at the
utilities and processed in different kinds of data management systems.

As the metering and transmission technologies improve, it becomes possible to
increase the number of measuring instances that is collected by the utilities.
Many utilities today collect meter values on an hourly basis, which allows for
more detailed analysis of how the customers are using the heat and how well
the customer installations are performing. The improved metering also allows
for more different meter values to be collected at regular intervals, which is
beneficial when performing analysis of the customer data.
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3.5 Customer heat demands

The heat demands of individual customers depends on a number of different
factors, including what the purpose of the building is, what space heating system
is installed, and the size of the building. A general conclusion is that space
heating is needed to maintain a comfortable indoor climate when the outdoor
temperature decreases below the so-called balance temperature of the building.
For temperatures above the balance temperature no space heating is needed
since the desired indoor temperature is reached nonetheless. However, the heat
demand of the building will most likely not be equal to zero, since there will
still be a need for DHW preparation[3].

This means that for temperatures below the balance temperature DH will be
used for both space heating and DHW preparation, while DH will only be
used for hot water preparation for temperatures above the balance temperature.
When considering this on the aggregated DH system level, the typical balance
temperature of the buildings in the system determines when the heating season
starts and ends. The temperature for which this occurs is normally called the
threshold temperature [3].

The heat demand related to DHW preparation is in many buildings rather
constant during the year. However, daily fluctuations occur and in many cases
it is also possible to see an hourly fluctuation. The fluctuations between days
and during the day occur due to different social behaviours, e.g., that clear
morning peaks occur since many people are getting ready to go to work at the
same time [21].

A clearer seasonal dependence occur for the space heating demand. As men-
tioned, space heating is normally only needed during the heating season and
the heat needed to heat the rooms in a building will vary with the outdoor
temperature. This means that the heat power delivered to the building shows
a clear temperature dependence, as can be seen in figure 3.2 which displays the
heat consumed in a building located in Sweden as a function of the outdoor
temperature. The values in the figure are the daily average heat power demand
for the building during one year. This relationship is often called the heat power
signature of the building [3].
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Figure 3.2: Heat power as a function of outdoor temperature

Further, the heat demand also varies over time due to the fluctuations in both
the space heating and DHW demand. This dependence is illustrated in figure
3.3, which displays the hourly heat power demand for the same building as in
the previous figure. As can be seen in the figure, the heat power demand is
largest during the Swedish winter months, and decreases significantly during
the summer months. In the figure, some values are equal to zero during days
when there should be a heat demand in the building. These values originate
from instances when the wireless connection between the heat meter and the
utility was lost when trying to collect the values. When this occurs, the DH
utility in question replace the missing values with zeros.

Figure 3.3: Heat power as a function of time
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The heat demand of a building also varies depending on what type of customer is
using the heat. Different types of customer requires heat at different occasions,
which is clear when investigating the pattern of hourly heat power data during
one week. Most dwellings have a heat pattern that is the same throughout the
week with clear morning and evening peaks since this is when the customers are
at home and have the largest heat demand. These buildings also have a rather
constant space heating demand during the week [3]. The heat demand patterns
of office buildings and schools often deviate from the patterns of dwellings, since
many of these buildings have a ventilation system that is shut off during the
night and/or weekends when no one is present in the buildings. This gives a
clear difference in the heat demand pattern between weekdays and weekends,
and also between day and night [3]. All of these variations arise due to the
individual and collective social behaviors such as working hours which affect
when people get ready for work in the morning, and when ventilation is needed
in office buildings [21].

Irrespective of the type of building, the heat power delivered to the heat cus-
tomer can be expressed using the following equation:

Pd = ṁ · cp · (Ts − Tr) (3.1)

where

Pd = heat power [J]
ṁ = mass flow rate [kg/s]
cp = specific heat capacity for water [J/kg◦C]
Ts = supply temperature [◦C]
Tr = return temperature [◦C]

Hence, the heat power depends on the mass flow of water in the pipes as well as
the temperature difference between the supply pipe and the return pipe. This
temperature difference is often called the cooling, or the delta T, (∆T ) of the
substation. As can be seen in the equation, ∆T will decrease if the mass flow
rate increases for the same heat power demand. Since the supply temperature
will not change, a decrease of ∆T will lead to high return temperatures. It is
also clear that if the cooling of the installation is insufficient, the mass flow rate
through the substation will have to increase to meet the customer’s heat demand.
The cooling of a well performing substation should be largest in the winter and
decrease with increasing outdoor temperatures [18]. Figure 3.4 displays the
cooling pattern for a customer installation during one year.
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Figure 3.4: The cooling pattern for one DH customer installation

The relationship displayed in equation 3.1 is important to keep in mind when
reading the next chapter of this thesis, which presents a number of issues that
lead to higher flows and/or higher return temperatures in the customer install-
ations and the importance of eliminating these issues to be able to reach lower
system temperatures.
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Chapter 4

Importance of lowering the
system temperatures

Several studies have shown that the current temperature levels of the DH sys-
tems are higher than they theoretically could be [3]. As mentioned in section 2.3,
the Swedish average temperature levels are 86 ◦C/48 ◦C. However, the theoret-
ical temperatures that could be achieved from the existing substation technology
is 70 ◦C/32 ◦C supply/return [18]. This clearly shows that it should be possible
to decrease the system temperatures already in the existing DH systems, and
not only in the future 4GDH systems. Despite this, many systems are operated
with significantly higher system temperatures which depends on a number of
reasons related to both the customer installations, and the DH system itself.

The following chapter presents the benefits of lower system temperatures in
the existing and future DH systems, as well as the reasons to why the system
temperatures currently are higher than they theoretically could be. The chapter
is concluded with a review of measures that could be implemented in the current
systems to decrease the system temperatures.

4.1 Benefits of lowering the system temperatures

There are a number of different reasons to why it is important to have lower
system temperatures in the DH systems, and the decreased temperatures may
have benefits in all parts of the system. Generally, the main focus is to decrease
the return temperature levels primarily, since this enables a decrease of the
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supply temperature as well [3]. However, some benefits arise due to decreased
return temperatures, some due to decreased supply temperatures, and others
from a combination of the two [22].

Some of the main advantages related to decreased temperature levels appear in
the production sites. The CHP plants benefit from lower supply temperatures
since the power-to-heat ratio increases due to the increased power production in
the plant that occurs when the temperature levels (and hence pressure) in the
condenser is lower [22, 23]. Since electricity usually generates higher revenues
than heating, the business case for CHP increases significantly. Systems where
flue gas condensation is installed benefits from decreased return temperatures
due to increased efficiency in the condensation process [24]. The coefficient of
performance (COP) of large-scale heat pumps also increases when the distribu-
tion temperatures decreases [25].

There are also a number of heat sources available today that the DH systems
cannot utilize due to the high system temperatures. An example of this is that
many industrial processes generates large amounts of waste heat of temperature
levels that are lower than the current DH system temperatures [4]. This means
that in order to be able to use these heat sources in DH systems with high
distribution temperatures, the temperature levels of the heat sources have to
be increased [26]. This also applies for waste heat from, e.g., sewage treatment
plants [22]. Other heat sources that delivers heat of insufficient temperature
levels, and that would be possible to utilize if the DH system temperatures
decrease, include solar thermal and geothermal heat sources [4].

Decreased system temperatures are also beneficial from a heat loss perspective.
Due to the decreased temperature difference between the distribution pipes and
the surroundings, the heat losses will also decrease [4]. Today, relative distribu-
tion heat losses in the DH systems range from 5-25 % depending on where the
system is located since different countries have different building standards and
hence varying standards of insulation. The relative distribution heat losses is
the relationship between the annual heat losses and the annual heat input from
the heat supply units [3].

When building new DH systems, the lower distribution temperatures are also
beneficial due to the possibility to use other materials for the pipes. This will
lead to lower installation costs compared to installing the pipes most usually
used today [22]. The main reason to that the cheaper materials are not being
used today is that they cannot tolerate the large temperature variations that
occur in the distribution system during the year since the material will creep at
elevated temperatures [3], a problem that would be avoided with lower system
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temperatures.

When obtaining lower return temperatures at a given supply temperature, it
will be possible to reduce the volume flow rate in the system [27]. This is due to
the fact that the volume flow rate is inversely proportional to the temperature
difference between the supply and return pipe, i.e., if the temperature difference
decreases the volume flow rate will have to increase to be able to deliver the
same amount of heat power to the customers, and vice verse [3]. Hence, one
benefit of having a large temperature difference between the supply and return
temperature is that it will be possible to reduce the volume flow rate in the DH
system. This decreases the need of pumping in the system, which means that
there will be a smaller need of electricity in the system [22].

A number of studies have investigated the economical benefits of decreasing the
DH system temperatures. Werner and Frederiksen have investigated the value
of reducing the return temperature in 27 DH systems in Sweden [3]. The results
show that the cost reduction varies significantly between the different systems,
but that the typical value of reducing the return temperature in these systems
is 0.15 EUR/(MWh,◦C) [3]. Hence, a DH system with an annual heat sale
of 1 TWh would save approximately 1.5 MEUR if the return temperature is
decreased with 10 ◦C [27].

4.2 Issues resulting in high system temperatures

There are number of reasons to why the distribution temperature levels are
higher than they theoretically could be. One is due to the tradition of using
fossil fuels with high heat values, which are capable of delivering heat at high
temperatures [28]. However, systems which do not utilize large amounts of
fossil fuels in their production also experience higher than necessary temperat-
ure levels. This is due to a large number of issues in the DH distribution system
which can be categorized as follows: (i) short-circuit flows between supply and
return pipes in the system, (ii) low supply temperatures at peripheral substa-
tions because of high heat losses, (iii) faults in the customers’ internal heating
systems, and (iv) faults in the customers’ substations [3].

The first issue, short-circuit flows between the supply and return pipes, occurs
due to bypass circuits in the system. In the summer, when no space heating is
needed, the water in the supply pipes will cool off if no tapping of hot water
occurs. This leads to system temperatures which reduce the ability to prepare
DHW instantaneously in the heat exchanger [29]. To avoid this problem, by-
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pass valves between the supply and return pipes are commonly installed in the
substations and/or other locations of the distribution system. When no space
heating demand occurs the valves will open, allowing a small amount of sup-
ply water to flow into the return pipe and creating a circulation in the system.
Although the bypasses are needed to be able to prepare DHW, they lead to
increased return temperatures [30]. The second issue, low temperatures at the
peripheral substations because of high heat losses, occurs when the heat demand
and flow of the system is low and no bypasses are installed in the system. When
the supply temperature decreases due to the small flow, the flow through the
substation will have to increase to deliver the desired amount of heat. This leads
to higher return temperatures [3]. Issues (iii) and (iv) relate to the customers’
installations and will be treated in detail in section 4.3, since they are the main
focus of the work conducted in this thesis.

4.3 Issues in customer installations resulting in higher
system temperatures

The customer installations are an extremely important part of the DH systems,
and governs both how much heat the systems have to be able to deliver and what
temperature levels the heat should be provided with. As described in section 3.2,
the internal heating systems have traditionally been designed for high supply and
return temperatures and the DH temperatures have to match these temperatures
to be able to deliver heat to the buildings. Further, equation 3.1 in section 3.5
clearly described the importance of having customer installations with a large
∆T to avoid an increase of the mass flow rate in the system. This relationship
also applies for the opposite case: a large mass flow rate cause a smaller ∆T
which results in higher return temperatures.

As described in section 4.1, decreased system temperature levels and mass flow
rates entails a number of benefits for the DH system. Nonetheless, faults in the
customer installations have been shown to cause both increased return temper-
ature levels and increased mass flow rates. This indicates that as long as the
customer installations contain these faults, it will be very hard to obtain the
desired effects of lowered system temperatures.

An issue that complicates the elimination of the faults in the customer install-
ations is that there is a multitude of different faults that may occur in many
different parts of the customer installation. Some of the faults are further very
hard to detect, especially the faults that do not impact the indoor climate and
customer comfort significantly [31]. Faults that affect the customer comfort will
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be easier to detect, since the customer will become aware that something is
wrong quicker if the space heating or preparation of DHW is not working as it
should. The customer will, e.g., not notice if something is faulty in the heat
meter, since the sensors connected to the meter are only used for heat metering
purposes and do not affect the control of the substation [32]. However, the DH
utility is affected by the fault since their metering data gets disordered.

The following sections introduce a number of faults that may occur in different
parts of a customer installation. The faults have been divided into five different
categories, depending on where in the installation a fault occurs. The first
fault category, Heat exchangers, include faults related to the heat exchangers in
the substation, and the pipe connections to the heat exchangers. The second
category is Controller and control system which in this thesis includes faults in
the controller itself, the temperature sensors measuring different temperatures,
the wires from the sensors connected to the controller, and the software of the
controller. The third and fourth categories are Control valves and Actuators.
These categories are closely related to each other and to the control system, but
have been treated as two separate categories since there is a number of different
faults that may occur for both actuators and control valves. The last category
describes faults that appear in the customers’ internal heating systems.

4.3.1 Heat exchangers

One of the faults that occurs most frequently in literature is fouling of heat
exchangers, where a deposit has formed on the heat transferring surfaces of the
heat exchanger. The precipitation decreases the heat transferring ability of the
heat exchanger and reduces the flow velocity through the heat exchanger [33].
This lead to poor heat transfer in the substation. However, moderate fouling
may also increase the heat transferring ability of the heat exchanger, but only
at low flows [34].

Leaking heat exchangers is another fault that occur with high frequency [32,
35, 36]. Leaking happens if, e.g., the seals between the heat exchanger and the
pipes are not tight enough or if a packing shrinks due to exposure to excessive
temperature variations [36].

There have also been occasions when the heat exchanger has been connected
co-current instead of counter current [37, 38]. When it is connected co-current,
the heat medium and the water in the internal heating system flows in parallel.
When this is the case, the temperature of the supply water in the internal
heating system will never exceed the temperature of the DH water that leaves
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the heat exchanger, i.e. the DH return temperature. In a counter current heat
exchanger the flow in the internal heating system and the flow of DH water go
in opposite directions through the heat exchanger which significantly improves
the heat transferring ability in the heat exchanger. This enables the water in
the internal heating system to reach temperatures very close to the temperature
of the incoming DH water [39].

4.3.2 Controller and control system

The controller and control system as defined in this thesis may contain a num-
ber of different faults which are related to both the physical components and
the control software. The controller itself may break down, leaving the system
completely uncontrolled [36]. This may occur due to power outages or lightning
strikes. There might also be faults related to how the controller is mounted
when installing it, if the different wires are connected to the controller incor-
rectly. For example, the wire from the temperature sensor measuring the supply
temperature in the space heating system may be confused with the wire from the
temperature sensor measuring supply temperature in the DHW system. This
interrupts the entire control system since the wrong information is delivered to
the wrong location in the controller [37].

Problems related to the temperature sensors in the control chain occur quite
often. One frequent fault is defective temperature sensors that occurs due to,
e.g., bias changes or noise in the measurements [3, 32]. Other temperature sensor
faults are temperature sensors placed on the wrong pipe delivering an incorrect
signal to the controller, sensors being knocked down from their position, and
sensors mounted loosely on the pipes where it measures the temperature which
may cause large changes in the measurement signals [32, 37, 38].

As mentioned in section 3.3, the temperature sensor in the DHW system has to
be placed close to the heat exchanger if no DHWC is installed. Without DHWC,
the supply temperature in the DHW system will decrease over time, especially
for the water located far away from the heat exchanger. If the temperature
sensor is placed far from the heat exchanger the measured supply temperature
will consequently be low. If the temperature falls below the set point value
determined in the controller, the system will experience that there is a need
for DHW preparation. However, since the water is standing still in the DHW
system, it will take longer for the temperature front of the heated water to
reach the temperature sensor. This creates a time lag in the system before
the new supply temperature is measured correctly, causing the controller to
overcompensate and increase the DHW supply temperature too much [40]. This
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will also cause the flow through the exchanger to be high, causing high return
temperatures [41].

One control system fault related to the control of the DHW system, is that the
set point values of the desired temperature levels are too high. If they are close
to, or maybe even higher than the DH system temperatures, the control valve
on the DH side of the heat exchanger will continuously stay in an open position
since the controller will try to reach the desired temperature. However, this will
not be possible and the consequence will be high mass flow rate and high return
temperature from the installation [31, 42].

There is also control system faults related to the control of the space heating sys-
tem. One common case is that the outdoor compensation curve in the controller
is changed by the customer. The controller is easily accessible to the customer,
and if the customer experiences that the space heating system is not delivering
enough heat one first instinct may be to increase the desired indoor temperature
level in the controller [43, 11]. However, this may not lead to any improvement
since the outdoor compensation curve is not the fault in most cases - instead,
other faults are most commonly causing the issue of poor heat delivery. The
only consequence of the change of curve settings is that the return temperature
increases [43].

4.3.3 Control valves

The control valves in the customer installation can either be mechanically self-
operated or motorized [3]. The difference between the two is how the valve is
controlled. The motorized valves are controlled by an external control signal
sent to an actuator, and the self-operated valves are controlled by a self-control
mechanism [44]. However, both kinds of valves contains the same components.
A simplified illustration of a motorized valve can be seen in figure 4.1. As can
be seen in the figure, the control valve consists of a body and bonnet which
encase the inner, moving parts of the valve. The opening position of the valve
is decided by the spindle and at the end of the spindle a disc is located, which
is the part that restricts the flow through the valve. If the spindle moves into
a closed position the disc gets in contact with the so-called seat of the valve,
creating a leak-tight seal which do not allow any water to pass through the valve
[45].

The faults related to valves are most commonly due to wear and tear in the
moving parts of the valve. One common fault is that the control valve leaks
in a closed position, due to that the disc and the seat do not close leak-tight
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Figure 4.1: Simplified illustration of motorized control valve with actuator

after operating for some time [37, 38]. This might occur due to erosion of the
valve disc, especially if there is a large differential pressure over the valve. A
large differential pressure might lead to cavitation, i.e. the formation of vapour
bubbles in the heating water when it passes through the valve. When these
cavitation bubbles exit the valve they implode, creating water jets that may
hurt the surface of the valve disc causing erosion [46].

Another common fault is that the valves are oversized [32, 31]. This means that
the valve is dimensioned for a larger flow than necessary, which means that a
small change of the valve’s position will lead to a large change of the flow. This
makes it hard to control the flow through the valve, leading to large flows and
high return temperatures from the installation [37].

It is also quite common that the valves are seizing in an open or closed position,
or that the valve is completely stuck [38]. These issues cause poor control of the
flow in the system.
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4.3.4 Actuators

Actuators are the components that determine the position of the control valves
and are in turn controlled by a control signal from the controller, as can be seen
in figure 4.1. The actuators transform the control signal into mechanical force
and may be driven either electromagnetically or electromechanically [3].

There are some faults related to actuators that affect the installation’s perform-
ance. The actuator may be broken, or due to wear and tear, it might happen
that the connection between the actuator and the valve spindle is impaired
[38, 37, 42]. This cause poor control of the flow in the installation.

There are also actuator faults related to the planning, design and execution of
the customer installation. Actuators have different running time, depending
on what valve they are controlling. The running time is the time it takes for
the actuator to change the valve’s position from completely closed to completely
open [47]. In the DHW system, the running time should be short due to the rapid
variations in heat demand and that the water should be available instantaneously
which means that the valve must open and close rapidly to meet the demand.
The actuator located in the space heating system should instead have a long
running time since this part of the system requires a slow adjustment of the
control valve to find the proper flow needed to meet the heat demand [37]. If
the substation is assembled on site and not prefabricated it might happen that
the actuator for the two parts of the system are mixed up, leading to a poor
control of the entire internal heating system.

Another fault related to the planning and design of the installation is if the
actuator is wrongly dimensioned for the pressure in the installation. If this
happens, the actuator may not be able to open or close the valve due to the
counteraction of the pressure [37].

4.3.5 Internal heating systems

The customer’s internal heating system contains a number of different com-
ponents where faults may occur. Some faults are related to the design of the
installation, and these often occur in the DHW system. Some of these cannot be
considered as pure faults, since they are a deliberate design choices. However,
they lead to higher than necessary return temperatures.

One of these issues is the DHW circulation, or lack thereof. When there is DHW
circulation or if the circulation pump is broken, the return temperature levels
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will increase if the substation is designed as in figure 3.1 since the circulation
pipe is connected to the incoming cold water. This leads to a higher temperature
of the incoming water on the customer side, causing poorer cooling performance
in the heat DHW heat exchanger. As described in section 3.1, there may be a
preheater installed in the DHW system. If this is the case, the circulation pipe
should be connected after the preheater to increase the temperature difference
over, and hence the cooling performance of, the preheater as much as possible
[3]. Another issue that may increase the return temperature is if the DHW
circulation cause unnecessarily large flows in the DHW system [38].

There are also many faults related to the space heating system. As mentioned
in section 3.2, the design temperature levels of the buildings in a DH system
may vary and may in some buildings be unnecessarily high. This cause the
return temperatures to be higher than necessary due to an inherent fault that
may be very hard to change [3]. It is also important that the space heating
system is properly balanced so that sufficient heat reaches all room heaters in
the building. However, many customer installations are not properly balanced
today which cause poor cooling performance in the installations [31, 38, 42].

Another important aspect of the space heating system is that the thermostatic
radiator valves are functioning as they should. However, broken radiator valves
are frequently occurring in the installations, causing the flow through the radi-
ator to be uncontrolled which lead to higher return temperatures [37, 38].

4.4 Measures for decreasing the system temperat-
ures

As may be concluded from this chapter, there is a large need to identify and
eliminate the issues that are currently leading to higher than necessary DH sys-
tem temperatures. This may be done in a number of different ways, depending
on what issue is in focus, in what part of the system the issue is located, and
how much it will cost to eliminate the issue.

Many of the issues are related to how the current DH systems are being built.
The bypass valves which are utilized during summer to maintain the supply
temperature at a sufficient level are an example of this. It has been suggested
that the future DH systems should not utilize this solution, but instead employ
a three-pipe solution where two return pipes and one supply pipe are located
in the same casing. The additional return pipe is utilized to recirculate the DH
water to the production site when there is no heat load in the system [48]. This
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results in the same effect as when using bypass valves.

Another example is that many internal heating systems have been designed for
higher temperatures than needed, as described in section 3.2. This makes it
impossible to decrease the DH system temperatures below the requested tem-
perature levels from these customer installations. Due to the development of
more energy efficient buildings and internal heating systems such as floor heating
and low-temperature radiators, the heat and temperature demands of install-
ations connected to DH systems are expected to decrease during the coming
years [49].

However, the larger share of the building stock will still consist of already ex-
isting buildings and the higher temperature demands that comes with them [4].
These buildings also contain many of the faults and issues discussed in section
4.3, which further increase the system temperatures and the return temperature
in particular. This poses one of the largest challenges for the 4GDH technology
and is therefore an extremely important aspect to consider.

Therefore, the focus of this thesis is on the faults and issues located in the
customers’ installations. First of all, it is important to investigate what the most
common faults are and how they may be eliminated. This issue is discussed in
detail in paper i. The second step is to be able to identify in what installations
the faults are located. Papers ii and iii describe two different approaches to
doing this utilizing customer data.
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Chapter 5

Data analysis for fault
detection

The large amount of customer data that has become available to the DH utilities
since the energy efficiency directive became effective in 2012 provides the utilities
with new possibilities to perform analyses of their DH systems. The customer
meter data contain a lot of information about how the customer installations
are performing, since the data include meter reading of heat consumption, mass
flow rates, and temperature levels in the installation. Therefore it is possible to
perform analysis of this data to identify the customer installations that are not
working as they should.

When working with data analysis, a number of methods and approaches are
available to choose from, including methods for detection of deviations in the
behavior of a process. This also enables fault detection and fault diagnosis of the
process; i.e., to detect when a fault occurs and to identify what fault is present.
This is what many DH utilities are currently interested in achieving.

A number of different fault detection methods are being used by data scientists
today, and the following chapter aims to provide a brief description of a number
of them. Sections 5.1 - 5.4 aims to provide the reader with an introduction
to some data analysis methods that are frequently used in the industry. The
chapter then continues with an overview of a selection of fault detection and
fault diagnosis studies that have been conducted and the methods that have
been implemented. The chapter is concluded with a presentation of the specific
methods that have been used to perform the work in papers ii and iii.
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5.1 Piece-wise linear regression

Linear regression can be used to describe the relationship between two or more
variables. The variable that is to be modelled is called the dependent variable
and is often denoted Y. One single observation of the dependent variable is often
denoted Yi. The variable(s) that are used to model the dependent variable are
called independent variables and are denoted X, or Xi for a single observation.
These contain information about the behaviour of Y and are assumed to be
known constants. A linear regression model also includes a number of unknown
constants, which are called parameters and denoted by Greek letters. The para-
meters are estimated from the data and enters the model as simple coefficients
on the independent variables [50]. In this thesis, the parameters are denoted as
βn, where n = 0, 1, ....

So called simple linear regression is one of the most common data analysis
methods to investigate the relationship between a dependent variable and a
single independent variable [51]. For simple linear regression, the true mean
of the dependent variable, E(Yi) changes at a constant rate as the independent
variable increases or decreases. This relationship can be described as follows
[50]:

E(Yi) = β0 + β1Xi (5.1)

In the equation, β0 is the intercept with the y-axis and β1 is the slope of the
line [50]. However, the observations of the dependent variable Yi will not all
be equal to the true mean, but will deviate from E(Yi) with an error εi. The
random errors are pairwise independent, have zero mean, and equal variance
σ2 [50]. By introducing the error εi to the model described in equation 5.1, the
mathematical relationship between the dependent and the independent variables
for a simple linear regression model can be described by the following equation
[52]:

Yi = β0 + β1Xi + εi (5.2)

The parameters β0 and β1 in equations 5.1 and 5.2 can be estimated in a number
of different ways, the most common one being the method of least squares. This
method minimizes the squared sum of the residuals, i.e., minimizes the sum of
the squared distance between the observations and the sample mean [50].
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When treating a data set with a large number of different observations Yi,
it may be hard to find one linear regression model which fits the entire data
set well. If this is the case, it might be beneficial to divide the data set into
smaller segments of data and model the relationship between the dependent and
independent variable for each of the segments. This method is called piece-wise
linear regression and the datapoints that divides the data into different segments
are called breakpoints. If the breakpoint assumes the value H, the relationship
between the dependent variable and the independent variable can be expressed
using the following equation [53].

Yi = β0+β1Xi+β2(Xi−H)·I(Xi, H)+εi, where I(Xi, H) =

{
1 Xi > H
0 Xi ≤ H (5.3)

5.2 Outlier detection

An outlier can be described as an observation that deviates significantly from
the expected behaviour of the dependent variable [50]. Outliers are present in
most data sets, and may occur for a number of different reasons: measurement
or input error, data corruption or true outlier observation [54]. Outliers may
cause problems when estimating the model parameters in equation 5.2, since
their extreme values may dominate the parameter estimation completely [50].
Outliers can be handled in a number of different ways, depending on the nature
of the outlier. Values that are clear deviations from the rest of the data set may
be removed completely from the data set, while others that are not as distinct
may be left in the data set for further analysis.

When leaving outliers in the data set, it is possible to investigate them using the
mean and standard deviation of the data set. If the distance between a value
in the data set and the mean of the data set is larger than a specified number
of standard deviations, the value is considered an outlier [54]. If the specified
number of standard deviations is denoted n, this can be described using equation
5.4.

|E(Yi)− Yi| > nσ (5.4)

The value of n should be decided from case to case, depending on the data
set being analyzed. However, a common value of n is 3 since 99.7 % of the
values should be within ±3 standard deviations from the mean if the variable
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is normally distributed [55]. This means that values that are further away from
the mean than 3 standard deviations should be quite rare if the data set contains
few outliers.

This kind of outlier detection can be done using different types of thresholds.
Two different types of thresholds are commonly used: constant thresholds and
linear thresholds. The constant thresholds consist of one value which is calcu-
lated from, e.g., the mean of the observations. The linear thresholds consist of
linear regression models of the observations [55].

5.3 Machine learning

Machine learning (ML) can be described as a collection of algorithms that are
not specifically programmed. Instead, the purpose is to allow the algorithms
to learn and improve from experience to obtain a well performing algorithm.
Therefore, the algorithms have a wide range of applications and are utilized
within many different areas, e.g., email spam filtering, image recognition, fraud
detection, and medical diagnosis [56].

When speaking of learning from experience in an ML context, the idea is that
the algorithm is introduced to a number of different data samples to learn the
behavior of the data in the samples [56]. The process of gaining the experience
is called learning or training the model, and the samples used for this are called
the training or learning set. There are a number of different ways to train
the models, but the two most commonly used are supervised and unsupervised
learning.

The ML algorithms trained using supervised learning are provided with labeled
input and output data so that they can learn the relationships between the input
and output variables. Both the input and the output data sets may consist of
one or more variables, so called features. During the training, the algorithm
tests a number of different combinations of parameters to find a model that
is able to predict the labels of the output data when new, unlabeled input
data is presented to the model [56]. If the output variable is continuous the
learning problem is a regression problem, and if the output variable is discrete
the learning problem is a classification problem [57].

The algorithms trained using unsupervised learning are instead learning from
unlabelled data, where the algorithm seeks structure in the input training data
without receiving any information about the expected output [58]. A common
task for unsupervised algorithms is clustering, where the algorithm divides the
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data set into groups, or clusters, of similar data points [59]. Since the research
method in Paper ii utilizes supervised learning, unsupervised learning will not
be described in further detail and the following sections are written assuming
that supervised learning is used.

5.3.1 Creating a well performing ML algorithm

Before starting the training process, it is important to gather an amount of data
that is representative of the behaviour that we are interested in modelling. As in
linear regression, it is important to choose a number of input variables (features)
that describe the output variable (target) well. It is also important to make sure
that the data set does not contain data points that are not representative of the
behaviour. This could for instance be outliers or missing values. Therefore,
it is common practice to do some sort of data cleaning where abnormalities
are replaced or removed from the data set before introducing the data to the
model. It may also be necessary to do other types of data preprocessing, e.g., by
scaling the features to similar ranges, creating polynomial features of the existing
features, or aggregating them into a single feature that is more meaningful to
the model [60].

The process of training aims to find a function h : X 7→ Y so that h(x) is
able to predict the output variable y well [57]. When considering a continuous
output variable, which is the case when looking at the customer data in district
heating, this is the same as performing linear regression as described in section
5.1. By introducing more independent variables in the model, and denoting the
parameters of the model using θi, equation 5.2 may be rewritten as:

h(x) = θ0 + θ1x1 + θ2x2 + . . . (5.5)

where xi is the i :th independent variable or feature. If introducing x0 = 1,
equation 5.5 may be written as [57]:

h(x) =
n∑

i=0

θixi = θTx (5.6)

where n is the number of input variables, and θ and x on the right-hand of the
equation are vectors. In order to learn what parameters θi should be used in the
model, the ML algorithm iterates over a number of different parameter combin-
ations to test which one results in the smallest distance between the predicted
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value and the real value should. The test is done using a so called loss function,
which will have its minimum value for the best parameter combination [57].
There are several different loss functions that are used in supervised learning,
the most common one being the least-squares loss function [56].

When the model parameters have been obtained, it is important to test the
model on a validation data set that the model has not seen before. This is done
to test how well the model predicts unseen data, to decide which model to choose
if more than one model is available, and to tune the so-called hyper-parameters
of the model [61]. The hyper-parameters are not decided by the model; instead
these parameters are decided by the user before training the model. An example
of hyper-parameters is the learning rate, which decide how much the parameters
are altered in each iteration step [62]. The hyper-parameters may have a great
influence of the model performance, and so they need to be carefully chosen.
After performing validation, it might be necessary to train the model again after
adjusting the hyper-parameters. The last step is to test the model for completely
new data, and to perform the prediction task that the model was created to do.

5.4 Data Mining

Data mining can be described as the task of extracting useful information in
the form of interesting patterns and knowledge from large data sets [63]. The
techniques have been applied within a large variety of research fields, including
pattern recognition and prediction [64], as well as outlier analysis or anomaly
mining [63]. The task of data mining may be performed using a number of
different data analysis techniques. For example, different statistical models and
machine learning methods have been applied to solve data mining problems [63].

The task of data mining often includes a number of steps, including the following
[63]: data preprocessing, pattern discovery, pattern evaluation, and knowledge
presentation. The process of identifying patterns is often iterative, and the main
aim of the process is to identify patterns that are easy to understand and that
provides meaning to a human interpreter.
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5.5 Data analysis methods used for fault detection
in DH customer installations

During the last years, a number of studies have been conducted to find ways to
identify DH customer installations containing faults. Historically, one common
analysis method has been to calculate the overflow, or overconsumption, of the
individual installations [3, 18]. The overflow may be described as the additional
amount of volume flow that is needed to meet the heat demand of a customer
installation with a low ∆T , compared to if the installation had an ideal cooling
∆Tideal. The ideal value of ∆T varies depending on the installation and the DH
system that the installation is located in. The overflow is calculated according
to equation 5.7.

overflow = Vactual − Videal = Vactual −
Eactual

ρcp∆Tideal
(5.7)

where

Vactual = Actual volume flow in the installation [m3]
Videal = Ideal volume flow in the installation [m3]
Eactual = Actual heat demand in the building [J]
ρ = fluid density [kg/m3]
cp = specific heat capacity for water [J/kg◦C]
∆Tideal = Ideal ∆T of the installation [◦C]

Since the overflow describes the additional amount of DH water that has to
pass through the substation compared to the ideal case, an installation with
a large overflow is more poorly performing than an installation with a smaller
overflow. One advantage of the method is that the heat demand of the building
is being used when calculating the overflow. This means that the overflows of
each installation may be compared directly to each other and provides the DH
utility with a priority list of the installations, since the ones that have the highest
overflows have the largest impact on the DH system. The overflow method is
most often not used to perform analysis on hourly values, but for monthly or
maybe even yearly values, depending on how often the utilities are performing
their analyses.

Recent studies have shown that there are plenty of possibilities to perform ana-
lysis on the hourly values as well. Gadd and Werner presented a novel method
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for fault detection in DH substations using outlier detection in the temperat-
ure difference signature, which may be described as daily average values of ∆T
from one installation plotted as a function of the outdoor temperature [18]. The
temperature difference signature consists of one average line which is estimated
from the ∆T values of a number of substations with average cooling larger than
45 ◦C and two off-set lines, which are used as thresholds. If a substation has
values located outside of the thresholds it may be poorly performing and should
be further investigated. A similar approach was taken in a study conducted by
Sandin et. al., who utilized hourly data to perform similar analysis for the heat
power demand of 1 000 customer installations [55].

By evaluating the relationships between the different measurements from the
meter device, it is possible to investigate how the customer installation is per-
forming. This was done in a study conducted by Johansson and Wernstedt, who
utilized n-dimensional analysis to perform status control of DH substations [65].
The method is called n-dimensional analysis since the relationships between n
different variables may be investigated using the analysis method of the paper.
In the study, the relationships that were to be investigated were already known,
e.g. the relationship between the return temperature and the flow through the
substation. It may also be possible to use data mining techniques to identify
interesting relationships between parameters from the DH installations. Xue
et. al. utilized clustering analysis to identify a number of different operating
patterns [66]. These patterns were then analyzed using association analysis,
which means that each of the pattern clusters were investigated to find correl-
ations within the clusters. These correlations were then used to create a set of
association rules that should be followed in customer installation containing no
faults.

Pakanen et. al. have conducted a study where five different approaches to fault
diagnosis of DH customer installations have been implemented and tested, in-
cluding classification of installation performance indices and statistical tests [67].
In the study, fault detection is performed of the entire customer installation, a
control valve, the heat exchanger, and a mud separating device. In his licentiate
thesis, Yliniemi analyses the variance of the signal from a temperature sensor
to detect when a fault occurs in the sensor [32]. An increase of the variance
suggested a change of the measurement noise, which in turn indicated that a
fault had occurred. Zimmerman et. al. also performed analysis of individual
DH components in a study where they presented a method capable of detecting
faults in pressure sensors and leakages in the DH systems using a Bayesian Net-
work [68]. Bayesian Networks are used to describe cause and effect relationships
between different parameters, and are capable of predicting the probability of a
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certain outcome based on a number of other events.

The machine learning applications for fault detection in DH customer installa-
tions is still quite few, but has gained a lot of interest lately. One example of a
study utilizing ML methods was conducted by Abghari et. al., where a two-step
classifier is utilized to identify manual changes of the temperature program of
the internal heating system [69].An example from the DH field that is not sep-
cifically utilized for fault detection is heat load prediction using predictive ML
modelling. This has been conducted in a study by Dalipi et. al. where the au-
thors compared the performance of three different prediction models: Support
Vector Regression (SVR), Partial Least Square (PLS), and random forest (RF)
[70].

ML methods have however been used for fault detection in applications other
than district heating. Among else, Araya et. al. have conducted a study where
prediction-based and pattern-based classifiers were combined to perform fault
detection of energy consumption data from buildings [71]. Another prediction-
based fault detection method was used by Chen et. al, who created a model of
the baseline behaviour of a building’s energy consumption and then calculated
prediction intervals for the baseline case that the future values should fall within
to be consider normal [72].

This overview shows that a number of different data analysis methods may be
applied to perform fault detection of DH data sets, and that the complexity of
the methods varies. Many of the methods make use of DH domain knowledge
which is beneficial since the results will be easier to understand and interpret
for a person that has great knowledge of DH and DH systems, but little or no
experience of data science methods. This is an aspect that has been considered
as one of the main focuses when performing the work in this thesis.

5.6 Methods

In this thesis, a number of different data analysis methods have been used
to perform fault detection in DH customer installations. Paper ii focuses on
outlier detection using limit checking with constant and linear thresholds, while
the work in paper iii was conducted using a machine learning approach. This
section present the specific methods and evaluation tools that were used in the
two studies.

39



5.6.1 Limit checking

Limit checking is a basic fault detection method that has traditionally been used
in a number of different applications [73]. The theory behind limit checking is
that a measured variable Y (t) should stay within a certain tolerance zone when
the process described by the variable is working as it should. The tolerance
zone is limited by one maximum and one minimum threshold. The thresholds
may be determined in different ways, e.g. by presetting constant maximum
and minimum values, or by using prediction models to determine the thresholds
[73]. In this thesis, limit checking was utilized to perform fault detection using
both constant and prediction-based thresholds. The prediction model used was
piece-wise linear regression.

5.6.2 Fault detection using prediction

Prediction algorithms have been used for a number of different tasks: weather
forecasting, predicting house prices, and forecasting heat demands in DH sys-
tems. The algorithms may also be used for fault detection. To do this, the
model is trained using a data set from a well performing process so that the
model learns the behaviour and expected output of a well performing process.
When a good model has been obtained, it is introduced to other input data
sets, that might contain data from faulty processes. By comparing the model
performance for the different data sets, it is possible to determine whether the
data set contains faults or not [74].

Gradient Boosting Regression

There are a number of different regression algorithms that may be used for
predicting a continuous target variable y. One of these is the Gradient Boosting
Regression (GBR) algorithm, which is used for the research conducted in Paper
ii. In GBR, a number of weak predictors are combined to create an ensemble of
predictors that is more accurate in its prediction than the individual predictors
are separately [75]. The ensemble is created using an iterative process where
the number of iterations are decided beforehand. In each iteration step a new
predictor is added to the previously obtained ensemble. The new predictor is
trained to minimize the prediction error of the previous ensemble, which means
that the prediction ability of the ensemble increases with each iteration step
[75].
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5.6.3 TPOT - Tree-based Pipeline Optimization Tool

When working with applied machine learning, many different methods for data
pre-processing and modelling may be utilized to perform the task at hand. It
may be a daunting task to identify the correct combination, or pipeline, of pre-
processing and modelling methods and so a number of tools have been developed
that allows the user to automate parts of the work. One such tool is the Tree-
based Pipeline Optimization Tool, which is implemented in Python and creates
a pipeline using genetic programming [76].

5.6.4 Measures for model validation

There are a number of different ways to evaluate how well a model is able
to describe the behaviour of a process. One basic measure is the coefficient of
determination, or R2 value. The R2 value describes how much of the variance in
the data that the model is able to describe [77]. The coefficient of determination
is calculated according to equation 5.8, where SSres is the sum of squares of the
prediction residuals, and SStot is the total sum of squares which describes how
much the observations vary around their overall mean. The R2 value assumes
values between 0 and 1, and a well performing model should have a coefficient
of determination close to 1 since this indicates that the model is able to capture
most of the variation in the data [77].

R2 = 1− SSres
SStot

(5.8)

Another commonly used measure is the Mean Absolute Error (MAE) which is
calculated according to equation 5.9. The MAE describes the average magnitude
of the errors in a set of predictions [78]. In equation 5.9, n is the number of
test instances. The MAE value for a well performing model is expected to be
as close to zero as possible.

MAE =
1

n

n∑

i=1

|(actual value)i − (predicted value)i| (5.9)
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Chapter 6

Method

The work presented in this thesis include a number of different aspects which
result in an interdisciplinary project which requires knowledge of many different
research fields, including both DH theory and computer science skills. There-
fore, the studies included in the thesis have been conducted using a collection
of different techniques including qualitative interviews, quantitative research
methodology, and different kinds of data analysis methods.

Paper i was conducted using both a qualitative and a quantitative approach to
investigate the fault handling processes of the current DH industry. The study
included a number of qualitative interviews, during which the utilities were
asked to, i.a., describe why they wanted to detect faults in their customers’ in-
stallations, how they detected the faults, how they encouraged their customers
to correct the faults, and what the utilities gained from eliminating the faults.
The study was conducted with a clear focus on work procedures that aimed
to decrease the return temperature levels of the DH systems. The study also
included a quantitative survey of what the most common faults were in different
DH utilities in Sweden. The survey was based on the five fault categories de-
scribed in section 4.3, and included questions about how common the different
faults were, how the faults may be detected, and if it was possible to detect the
faults in customer data. The results from the interviews and the survey were
analyzed and are presented in detail in paper i.

Papers ii and iii aimed to investigate the possibility to use automated data
analysis to identify customer installations containing faults. The data used in
both studies originated from DH systems located in Sweden.

The study in paper ii was conducted using automated limit checking. The
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aim was to detect customer installations that deviated significantly from the
behaviour of a well performing installation. This was done by investigating
three different variables that may be used as performance indicators: cooling in
the installation, return temperature from the installation, and heat consumed
in the installation. As described in section 5.6.1, limit checking may be used
to check if a variable stays within a certain tolerance zone. In the paper, a
reference case with well performing customer installations was chosen to create
a tolerance zone describing the thresholds within which an installation should
operate to be considered to be well performing. The fault detection method was
implemented in the programming language R.

The study in paper iii was conducted using a machine learning approach in the
programming language Python, where TPOT was utilized to create a number
of prediction pipelines. The pipeline that had the best R2 and MAE values
was chosen to be investigated further. The prediction algorithm in the pipeline
was a GBR model which was trained to learn the behaviour of a well performing
customer installation. In this study, the hourly mass flow rate was chosen as the
output variable, i.e., the behaviour the model should learn. The input variables
were chosen to be hourly values of the outdoor temperature, an average value of
the outdoor temperature during the last 24 hours, hour of the day, hourly supply
temperature, and hourly return temperature. The model was then introduced
to data sets containing four different faults: (i) sudden decreases of the supply
temperature to 60 ◦C, (ii) sudden decreases of the supply temperature by 10 %,
(iii) drifting outdoor temperature meter, and (iv) drifting supply temperature
meter. The performance of the predictions for the faulty and non-faulty data
sets were compared to see if the model predicted differently for the different
data sets. The comparison of the model performance for the different data sets
was carried out using the sum and cumulative sum of the prediction residuals.

Finally, all three papers, as well as this thesis, are based on extensive literature
reviews where a mixture of scientific papers, research reports, and other sources
of knowledge have been reviewed.
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Chapter 7

Main results

Paper i investigated fault handling in district heating customer installations
from the DH industry’s perspective: why were the DH utilities currently work-
ing with customer installations containing faults, and how were the successful
utilities working to decrease the number of faults? The study was conducted
in two parts. The first part consisted of a qualitative interview study with six
Swedish DH utilities. The results from the interview study show that the two
most important aspects of a successful fault handling process were to have a
good and open customer relationship, and to gain physical access and mandate
of the customer installations. Another important aspect was to create clear in-
centives for the customers to maintain their installations in a good condition.
The second part of the study was conducted as a survey study which was sent
out to 139 different DH utilities in Sweden, out of which 56 utilities replied.
The results from the survey show that a number of different faults occurred in
the DH customer installations, and that the distribution of the faults varied
between the different systems. 33 % of the responding utilities stated that leak-
ages was the most common fault in the customer installations, followed by faults
in the customers’ internal heating system which 31 % of the utilities answered
was most common. However, these faults were also considered hard to identify
when visiting a customer installation since the DH utilities in most cases only
gained access to the substation and not the customer’s internal heating system.

The aim of paper ii was to develop and test an automated fault detection
method that was able to detect poorly performing customer installations using
customer data. This method was implemented as an algorithm using the pro-
gramming language R. The algorithm was then tested for a data set consisting
of 3 000 customers in a DH system located in Sweden. The results showed that
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the algorithm developed performs well and is able to identify poorly performing
customer installations rapidly. In total, 1 273 installations were found to be
poorly performing, corresponding to 43 % of the installations. The installations
that were found to be poorly performing all had a high overflow, which indicated
that the identified installations had a large impact on the system efficiency.

Paper iii investigated how machine learning methods could be used to detect
faults in district heating substations. The approach was to test if a substa-
tion prediction model trained on data from a well performing substation would
predict differently when introduced to a data set from a substation known to
contain faults. The data set used in the study consisted of hourly values during
one year from a DH substation located in Sweden. The results showed that the
different faults had different impacts on the model performance. The drifting
supply temperature meter resulted in a very small deviation from the perform-
ance for the data containing no faults, while the sudden decreases of the supply
temperature gave a clear indication that the model performance changed. The
model performance also changed for the data set containing a drifting outdoor
temperature meter fault. This implied that the model is capable of detecting
faults in data sets, but that it might not be able to detect all different faults
that may occur.
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Chapter 8

Concluding discussion and
future work

This thesis has presented a number of different approaches to working with faults
in district heating customer installations. The approaches cover the current
work procedures in the DH industry, but also includes two new methods for
fault detection in the installations using customer data.

The main idea of the work conducted in the thesis has been to survey how the
DH utilities that exist today may work to reduce the number of faults in cus-
tomer installations. Therefore, it has been considered important to investigate
how utilities with low system temperatures are working with their customers
to obtain lower system temperatures from the existing customer installations.
This provides an overview of work procedures that are actually working and
that could be implemented by other utilities as well. An interesting aspect of
this work that became clear when analyzing the material in paper i is that lower
return temperatures may not be the only benefit when working with the cus-
tomer installations. It will also be possible to improve customer relationships
significantly with more satisfied customer as an effect.

Due to the focus on the existing DH systems, it has also been important to
work primarily with solutions that are already implemented in the systems.
An example of this is that the data used in papers ii and iii are customer
data normally used for billing purposes. As described in section 3.4, this data
normally only include four different variables: heat consumption, mass flow
rate, and supply and return temperature. It could have been possible to include
even more measurements in the analysis, but since it is not common practice to
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measure and collect more than the four basic variables in most DH system it
was decided not to do so.

The large variety of faults presented in section 4.3 clearly shows that there are
many different faults to eliminate in the customer installations. Today, a large
share of the faults are identified when visiting the customer installation. How-
ever, the results from paper i showed that it may not be possible to detect some
of the most common faults when visiting the customer installations, since many
of the faults were located in the internal heating systems. Therefore, it will
probably be necessary to be able to detect and identify these faults using differ-
ent data analysis methods. To obtain this, measurements from the customer’s
internal heating systems will probably have to be included in the future fault
detection analysis. Otherwise, the faults will be extremely hard to identify.

A main conclusion from papers ii and iii is that the possibilities for using cus-
tomer data to detect poorly performing customer installations are large. The
methods used in this thesis are not overly complicated and the focus has been to
develop methods that are easy to understand and easy to relate to even though
one is no data science expert. The results in paper iii also shows that it might
be necessary to combine a number of different fault detection methods to be
able to capture all faults that may occur in a customer installation. Once again,
data from the internal heating system may be beneficial to be able to detect a
larger variety of faults.

The work in this thesis clearly shows that there is great potential to decrease the
DH system temperatures. The utilities need to work actively to obtain this, and
some of the methods and procedures might involve rather drastic changes in how
the utilities are currently working. Nonetheless, when considering the greater
picture, the number of benefits that comes with decreased system temperature
may just be worth wile the effort.

In future studies, it would be interesting to continue working with the fault
detection methods to see how well they scale and if the methods are applicable
for many different DH systems. It would also be interesting to compare the
results from the different fault detection methods to see if they detect the same
installations. When having done this, the next step of the fault handling process
would be to investigate how data analysis can be used to identify what is actually
wrong in the customer installations. The first step should be to investigate if
the customer data available today can provide any information about this. The
problem is rather complex, and more measurements would probably have to
be included in the analysis, but a starting point could be to investigate if it is
possible to separate faults located in the substation and the internal heating
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system from each other. If so, the utilities would at least have an indication
of whether the fault is accessible to them or not. One large issue related to
this work is that many utilities have no or very sparse records of when and
where a fault occurs. Other studies of interest would be to perform in-situ/lab
experiments and/or simulations of customer installations to investigate what
data is needed to detect different faults.
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Abstract

The district heating customer installations in current district heating systems contain a
variety of different faults that cause the return temperatures of the systems to increase. This
is a major problem, since the focus in the district heating industry is currently to decrease
the overall system temperatures to be able to utilize more low-temperature heat. This study
has been conducted in two parts, and the focus of the first part was to investigate how the
district heating utilities that already have low return temperatures are working to keep their
temperature levels down, and how they are involving their customers in this work. This was done
by conducting a qualitative interview study, involving representatives from six Swedish district
heating utilities. The results showed that the two most important elements in a successful work
was to have physical access to and mandate of the customer installations, and to maintain a
good and close customer relationship. The second part of the study involved a survey which was
answered by representatives from 56 Swedish district heating utilities. The survey contained
questions regarding what faults occurred in the customer installations most frequently, how
these were identified, and how the utilities are working to eliminate them. The results showed
that many faults occur in the customers’ internal heating systems, or due to leakages somewhere
in the installation. Overall, the results show that it is indeed possible to work close to and affect
the customers to obtain lower return temperatures from the customer installations, and that
the most common faults are faults that are rather easy to eliminate as long as the utilities gain
physical access to the entire customer installations.

Keywords: District heating substations, Experience from industry, Fault diagnosis, Faults in
substations, Poor substation performance

1 Introduction

Today, more than half of EU’s energy is used for heating and cooling, and in 2016, approximately 75
% of the energy used for heating and cooling purposes was based on fossil fuels [1]. Hence, the heat
supply sector needs to find solutions that reduce the fossil fuel dependence and utilize renewable
heat sources instead. District heating (DH) has been identified as an important part of the future
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smart energy systems due to the ability of providing local, affordable and low-carbon heating [2].
DH will play an important role in increasing the energy efficiency of the energy systems due to the
ability to make use of available heat sources that would otherwise go to waste, including large-scale
heat pumps, large thermal storage, Combined Heat and Power (CHP) plants, solar thermal energy,
geothermal energy and industrial waste heat [3, 4, 5].

In order to reach the full potential of district heating as described above, it is critical that the
current technology develops further. This development has been described in a paper written by
Lund et al., where the 4th generation of district heating (4GDH) has been defined [6]. In the
paper, the authors have described that the future DH systems must be able to use recycled low-
temperature heat and renewable energy to supply low-temperature district heating for space heating
and domestic hot water preparation with low heat losses. This includes decreasing the temperature
levels of the DH systems to levels around 50/20 ◦C supply and return temperature [6]. Today, the
average temperature levels of most systems are much higher than this. For example, the Swedish
DH systems have annual average temperature levels of 86.0 ◦C supply and 47.2 ◦C return [7].

The temperature levels of the DH systems depend on the climate where they are located, what
heat sources are available in the vicinity, the age of the DH system, the age of the buildings in the
system and the building standards applied when the building was constructed, as well as the temper-
ature demands of the heat consumers in the systems [8, 9]. The supply temperature is determined by
the heat supplier and varies with the outdoor temperature. The return temperature is determined
by the aggregated result from all cooling processes in the individual customer installations (i.e., the
internal heating system of the building and the DH substation) [8]. Hence, the return temperature
will increase if the cooling processes in the installations are not working as they should.

The design of the customer installations varies, depending on what country and system the in-
stallation is located in. In some countries it is common practice to not have any hydraulic separation
at all, so called direct connection, but the most common design is to have an indirect connection
where a heat exchanger separates the water in the internal heating system from the water in the
DH system [8].

The substation consists of a number of different components, and the design and connection
principle of the substation also varies. The two most common connection principles are the parallel-
connected and the 2-stage connected substation [10]. Figure 1 displays the general outline of a
parallel-connected substation with hot water circulation in the internal heating system. The figure
includes the most common components of the customer installation.

According to previous studies there are two common reasons to why the return temperatures
from the customer’s installation are higher than they theoretically could be: faults in the customer’s
internal heating system and faults in the customer’s substation [8, 11, 12]. In fact, the existing
DH substation technology enables temperature levels lower than this, but due to the poor cooling
performance of the customer installations these temperature levels are seldom reached. This is a
strong indication that the faults in the customer installations have to be detected and identified in
order to decrease the current return temperature levels of the DH systems.

It will also be of great importance to be able to detect these faults at an early stage in the future
4GDH systems. If the faults are not detected rapidly the faults will prevail in the systems, making
it impossible for the utilities to maintain the low temperature levels of 4GDH. Automatic fault
detection methods could play an important role to mitigate these problems. Automated heat meter
readings provide a lot of relevant data containing the signatures of faulty substations. This enables
computer-automated analysis to evaluate the performance of individual substations and detect faults.
To know what faults such a fault detection tool should be able to detect, it is important to know what
the most frequently occurring faults are today and in what way they impact the return temperature
levels.
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Figure 1: General outline of parallel-connected substation with hot water circulation

Two key issues to eliminating the faults is the utility’s ability to communicate the information
about the faults in the installations to the customers, and how to encourage the customers to
correct the faults in their installations. Therefore, the purpose of this study was to investigate how
utilities are currently working with their customers to decrease the return temperatures from the
customer installations. In order to find good strategies for working with improving the cooling in
the DH systems,interviews were carried out to identify the key successful measures that utilities are
currently taking to reach lower return temperatures and how their customers are involved in the
process. The aim was also to identify the most frequently occurring faults in the DH installations
today, and how the utilities are working to eliminate this.

The study consists of a literature review, a survey which was sent to Swedish district heating
utilities, and a qualitative interview study with representatives from Swedish DH utilities. The
focus of the literature studies and the survey was to investigate what faults occur in the system,
how often they occur, and to explore what strategies and methods the utilities use to eliminate
the faults. The focus of the interview study was to investigate how the utilities are working with
their customers and the customer installations today; what incentives they have to work towards
decreased return temperatures, what incentives they provide their customers with so that they are
interested in correcting faults in their installations, and how the utilities are working to eliminate
faults in their customers’ installations.

2 Methodology

2.1 Survey study

To investigate the faults that occur in the current DH system, a survey study was conducted.
The first part of the study was to establish what faults to include in the survey. This was done
by conducting a literature study, as well as an interview with a leading district heating expert.
The literature review gave a comprehensive picture of the historical fault distribution, and what
faults should be investigated further in the study. Information of the different faults was primarily
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collected among scientific articles and research reports conducted by various research institutes. The
main purpose of the interview was to create a fundamental understanding of the faults, as well as
identifying the faults that were most likely to occur in the modern district heating systems.

Based on the results from the literature review and expert interview, five different categories
of faults were identified. The categories were based on what component or part of the customer
installation that the fault occured in. The five different categories are: (i) heat exchangers, (ii)
control system and controller, (iii) actuators, (iv) control valves, and (v) internal heating system of
the customer.

These results were then used to create a survey which was sent to DH utilities in Sweden. In
the survey, the utilities were asked to give information about how common certain faults were,
how they went about to identify the different faults, and what the fault distribution looked like.
The survey also included questions regarding information about the utilities themselves, their price
models and service agreements, as well as how they utilized customer data. The price models and
service agreements were of interest since they may be used as an incentive for the customers to
work with faults in their installations more actively. The survey also provided plenty of space for
the utilities to add additional faults that were not included in the survey to begin with, and the
possibility to write down comments and explanations about the different faults. The survey was
sent to 139 utilities that were all members of the Swedish non-profit industry and special interest
organisation Swedenergy - Energiföretagen Sverige. 56 of the utilities answered the survey.

2.2 Interview study

The interviews were conducted during the fall of 2018, and representatives from six DH utilities were
interviewed during the study.The participating utilities were all located in Sweden. The utilities
were of varying sizes and delivered varying amounts of heat to their customers. The interviewees
were people involved with, or responsible for, the operation and maintenance of DH production,
distribution or end user.

The interview study was conducted using a qualitative, semi structured approach in order to
obtain in depth knowledge of how the DH utilities were working with their customers in the context
of decreasing the return temperature levels. Before the interview, a number of questions were
prepared but the semi structured approach allowed for the interviewer to follow up the responses of
the interviewee during the interview and ask new questions if needed. Before the interviews were
conducted, a number of themes and questions were prepared in order to facilitate the interview
process.

Four out of the six interviews were conducted face-to-face by the same interviewer. They were
recorded and took approximately one hour to complete. The two remaining interviews were con-
ducted as phone interviews by the same interviewer and recorded via the phone. The interviews
were transcribed word for word, and the material obtained was then analyzed by dividing the an-
swers thematically into four different categories: (i) incentives for the district heating companies,
(ii) incentives for the district heating customers, (iii) access to and mandate of the maintenance of
the district heating substations, and (iv) analysis methods for finding porrly performing customer
installations.

3 Faults in customer installations

The literature review and the expert interview showed that a number of different faults may appear
in the customer installations. However, several faults do not affect the comfort of the customer.
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This means that a fault might be present in the substation without the customer experiencing any
issues with the space heating or the DHW preparation [13].

In this study, five different categories of faults have been identified. The categories are based on
what component or part of the customer installation the fault occurs in. The five different categories
are: (i) heat exchangers, (ii) control system and controller, (iii) actuators, (iv) control valves, and
(v) internal heating system of the customer. Below follows a review of the most common faults that
occur for the different components or faults.

3.1 Heat exchangers

The category includes faults that are related to the heat exchangers of the substation. Depending
on the design of the substation, there might be one, two, or more heat exchangers installed. All of
these need to perform well for the substation as a components to perform well.

The literature shows that faults related to the heat exchangers themselves most commonly include
fouling of heat exchangers [8, 13, 14, 15]. This can be described as unwanted deposits on heat
transferring surfaces which cause a resistance to heat transfer and flow in the heat exchanger [16].
However, a study conducted by Wollerstrand and Frederiksen show that moderate fouling of the
heat exchanger might lead to higher heat transfer at low flows [17].

Another fault related to the heat transferring capability of the heat exchangers is that some
heat exchangers by mistake are installed so that the DH water and the water in the customer’s
internal heating system are flowing co-current instead of counter current [14, 15]. Other faults
include leakages from the heat exchanger itself and uneven flows in heat exchangers connected in
parallel [15, 18].

3.2 Control system and controller

The category of the control system and the controller includes the controller itself, the temperature
sensors, the connections between the sensors and the controller, and the connections between the
actuators and the controller. Hence, there is a number of components that may be faulty and so
there is a number of different faults that may occur in the control system.

The controller itself may break down causing a completely uncontrolled system [14]. It might
also be that the controller is installed incorrectly in the system. This occurs if the wrong input
signal is connected to the wrong port on the controller. Since the controller is receiving an incorrect
signal the control sequence of the installation will be disturbed [15].

With regards to temperature sensors, a number of different faults may occur. The temperature
sensors may be broken, not sending any signal at all or a completely incorrect signal to the controller
[14]. The temperature sensors might also be placed on the wrong pipe, leading to a disturbed control
sequence since the sensor is measuring the incorrect temperature [8, 18]. They may also be assembled
incorrectly, so that they are mounted loosely to the pipe where they are measuring the temperature
[14, 15]. The measurements from the temperature sensors may also be distorted by noise or drift
(bias change) [19].

When having no hot water circulation, the water in the DHW system will be stationary and will
cool down over time. The temperature sensor in the DHW system will sense this and send a signal
to the controller to increase the temperature again. Since there will be a time delay before the newly
heated water reaches the sensor, the control signal to increase the water will continue for longer than
necessary. This causes the DHW supply temperature to overshoot [20]. Therefore, the temperature
sensor measuring the supply temperature in the DHW system should be placed as close to the heat
exchanger as possible [10].
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3.3 Actuators

The actuators control the position of the control valves in the customer installation. The actuators
are connected to the valve via a valve stem. Due to wear and tear, the connection between the stem
and the valve may become poor, or the actuator may break down. If this happens, the control valve
will be stuck in the position it was when the actuator broke down. This might lead to too large or
too small flow in the installation, causing no response to the heat demand in the building [21].

The actuators have a number of different parameters that need to be taken into consideration
when dimensioning the actuator for the installation. Among else, it is important that the actuator
is dimensioned for the correct pressure so that it has enough driving force to change the position of
the valve [10].

The actuators also have different running times, which means that they open and close the
valves with different rates. In the DHW system, the actuators should have a short running time
since the valves need to be able to open and close rapidly when a demand for tap water occurs.
On the other hand, in the space heating system the actuators need to have a long running time
since the temperature in the space heating system should change slowly to obtain the desired room
temperature. These actuators may be interchanged by mistake at installation, which cause poor
control of the both systems [14].

3.4 Control valves

The faults related to the control valves in the customer installation may arise if the valve is overdi-
mensioned. This fault is especially common for the DHW system in older buildings, due to a
historical practice to overdimension the valves. This causes an undesirably large change in the flow
when the valve position changes, and that the valve cannot control small flows [13, 18]. The valve
may also be too small for the flow that is needed in the installation, which means that it will not be
able to obtain larger flows than the valve is able to transmit [18].

Since the space heating system is not used during warmer months, the valve on the space heating
system will be in the same position during this time. This may cause the valve to get stuck in a
closed position [22]. It may also happen that the valves seize in an open position or that they are
completely stuck [14].

Valves are also susceptible to wear and tear. Over time, the disc of the valve may erode due to
cavitation if there is a large differential pressure over the valve [23], causing the valve to leak in a
closed position [14].

3.5 Internal heating system of the customer

The category of faults related to the internal heating system of the customer include a large variety
of faults, since the design of the internal heating system varies between the installations. In some
DHW installations an additional heat exchanger, a pre-heater, is installed in series with the heat
exchanger seen in Figure 1. This solution is used to pre-heat the incoming cold water to maximize
the heat exchange in the installation [8]. If this is the case, the circulation pump should be installed
between the pre-heater and the final heat exchanger. If it is installed before the pre-heater, the
return temperature of the installation increases [14].

If the DHW circulation is missing or broken, the water in the DHW system will be standing still
in the pipes. As described in section 3.2 this may cause a poor control of the DHW temperature,
especially if the DHW temperature is placed at a distance from the heat exchanger. It is also
important that the flow in the DHW circulation is not too large, since the cooling in the heat
exchanger will decrease.
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Figure 2: Distribution of the single most common fault in the utilities, sorted by category

The temperature demands in the customer installation is determined by the temperature levels
for which the space heating system is dimensioned, and by the set point value that the DHW system
requires to prepare hot water [10]. This means that if the temperature demands are high, maybe
even higher than the temperature of the DH water, the flow on the DH side of the heat exchanger
will always be large causing poor cooling and high return temperatures as a result [8].

When a building is connected to the DH system, the internal space heating system needs to be
hydraulically balanced to make sure that the system is able to deliver the correct amount of heat to
all heat delivery points in the system. This is done by adjusting the balancing valves in the system
so that the opening position of the valves closest to the heat exchangers is smaller than the valves
located further away in the building. This cause the flow to travel with the same flow rate as ti
the ones closer to the substations, delivering heat to the more remote radiators. If this is not done
correctly, the return temperature from the installation will increase [24].

The radiators in the space heating system are most commonly controlled by thermostatic radiator
valves. If these are not working correctly, or are missing, the flow in the radiator system will be
uncontrolled [15].

4 Results and analysis - Survey

The results from the survey study are based on the answers from the 56 utilities who answered the
survey and that stated that they worked actively with faults in the customer installations. Three of
the surveyed utilities answered that they do not work with the maintenance of the installations in
their systems.

Figure 2 show the distribution of the faults that were reported to be the one most common fault
in the utilities, sorted by category. As can be seen in the figure, there were two additional fault
categories that emerged in the answers, that was not included in the survey from the beginning:
leakages and inferior gaskets. Leakages include leaks in all parts of the customer installation and
substation, and inferior gaskets include all gaskets that are used in the substation. The figure shows
that the largest fault category according to the survey was leakages (33 %), closely followed by faults
in the customers’ internal heating systems (32 %).

As can be seen in Figure 2, the smallest overall fault category was the heat exchanger category.
Figure 3 displays the fault distribution for this category. As can be seen in the figure, it is clear that
leakages were experience to be the most common reason to faults in heat exchangers. The leakages
include leaks that occur due to incorrect installation of the heat exchanger, and leaks in the pipings
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Figure 3: Distribution of the most frequently occurring faults related to the heat exchangers

connected to the heat exchangers. This indicates that the utilities may have answered ”leakages”
instead of ”heat exchanger faults” when asked what category constitutes the largest fault category
in their utility. A reason to this might be due to the way the question in the survey was formulated.
When reading the word ”heat exchanger”, many people think of the entire DH substation, and
not only the heat exchanger itself. It might be that the respondents have made this connection
instead of thinking of the heat exchanger as one single component. The second most common faults
was cracking of the heat exchanger plates (7 %), which the utilities have experienced when water
hammers occurs in the system.

Faults in the control system and controller corresponded to approximately 5 % of the overall fault
distribution. Although this was one of the categories that occur less frequently when regarding the
overall distribution of faults, it was clear in the responses that the number of faults that may occur in
this category is large and that many utilities do experience frequent occasions of faults in the control
system and controller. Figure 4 displays the fault distribution of the faults related to the control
system and the controller. As can be seen in the figure, 49 % of the utilities answered that the most
common control system fault was that the controller was broken. The second most common fault was
broken temperature sensors (16 %), and the third most common fault was temperature sensor giving
the wrong signal (11 %). This indicates that a large share of the faults in the control system and
controller was an effect of broken or poorly performing components. The utilities also experienced
that incorrectly placed temperature sensors was a frequently occurring problem, corresponding to
a total of 15 % of the faults (incorrectly placed outdoor temperature sensor, temperature sensors
placed on the wrong pipe, and temperature sensors placed too far away from the pipe). All of these
faults lead to poor control of the internal heating system of the customer, and they should all be
recognized by the customer since they affect the customer comfort; either in terms of an unwanted
change of the indoor climate if the temperature sensor is placed incorrectly, or in terms of unwanted
DHW temperature levels. However, the utilities agreed that it was beneficial to be able to detect
these faults at an early stage since they all lead to higher than necessary return temperatures. One
interesting fault that emerged in the survey was that the customer itself may occur as a fault in
the system. This problem occurred if the customer changed the set point values or control curve
of the controller manually. The utilities experienced that this happened when the customers felt
that their indoor temperature was too low, and changed the settings in order to try and increase
the temperatures. In most cases, this did not give any effect since the low indoor temperature was
due to faults located elsewhere in the installation and not due to how the system was controlled.
The only effect of the change in the controller settings was that the flow through the substations
increased, with increased return temperature levels as a consequence.
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Figure 4: Distribution of the most frequently occurring faults related to the control system and
controller

Figure 5: Distribution of the most frequently occurring faults related to the actuators

The fault distribution of the faults related to the actuators can be seen in figure 5. This category
corresponded to approximately 10 % of the overall distribution of the fault categories. As can be
seen in the figure, 70 % of the actuator faults were a result of broken actuators. Some of the utilities
experienced that this fault may occur in the DHW system if the control valve it was connected to was
too large. If so, the actuator had to operate constantly to attempt to control the flow, which caused
the actuator to break down prematurely. The second most common fault for actuators was actuators
that could not change the position of the valve, due to oversized valves or that the actuators were
not dimensioned for the current pressure (17 %). The utilities experienced that this was a fault
that the customer may not notice if it was located in the space heating system where the radiator
thermostats control the final heat supply. Therefore, the utilities wanted to detect this type of fault
at an early stage.

Figure 6 displays the fault distribution for the faults related to the control valves. In this category,
overdimensioned control valves were the most common fault (35 %). However, some of the utilities
never had experienced that this was a problem while some of the utilities experienced that this was
their most common fault. The two second most common faults were control valves leaking in an
open position (27 %) and control valves seizing in a closed position (27 %). The leaking control
valves were most commonly due to wear and tear of the control valve itself, or in the connection
between the control valve stem and the actuator. When this happened the valve could not close
completely, causing a small seeping in the closed position. The seizing control valves most frequently
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Figure 6: Distribution of the most frequently occurring faults related to the control valves

occurred in the space heating system at the beginning of the heating season, when the control valve
was stuck in a closed position after the summer months when the space heating system was not
used.

Figure 7 displays the fault distribution for the faults related to the customers’ internal heating
systems. The utilities experienced that the most common issue was poor balancing of the radiator
system (32 %). Most utilities stated that the balancing of the radiator system was the customers’
responsibility, but that they would be happy to advise the customers about the balancing. However,
most of the utilities experienced that the main reason to poor balancing was that the customers were
lacking knowledge of how to perform the system balancing and that they in some cases did not ask
for professional help. The second most common fault was missing or broken radiator thermostatic
valves (23 %). The utilities responded that many of the faulty thermostatic valves were located
in older buildings where the valves had broken down due to wear and tear, causing poor space
heating. Systems without DHW circulation was also mentioned as a frequently occurring issue (16
%), primarily in smaller houses. The consequences of this issue were increased return temperatures
and poor DHW preparation. Another fault that was frequently occurring is that the set point values
in the customers’ systems were close to, or higher than, the DH supply temperatures (12 %). Some
of the utilities mentioned that this issue may occur during the summer months due to low DH supply
temperatures in the outer parts of the DH system, where it was harder to maintain higher supply
temperatures. The utilities also stated that high customer radiator supply temperature set point
values were an issue which led to a high overconsumption of flow in the installation, which indicates
that it is necessary to find these installations as soon as possible.

50 of the 56 participating utilities utilized analysis of customer data in some way to detect
deviating installation behaviour. There were a number of different ways to do this, and Figure 8
displays what the different utilities primarily measured to perform their analysis. The utilities had
structured their analysis work in different ways. Some of the utilities performed analysis a few times
per year, while other received instant alarms from their measurement system if a large deviation from
the normal installation behaviour occurred. Others performed monthly controls of their customers’
data to investigate whether the behaviour if the installation deviated significantly from its normal
behaviour.

As can be seen in Figure 8, 19 of the utilities primarily performed analysis of the return tem-
perature levels from their customers’ installations to identify the poorly performing installations.
The main method was to check the temperature levels, identify the installations with the highest
return temperatures, and contact the customers in question. Some of the utilities administered the
customer contact themselves, while others used subcontractors in the plumbing industry to con-
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Figure 7: Distribution of the most frequently occurring faults related to the customer’s internal
heating system

tact the customer and investigate the installation further. Whether the utility performed the work
themselves, or used a subcontractor, depended on the size of the DH system and if the number of
employees at the utility allowed for doing this kind of maintenance work.

17 of the utilities stated that they performed analysis on a combination of measurement values
from the customers’ meters. This data was primarily used for billing purposes, but the utilities
also utilized it for analysis. Nine of the utilities performed analysis of the cooling of the substation,
while seven used the overconsumption, method to identify installations that was not performing well.
The advantage of the overconsumption method s that it gives a possibility to rank the installations
according to how large their impacts on the system are, since an installation with a larger heat
demand will have a larger overconsumption if the installation is poorly performing in some way [11].

The utilities that investigated their customers’ consumption (six utilities) often controlled how
much heat their customers consumed during one month, compared to an expected heat consumption.
This gave the utilities an indication that something may be wrong, but further investigation of the
installation was needed since a change in the heat demand may occur due to natural reasons, e.g.,
new residents or an unusually cold month. However, the utilities also stated that in some cases it
was not a change in the customer behaviour that had occurred; rather an incorrect heat demand
estimation done by the utility.

As can be seen in figure 8, three of the utilities utilized so called QW values to investigate the
performance of their customers’ installations. The QW values are calculated by dividing the flow
rate with the heat used in the building during, e.g., one month. This provided the utilities a figure
that could be used to perform comparative analysis of installation data from installations of different
sizes and heat demands.

5 Results and analysis - Interview study

The district heating utilities who participated in the interview study were all found to work with
their customers’ return temperatures in different ways. Some of the utilities put a lot of emphasis
and work into reducing the costumers’ return temperatures, while others considered their low return
temperatures as an added bonus when working actively with other issues in their systems.

In general, the utilities agreed that it was most urgent to identify customers who had high return
temperatures combined with a large heat demand. These customers were identified to have the
largest impact of the system performance and were the ones that were most urgent to improve the
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Figure 8: Distribution of different measurements used to identify poorly performing customer in-
stallations

performance of.

5.1 Reported incentives for the district heating companies

The interviews showed that there were different incentives for DH utilities to work with their cus-
tomers’ return temperatures. One common incentive was that the systems had flue gas condensation
in their production facilities, which benefit from the low return temperatures since the efficiency of
the heat production increases when the return temperatures from the DH system decrease.

There were also some incentives related to how the heat was used in the DH systems. In cases
when a utility served as both heat distributor and heat transmitter, i.e. when a large amount of heat
was transferred through the DH system each year to another system, it was important to decrease
the customers’ return temperatures mainly to prevent the need of increased pumping in the system.

5.2 Incentives for the district heating customers

From the interviews, it was clear that there are many different incentives that could be used to get
the customers to address problems and faults in their installations. Some of the utilities utilized
their relationships with their customers to create incentives, while other created incentives in terms
of additional costs if the installations were not working correctly.

The overall most important factor to increase the customers’ willingness to contribute to and
work towards lower return temperatures was identified to be the relationship between the DH utility
and their customers. The experience was that the customers were willing to pay the costs of cor-
recting faults and problems in their installations, as long as the information about why and how was
sufficient and easy to understand. This information was distributed to the customers in different
ways, depending on what other measures the utility took to create incentives for their customers
to work with their return temperatures. In the smaller DH systems, it was common practice to
visit all customer installations once per year to examine the installations and substations on site.
This provided the utilities with an excellent opportunity to talk to the customers and improve their
customer relationships.

One common monetary incentive was to have a flow component in the basic price models for one
or several types of customers. This meant an additional cost for the customers if a large amount of
water passed through the substation during one month. The flow component did not constitute a
large share of the final invoice, but the experience was that it was enough for the customers to become
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interested in different ways of reducing the flow through their substations. However, the experience
was that the flow component itself was not enough to create an incentive for the customers; it was
also of great importance to inform the customers of the reasons behind the flow fee and what they
could do to decrease the amount of flow passing through their substation. Without this information,
the flow component was seen as an additional cost only that the customers did not understand and
therefore did not want to pay for.

In some companies the flow fee was used as a last and final action, if no other actions from
the utilities encouraged the customer to improve the installation performance. If using the flow
component in this way, the customers should first be informed about the high return temperatures
and what this means to the customer and DH system, and be helped to find a solution to the problem.
However, if the customer would not be susceptible to the information and proposed solution, a flow
component might be introduced. The customer would then have to pay for the flow until the problem
or fault in the installation has been solved. The utilities experienced that the need for this type
of measures mostly occurred if the installation was not used by the owner of the installation but
rented out to someone else. If so, the additional cost did not affect the owner him or herself since
an increase of the rent for the tenant would cover the additional heating costs for the owner.

In general, the interviews showed that the customers were willing to work with the utilities to
decrease their return temperatures in most cases, even though no clear incentive for each individual
existed. However, there was a difference between the smaller and the bigger utilities where the
smaller utilities experienced that it was easier to convince all of their customers to work with their
installations. The smaller utilities also experienced that their customers were willing to work with
their installations due to the collective responsibility to keep the DH prices down. The larger utilities
experienced that it was relatively easy to target their largest customers, but stated that it was harder
to work with and convince their smaller customers to improve their installation performance. This
was both due to the large amount of man-hours would be needed to target all customer installations,
as well as the fact that smaller installations have a smaller system impact when performing poorly.
Hence, it is more cost efficient to target the larger customers first.

5.3 Access to and mandate of the maintenance of the district heating
substations

One of the most important issues regarding the work with the customers’ installations was to gain
insight into how the installations performed, and get physical access to the customer substation.
The general conclusion was that the utilities gained a lot by being allowed into the customers’ prop-
erties to physically examine the substation. They also experienced that their customer relationships
improved significantly since they not only gained physical access to the installation and substation
- they also gained access to the customer. This meant that they were able to show and explain to
the customer in person what happened in an installation if a fault occurred, and why it is beneficial
to have an installation that performed as well as possible.

One common way of gaining access to the customers’ installation was for the utilities to sign
service agreements with the customers. This created a natural reason for technicians from the
DH utilities to visit the customer’s installation and make sure that the installation was performing
well. The experience was that the outcome of the service visits was most beneficial when doing the
visits at a regular basis, with at least one visit every other year. During the visits, the technicians
investigated the performance of the installation by performing an inspection where the different parts
of the substation were tested and made sure to work as they should. If something in the installation
was broken, it was common practice to offer the customer some sort of solution. This could be
that the utility replaced the broken component free of charge, or that they gave the customer an
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offer about the cost to replace the component. This gave the customer the possibility to decide if
the utility should perform the work, or if someone from a plumbing company should get involved.
The utilities stated that most customers chose to accept the offer from the DH utility rather than
involving an external plumbing company.

Other ways of gaining access to the customers’ installations at a regular basis was to offer the
customers a free of charge survey of the installation when needed, and to allow the customers to call
the utility at any time if something in their installations was not working correctly. This gave the
customers a sense of security and trust towards the DH utility, which the utilities considered to be
a big advantage in their customer relationships.

5.4 Analysis methods for finding poorly performing customer installa-
tions

During the interviews, it became clear that it was common practice to use different varieties of
analysis methods to find the customers with undesirably high return temperatures. The methods
varied in complexity, but common traits were that the methods were based on customer data from
heat meters that were normally used for billing purpose. The different methods are summarized in
the bullet list below and further explanation follows below.

• Monthly checks of customer billing data

• Quality index based on the installations performance

• Analysis of return temperature levels

• Analysis of flow

• Overconsumption method

The monthly checks of the customer billing data were used to identify whether a customer
deviated significantly from its normal behaviour. In one utility, customer data was utilized to
create a quality index which was based on the installation performance, as well as the location of
the installation in the system. The quality index was then analyzed on a daily basis and if the
index changed rapidly or the index pattern started to deviate from the normal behaviour, a service
technician contacted the customer immediately to investigate the installation further.

The analysis methods were in most cases based on the temperature levels at the customer sub-
station. The return temperatures or cooling performance of each individual customer installation
were investigated, as well as the flow, to decide what customers to prioritize. The overconsumption
method was also used by some utilities. The overconsumption can be described as the additional
amount of DH water that has to pass through the substation in order to deliver enough heat when
the installation contains a fault [8]. The overconsumption method takes into account the delta
T of the substation, the flow through the substation, and the amount of heat being delivered to
the customer. Hence, the customer with the largest overflow should be prioritized when using this
method.

6 Discussion

The work conducted in this study clearly shows that high return temperatures and faults in the
customer installations were viewed as important issues that needs to be addressed in order to enhance
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system efficiency in DH systems. It will also be of great importance to work with these issues in
the 4GDH systems, to avoid unwanted increases of the system temperatures since lower system
temperatures give less room for installations to deliver higher return temperatures than they are
expected to. This means that faults in customer installations will have a larger system impact in
the future systems. The interviews showed that the current DH utilities have a number of different
work procedures for fault handling in customer installations that could be implemented in the future
systems as well.

When investigating how the different utilities were working with fault handling today, it was
clear that different utilities worked in different ways depending on size of the DH system, number of
employees at the utility, and the amount of resources that could be allocated to this work. However,
one of the most important aspects of the fault handling process was to create a close and good
relationship with the customers. Although the utilities worked in different ways to obtain this, they
all recommended to put an effort into providing their customers with clear incentives to why it is
important to have a well performing installation and how to obtain this. In new and future DH
systems, this could be done already from the start in order to create a good foundation to have well
performing customer installations continuously during the operation of the DH system by signing
service agreements with the customers and make sure to show the customers that the lower system
temperatures are beneficial for the customers as well.

The utilities stressed the importance to gain physical access to the customers’ installations. By
achieving this, it was possible to gain insight into how the installations were performing and to
further improve the customer relationship. If the utility also had a mandate to fix minor faults
free of charge for the customer, such as replacing a broken temperature sensor, there were great
possibilities to enhance the customer satisfaction while improving the overall system efficiency by
eliminating faults in the installations.

The physical access to the customer installation was primarily achieved in two different ways:
by signing service agreements with each individual customer, or to include a yearly inspection in
the DH price. Some of the utilities included a small fee for the yearly inspections, while others
made this free of charge. By including this in the price, the utilities had the possibility to visit all
customers at least once a year. This gave them a large advantage in terms of access to and mandate
of the customer installations, and gave large opportunities to identify and eliminate more faults
in the customer installations. Therefore, it might be a good idea to include service agreements or
inspections in the price model in the future DH systems.

From the answers from the interviews and the survey, it was clear that most utilities had dif-
ferent ways to find the poorly performing installations using customer data in different ways. The
most common analysis method was to investigate the return temperature levels from the individual
substations. This was due to the fact that most faults and problems in the installations caused
higher flows and return temperatures.

Looking at the distribution of faults, the survey showed that leakages was experienced to be
the most common category of faults, followed by faults in the customers’ internal heating systems.
These faults may be hard to detect during service visits, since the technicians may not be allowed
by the customer to inspect all different parts of the installation. Therefore it would be beneficial to
be able to detect these faults by investigating customer data. However, some of the faults may be
hard to detect in the data that is available today, which in most cases is the data used for billing
purposes. This indicates that it might be a good idea to implement more measurement points in
the customer installations in the future systems. This is due to the fact that it might be very hard,
maybe even impossible, to identify specific faults when only analyzing data from the DH system.

Regarding the results from the survey, it is important to keep in mind that the participating
utilities were located in Sweden. This may have affected the results, since it is possible that some

15

77



faults do not occur in the DH systems due to national conditions. One example of this is that fouling
of heat exchangers seems to be a relatively unusual problem according to the utilities, while it is
mentioned as one of the most common faults in the literature. One reason to that fouling is not as
frequently occurring in the survey as expected may be that the overall water quality in the Swedish
DH systems is high due to the measures that have been taken to improve the quality. Another
reason may be that the study has been conducted in Sweden, where it is common practice to use
compact plate heat exchangers which generally are less exposed to fouling.

The results from the survey may also have been affected by the response rate. 56 out of 139
utilities answered the survey, corresponding to a response rate of approximately 40 %. It might be
that only utilities that experienced a frequent occurrence of faults answered the survey. However,
when analyzing the survey responses it was clear that the participating utilities had different fault
occurrence levels and that the responses also included utilities that did not experience a large amount
of faults in their systems.

Regarding the results from the interview study, they should be seen as examples of how the
Swedish DH utilities are currently working with fault handling in their customer installation. They
may also be seen as good examples of how a utility may work with their customers and customer
installations to keep the DH system temperatures down. It is possible that more interviews would
have resulted in new responses. However, the last interviews did not produce any results that had
not already occurred during the previous interviews. This indicated that the study was saturated,
and that further interviews might not have contributed to a bigger picture of the issues investigated
in this study.

7 Conclusions

This study has investigated how the DH utilities are currently working with fault handling in cus-
tomer installations in order to reach lower return temperature levels. The study has also investigated
what the most frequently reported faults are and how the utilities are working to identify these faults.
The main conclusions of the study are described in the bullet list below.

• To obtain low return temperature levels from the customer installations, it is of significant
importance to gain physical access to the installations. This gives the opportunity to not only
fix minor faults, but also to get to talk to the customer face to face.

• Utilities with low return temperature levels are working close to their customers to obtain a
good customer relationship. A common way to obtain this is to have service agreements with
the customers or to include free of charge inspections in the DH agreement.

• It is important to create clear incentives to why the customer should work with faults in
the installation. The incentives should be easy to understand and combined with substantial
information.

• It may be beneficial for DH utilities to help the customer to identify and correct minor faults
in the installation. This encourages the customers to contact the utilities the next time there
is an issue in the installation which improves the fault detection rate.

• Most of the utilities utilized customer billing data in some way to identify poorly performing
substations.

• The most common faults in the customer installations lead to higher flows and/or higher return
temperatures.
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• The most frequently reported fault categories in the study are leakages and faults in the
customers’ internal heating system.
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[20] Karl Johan Åström. Reglerteknik – En elementär introduktion. Kapitel 8: Dödtidskompensering
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Abstract

In order to develop more sustainable district heating systems, the district heating sector is
currently trying to increase the energy efficiency of these systems. One way of doing so is
to identify customer installations in the systems that have poor cooling performance. This
study aimed to develop an algorithm that was able to detect the poorly performing installations
automatically using meter readings from the installations. The algorithm was developed using
statistical methods and was tested on a data set consisting of data from 3 000 installations
located in a district heating system in Sweden. As many as 1 273 installations were identified by
the algorithm as having poor cooling performance. This clearly shows that it is of major interest
to the district heating companies to identify the installations with poor cooling performance
rapidly and automatically, in order to rectify them as soon as possible.

Keywords: Automatic fault detection, district heating, substation performance

1 Introduction

Sub-optimal performance of faulty components in the district heating (DH) systems of today forces
the DH system temperatures to be above those theoretically needed to deliver enough heat to the
DH customers [1]. The return temperature of the DH system These high temperatures cause heat
losses in the system and prevents the utilization of low-grade heat such as industrial excess heat [2].
Finding the faulty components is key to increase the energy efficiency of the DH systems.

Previous studies concludes that there are a number of issues in the customers’ installations
that cause increased return temperature levels in the DH system [1, 3, 4, 5, 6, 7, 8]. The customer
installation includes the internal heating system of the customer’s building and the substation, which
transfers heat from the DH system to the internal heating system.

The internal heating system is most commonly divided into two separate systems: the space
heating system and the system for domestic hot water (DHW) preparation. Both of these systems
include a number of different components, including control valves, temperature sensors, actuators,
pumps, and piping. The space heating system also includes a heat transferring unit in the rooms
that are to be heated, e.g. radiators or floor heating, and the DHW system includes faucets where
hot water tapping occurs [9].
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The substation design varies depending on different national requirements and/or traditions. In
some countries, it is common practice to have a so called direct connection where the DH water
is directly used in the internal heating system. In other countries, the indirect connection is the
most common solution, where the substation separates the DH system from the customer’s internal
heating system. If an indirect connection is used, the heat is transferred to the internal heating
system via one or several heat exchangers [1]. This study focuses on installations with indirect
connections, which means that the substations include heat exchanger(s), temperature and flow
sensors, control valves, pumps, controller and control system, and a heat meter which delivers data
to the DH utility that operates the DH system [10].

The issues, or faults, in the customer installations may occur in a number of different components
and include faults and problems such as fouling of heat exchangers, broken temperature sensors,
control valves stuck in an open position, temperature sensors placed on the wrong pipe, DHW
circulation connected before the pre-heater, high return temperatures from the customer’s internal
heating system, and high set point values in the customer system [1, 5, 6, 7, 11, 12, 13]. All of these
faults may not be seen as an actual fault where something is broken, but they still lead to high
return temperatures.

As the DH utilities are now aiming to decrease their overall system temperature, it becomes
increasingly important that the vast majority of the faulty installations are detected and corrected.
Traditionally, the poorly performing installations have been detected using manual analysis methods
[1]. Due to the vast amount of customer installations in the DH systems, this can be a time-
consuming task. Hence, the main focus has been to detect the installations that has the largest
impact on the system energy efficiency. This has primarily been done by investigating the excess
flow, or overflow, i.e. the difference between the anticipated ideal flow and the actual flow in the
installations [1, 14, 15]. A large overflow indicates that the customer installation is poorly performing,
which means that the installations with the largest overflow have been prioritized when conducting
the system analysis.

In order to increase the detection rate, the DH utilities can utilize the increasing amount of
customer data that has become available during the last years due to different national legislations
and international directives, e.g., the Energy Efficiency Directive adopted by the EU [16]. This data
is collected using the meter device of the substation, and includes supply and return temperature
levels, volume flow rate, and the heat amount being used by the customer [1]. The data is usually
used for billing purposes, but contains a lot of information about how the customer installations are
performing in terms of energy efficiency. This indicates that it is also possible to detect customer
installations that are not performing as expected using this data. By investigating the measurements
originating from the installations, it is also possible to detect the faults shortly after they have
occurred.

Using this customer data, Gadd and Werner used a statistical fault detection method that uses
the temperature difference signature of the substation to detect temperature difference faults [3]. In
the study, 140 substations were investigated, out of which 14 were found to be poorly performing. In
a subsequent study [4], Gadd and Werner investigated data from 135 different substations manually.
In this study, the results showed that 74 % of the substations contained faults, including unsuitable
load patterns, low annual average temperature differences, and poor control of the substations. A
similar approach was taken by Sandin et. al. who used statistical methods, e.g., limit checking and
outlier detection, in order to identify poorly performing installations [8].

A different fault detection approach was presented by Johansson and Wernstedt, using visualiza-
tion methods to show the operational functionality of individual installations [17]. In order to aid
the subjective visual interpretation, a number of performance metrics describing the relationship
between different installation variables were calculated. Xue et. al. proposed a fault detection

2

84



method based on data mining techniques [18]. The authors investigated data from two installations
using cluster analysis and association analysis. The combination of the two methods generated a set
of association rules that should be fulfilled in a well performing installation.

Yliniemi et. al. presented a method of detecting faults in temperature sensors in a DH substation
[19]. The method was developed in order to detect increasing noise levels in the sensor readings.
Zimmerman et. al. presented a method capable of detecting faults in pressure sensors and leakages
in the DH systems using a Bayesian Network [20]. Pakanen et. al. uses a series of different methods
in order to detect faults in the entire customer installation, as well as in three different components
of the substation: a control valve, a heat exchanger, and a mud separating device [21].

The previous studies show that there has been some success in obtaining fault detection methods
that can detect the poorly performing customer installations. However, many of the presented
methods require an amount of manual handling and/or interpretation. Some of the methods also
presumes a certain amount of understanding for more advance computer science and data handling
methods. The focus of this study has been to try and eliminate as many manual stages as possible in
the fault detection process. The focus has also been to utilize knowledge that is already commonly
used in the DH industry to create a fault detection tool that is easy to understand and interpret.

This study presents an automated statistical method for fault detection, which has been devel-
oped to detect faults automatically in larger data sets. The method utilizes linear regression and
outlier identification, testing the performance of the installation in terms of temperature difference
over the installation, the return temperature from the installation, and the heat extracted in the
installation.

Further, the method is tested in a case study using real data from a DH system located in Sweden.
The data set consists of hourly measurements during one year from 3 000 customer installations.
The results from the case study shows that 43 % of the customer installations in the data set are
poorly performing.

2 Performance of the customer installation

When investigating the performance of the customer installation, a number of different measurements
are of interest. One of these is the temperature difference between the primary supply and return
temperature in the installation. This temperature difference is often called the cooling, or deltaT
(∆T ), of the installation. The cooling depends on both the supply temperature of the DH system,
and the return temperature from the customer’s internal heating system. A DH system with higher
supply temperature naturally has a larger delta T if the installations are able to cool the DH water
well. However, high ∆T ’s in a system with high supply temperatures do not necessarily mean that all
customer installations are performing well in terms of cooling. When having high supply temperature
levels, it is also important to investigate the return temperature levels from the installations to see
how well they are actually performing. An installation with high return temperatures from the
customer’s internal heating system will not be able achieve a good cooling performance, since the
return temperature level from the installation will never fall below the return temperature level in
the internal heating system [1, 3, 10].

Figure 1 displays the cooling pattern as a function of the outdoor temperature for a well per-
forming installation. The grey circles in the figure represent the average cooling in the installation
during one day. The red line represents the average cooling in the same installation as a function of
the outdoor temperature. The data that the figure is based on originates from a customer located
in a city in the south of Sweden where the climate is relatively mild. This explains why figure 1
does not display any values for outdoor temperatures below -5 ◦C. The average supply and return
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Figure 1: Daily averages of the cooling values for a well performing DH installation

temperatures for the DH system that the installations is located in are 90 ◦C/49 ◦C. Hence, the
temperature levels of this DH system are quite high and the DH utility is currently working in
different ways to obtain lower system temperatures, including performing analysis of the cooling of
the customer installations.

As can be seen in the figure, the daily cooling values display a somewhat scattered structure,
and the value of ∆T is not necessarily the same for days with the same outdoor temperature. This
reflects the fact that the heat demand in the same installation varies from day to day, primarily
depending on the varying need for DHW preparation [22].

As can be seen in the figure, the cooling of this customer installation fluctuates around 50
◦C values for outdoor temperatures below 0 ◦C and then decreases linearly for higher outdoor
temperatures. This is visible in the figure where the inclination of the cooling curve (red line in
figure) increases for outdoor temperatures above 0 ◦C. The scattering of the daily cooling values
also increases. For temperatures above approximately 15 ◦C, the need for DH decreases since there
is no need for space heating. DH is merely used for DHW preparation at these temperatures, or
for industrial processes that require heat during the entire year. This means that the amount of
heat that the customer uses is less temperature dependent. Days with an outdoor temperature
above 15 ◦C are in this study called non-heating days. The temperatures where the cooling curve
inclination starts to decrease, and the space heating ceases, are called breakpoints. The breakpoints
may have other values than in this study, depending on which DH system is being investigated.
There may also be more than one breakpoint, depending on the nature of the cooling pattern.

Another measure that may be considered when investigating the customer performance is the
heat that is transferred to the building, i.e. the heat that is needed to meet the heat demand of the
customer. This heat demand can be calculated according to [1]:

Pd = V̇ ρcp(Ts − Tr) = V̇ ρcp∆T [W] (1)

where
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V̇ = volume flow [m3/s]
ρ = density [kg/m3]
cp = specific heat capacity for water [J/(kg·◦C)]
Ts = supply temperature [◦C]
Tr = return temperature [◦C]

The heat being transferred is proportional to the volume of water that passes through the substa-
tion and the ∆T of the installation. This implies that an increase of one of these parameters would
enable a decrease of the other. As it is highly desirable to increase the ∆T , the focus should be on
improving the value of ∆T for as many individual customer installations as possible. Furthermore,
it is highly desirable to lower the volume flow, since a lower flow rate results in a lower pressure
drop in the distribution pipes [1]. The reduced pressure drop allows for smaller pipe dimensions to
be used, which in turn may reduce the building costs of the DH system. A decrease of the pressure
drop will also mean that less pump work is needed in the systems [1, 23].

The decreased volume flow may also be beneficial for the DH customers. Many DH utilities have
decided to include a flow price component in their price models for some or all of their customers
[24]. This means that the customers pay for the amount of water mass flow that passes through
the customer substation each month, and it is often introduced as an incentive for the customers to
improve the performance of their installation [25].

As mentioned in section 1, one of the historically most common methods to identify poorly
performing customer installations has been to calculate the overflow, or overconsumption, of DH
water for each installation. According to equation (1), an installation with a smaller, and hence
poorer, value of ∆T will need a larger volume of heat medium to pass through it in order to extract
the same amount of energy as an installation with a larger value of ∆T . The extra amount of heat
medium is the overflow, which can be calculated using equation 2.

overflow = Vactual − Videal = Vactual −
Eactual

ρ · cp · ∆Tideal

[
m3

]
(2)

where

Vactual = actual annual volume [m3]
Videal = ideal annual volume [m3]
Eactual = actual annual energy [J]
ρ = fluid density [kg/m3]
cp = specific heat capacity [J/(kg · K)]
∆Tideal = ideal temperature difference [◦C]

∆Tideal is the ideal temperature difference between the supply and return temperature when the
installation is performing ideally. This value may vary depending on what DH system is being inves-
tigated, since it depends on the temperature difference between the return and supply temperatures.
In this study ∆Tideal was chosen to be 45 ◦C, in accordance with [3].

3 Description of fault detection method

3.1 Data Set

The data used in this study was gathered from the business system of a DH utility in Sweden. The
time interval was April 2015 - March 2016 and it was important to use data from one year since the
heat loads of the customer installations are different throughout the year. The data set included data
from the 3 000 installations that had the largest energy consumption in the system. The installations
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with the largest energy consumption should be the ones with the largest system impact, and these
should be prioritized when performing maintenance work on the DH system in order to improve the
system performance. The data set consisted of installations with a wide variety of purposes. The
internal heating systems were designed differently for the different buildings depending on purpose
of the installation. Hence, no general information was given regarding what specific equipment was
used in the space heating and DHW system, e.g. the type of room heaters and if the installations
had DHW circulation.

The investigated data set contained values for energy consumption, volume passing through the
installation, return temperature and supply temperature for each of the 3 000 installations. In
addition, the installation ID for the installation where the installation was located, the postal code
of the installation, and the outdoor temperatures during the investigated time interval was collected
from the business system of the DH utility.

The DH system from which the data was gathered was said to contain weak and non-weak areas.
The weak areas were areas known to have a low differential pressure, which means that in these
areas it might be harder to deliver heat to the customer installations. This is due to the fact that
there has to be a certain amount of differential pressure over the installation for the control valves
of the installation to work as they should. If the differential pressure is too low, the installation
will not receive the amount of heat that is needed at the installation’s maximum heat load since
the control valves will not operate as they should [10]. The weak areas were well known by the
company, and their locations were based on measurements, calculations and simulations of different
operation modes of the system. A poorly performing installation had a larger system impact on
the DH system if it was located in an area with low differential pressure, than an installation in an
area with high differential pressure. Therefore, it was important to be able to distinguish between
the installations located in the different areas, and in this study, the postal code of the area where
the installation is located was used to determine if it was located in an area with high differential
pressure, or in an area with low differential pressure.

3.2 Data preprocessing

The data set being investigated in this study originally consisted of hourly values for energy, volume,
return temperature and supply temperature for 3 000 customer installations in a DH system located
in Sweden. Since the hourly values were found to contain some errors which affected the analysis
result, the data was first investigated in order to find the errors and handle them according to
the nature of the error. After this, the hourly meter readings were converted into daily values as
follows: the volume and energy were calculated as the total daily heat use, the supply temperature
was calculated as the daily mean value of the measured values, and the return temperature was
calculated from equation 1. The reason to why the return temperature was calculated in this way
was that the measured values of the supply temperature from this DH system were often more reliable
than the measured values of the return temperature. This meant that the return temperature values
would be more reliable if calculated from 1. These daily values were then analyzed in order to find
the poorly performing installations. A schematic illustration of the data handling process, from the
hourly values to the results from the fault detection algorithm can be seen in figure 2, and table 1
displays the data included in the data set. The additional data consists of the information about
the customers and investigated time interval that were described in section 3.1.
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Figure 2: Schematic view of the data handling process

Table 1: Data included in the data set.

Quantity Unit Time Aspect

Energy kWh Daily
Volume m3 Daily
Cooling ◦C Daily
Return temp. ◦C Daily
Dates - Daily
Outdoor temp. ◦C Daily
Installation ID - Fixed
Postal Code - Fixed
Weak area - Fixed

3.3 Choice of Programming Language

The automatic fault detection algorithm developed in this study was developed in the programming
language R. R is mainly used for statistical computing and graphics, and include functions for linear
and non-linear modelling, time-series analysis and clustering [26]. Furthermore, R is an open source
program and it is therefore easily accessible to the public.

3.4 Three Signatures

To determine if an installation was poorly performing, three different criteria were used: the cooling
performance, the return temperature level, and the energy consumed in the building. The three
criteria were used to create three signatures; one cooling signature, one return temperature signature,
and one energy signature. The signatures consisted of a reference case, and threshold values which
were used for outlier detection.

Since this study primarily focused on identification of installations with poor cooling performance,
the cooling and return temperature signatures were considered to be of greater importance than the
energy signature. This meant that the installation did not necessarily have outliers according to the
energy signature to be considered as a poorly performing installation. The energy signature was
mainly developed in order to provide the user of the analysis tool with extra information regarding
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the installations which were identified as poorly performing.

3.5 Reference Cases

The reference cases of the three signatures were created using data from customers in the investigated
data set. This made sure that the reference cases were representative of the system in question. The
reference cases contained data from the installations with lowest overflows in the data set.

The reference cases for the cooling and energy signatures were created using piece-wise linear
regression with one breakpoint for the non-heating days. Piece-wise linear regression is typically
used to model the relationship between two or more variables in large data set, where it may be
hard to find a linear regression model that explains the relationship well for all data. When this is
the case, the data set may be divided into smaller segments of data and fit a linear regression model
to each of these segments. The segments are divided at the breakpoints, and the combination of the
individual regression models is the final piece-wise linear regression. The mathematical relationship
for a piece-wise linear regression model with one breakpoint H may be described according to
equation 3 [27].

Yi = β0 + β1Xi + β2(Xi −H) · I(Xi, H) + εi, where I(Xi, H) =

{
1 Xi > H
0 Xi ≤ H

(3)

In the equation, βn, n=0,1,2 is the parameters of the regression model, Yi is the dependent
variable being modeled, Xi is the independent variable which is used to model the dependent variable,
and εi is the model error. In the cooling signature the cooling of the substation was modeled as
a function of the outdoor temperature, and in the energy signature the energy consumption was
modeled as a function of the outdoor temperature.

The breakpoint for the piece-wise linear regression was determined by visually inspecting the data
set. As could be seen in figure 1, there was a clear change of the inclination of the cooling patterns for
lower outdoor temperature levels. This pattern was also visible in the energy consumption patterns.
However, when comparing the energy consumption patterns it was important to keep in mind that
different customers consume different amounts of heat. Therefore, it was important to scale the heat
consumption so that they were on the same scale. This was done by dividing all heat consumption
values for one customer with the maximum heat consumption for that individual customer. After
this was done, the breakpoints were determined to assume the values of the outdoor temperature
where the inclination of the two patterns changed. This meant that one linear regression modelled
the behaviour from the lowest outdoor temperature of the data set to the breakpoint temperature,
and the other linear regression modelled the behaviour from the breakpoint temperature to the
temperature at which the non-heating days started.

The values for temperatures corresponding to non-heating days were treated separately from
the rest of the values. For the cooling signature, the summer days were not considered, since the
cooling values for these days only gave information about the size of ∆T for DHW preparation in the
installations. This may vary greatly from day to day depending on the need for hot water, and hence
the analysis of ∆T for summer days is not of interest in this study. For the energy signature, the
median of the values for summer days was used to create a constant threshold for outlier detection.

The pattern of the return temperature was completely different from the pattern for the cooling
and energy signatures, and linear regression was not a good choice of method for the return temper-
ature reference case. Instead two constant thresholds were calculated, one for heating days and one
for non-heating days. Both of the thresholds were calculated as the mean of the return temperature
for the reference case installations.
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3.6 Identification of Deviating Values

The performance of the installations not included in the reference cases was investigated to identify
deviating behaviours and values, so called outliers. Outliers may be described as values deviating
significantly from the expected behaviour of a certain parameter [28]. The outliers were identified
using the mean and the standard deviations of the reference case values. If the distance between the
mean and a certain value was larger than three standard deviations for a certain outdoor temperature
the value was considered to be an outlier, in accordance with [8, 29]. This created thresholds located
±3 standard deviations from the mean. For the cooling and energy signatures, piece-wise linear
regression was used to model the mean of the reference case and so the thresholds were also linear.
For the return temperature signature the mean was modeled using a constant value, resulting in
constant thresholds. The three resulting signatures can be seen in figures 3-5. The reference data
set for the return temperature included some measurements that were unreasonable considering
the nature of the data. As may be seen in figure 4, the return temperature levels sometimes fell
below 0 ◦C, which is not plausible in DH systems. These values have appeared when the return
temperature was calculated, as described in section 3.2. Since the values were calculated in this way,
these values were not considered further in the analysis.

Figure 3: Cooling signature (black lines) and the cooling values for the substations in the reference
case (grey circles). Values located outside the black lines may be considered to be outliers.

4 Description of fault detection algorithm

The algorithm developed in this study consisted of a main function and several different functions
which performed different parts of the analysis. The structure of the program can be seen in figure
3, and the different functions will be described in detail in the following sections.

4.1 Main algorithm

The main algorithm, mainAnalysis, loaded and structured the data which was used to perform the
analysis. There were also a number of constant parameters that were needed to perform the analysis,
e.g., the ideal cooling values. These parameters were determined in mainAnalysis, and can be find
in the following bullet list.
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Figure 4: Return temperature signature (black lines) and the return temperature values for the
substations in the reference case (grey circles). Values located outside the black lines may be
considered to be outliers.

Figure 5: Energy signature (black lines and the energy values for the substations in the reference
case (grey circles)). Values located outside the black lines may be considered to be outliers.

• The outdoor temperature after which the days were considered to be non-heating days. In this
study, the non-heating days occurred for outdoor temperatures higher than 15 ◦C.

• The ideal cooling value. In this study, ∆Tideal was chosen to be 45 ◦C.

• The specific heat capacity of the heat medium of the system. In this study, the heat medium
was water and so cp= 4185.5 J/(kg·◦C) was used.

• The number of breakpoints that should be used for the linear regression, in this study one
breakpoint due to the nature of the heating and cooling patterns (figure 1).

• The temperatures which should be used as breakpoint values for the linear regression. In this
study two different breakpoints were used, one for the energy signature and one for the cooling

10

92



Figure 6: Structure of the algorithm used for identification of poorly performing customer installa-
tions

signature. The breakpoint for the energy signature was located at 3 ◦C, and the breakpoint
for the cooling signature was located at -1 ◦C.

• The threshold values for the return temperature signature, for heating days 45.7 ◦C and 42.4 ◦C
for non-heating days.

• The share of installations that should be used in the reference case. 25 % of the substations
were used for the reference case in this study.

• The number of outliers that were acceptable before the installation was considered to be poorly
performing in each signature, in this study 0 outliers was used.

• The number of standard deviations which were used to create the reference case. In this study,
3 standard deviations were used.

Some of these parameters were system specific, and will have different values depending on
which DH system is being investigated. In mainAnalysis, it is also possible to determine if all three
signatures should be investigated when running the analysis program. This made it possible to
perform analysis of one, two, or three of the signatures, depending on what results the user was
interested in.

4.2 Analysis function

The first subfunction, analysis, was to developed to perform a number of different tasks. The first
was to identify which days that were heating days and which were non-heating days, and divide the
entire data set in two subsets according to if the data belonged to a heating or a non-heating day.
The next task of analysis was to determine what installations to include in the reference case. This
was done by ranking the installations according to their overflow, and using the share of installations
that was determined in mainAnalysis and had the lowest overflows. The next task of analysis was to
determine the number of outliers in each of the three signatures. This was done using three separate
functions, dTsign, Trsign and Esign. The function consolidate compiled the results and a created a
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list of the results. This was returned to analysis, which in turn returned the results to mainAnalysis
from which the results were presented to the user.

4.3 Linear Regression

The function linreg was used to create piece-wise linear regression models of the reference case
values, and calculating the standard deviation values of the reference cases in the energy and cooling
signatures. The breakpoints were placed at the predefined breakpoint value between heating and
non-heating days. The parameters of the linear regression models were approximated using the least
squares method. The non-heating days were treated differently in the different signatures, and this
will be described in further detail in sections 4.4 and 4.6.

4.4 Cooling Signature

The function dTsign was implemented to create the cooling signature. A linear model of the ref-
erence case values, as well as two linear thresholds, were created using linreg. The linear model of
the reference case and the linear thresholds constituted the cooling signature of the analysis pro-
gram. The values of the non-heating days were not included in the cooling signature, and were not
considered when investigating the number of outliers in the signature. To find the outliers, dTsign
compared the cooling values of each individual installation to the cooling signature and used the
linear thresholds to identify the installations which had outliers according to the cooling criterion.
The results were compiled in a matrix containing information about the installations and the number
of outliers they had according to the signature.

4.5 Return Temperature Signature

The return temperature signature was implemented in a function called Trsign. In the function
two constant thresholds were used to perform the outlier detection, one for the heating days and
one for the non-heating days. The thresholds were calculated using the mean value of the return
temperatures for the reference case installations. To identify the outliers, the return temperature
values of each individual installation was then compared to the constant threshold values and the
results were compiled in a matrix.

4.6 Energy Signature

The function Esign was implemented to identify installations that had outliers in the energy signa-
ture. The function was similar to the function dTsign, described in section 4.4, but some additional
features were added. As described in section 3.5, the different installations consumed different
amounts of heat depending on the size of the building and what the building was used for. To
enable a comparison of the different installations in the data set, the heat consumption values were
first scaled so that they were of the same order of magnitude.

After scaling the values, a piece-wise linear regression was created for the energy reference case
for the heating days using linreg, and the standard deviation for the reference case substations
was calculated. For the non-heating days, the median of the heat consumption values was used to
create a constant reference case, and linear thresholds were calculated for the heating days using
the standard deviation of the reference case. Esign then identified outliers for both heating and
non-heating days and the results were compiled in a matrix.
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4.7 Compilation of Results

The functions dTsign, Trsign and Esign returned the results matrix to the function consolidate,
which compiled the results from the three signatures to identify the installations that were poorly
performing. When running the algorithm with all three signatures, the cooling and return temper-
ature signatures were primarily considered when compiling the results (as described in section 3.4.
This resulted in that the compiled result list possibly contained installations that had no outliers
at all according to the energy signature. If only two signature functions have delivered result lists,
the consolidate function created the final result list from the available results. If the algorithm
only investigated the installations using one of the signature, consolidate used the results matrix
from that signature function. When more than one signature was used, consolidate compared the
installation IDs in the result lists from the different signature functions. If the installation appeared
in more than one list, it was included in the final result list with poorly performing installations.

Due to the nature of the DH system that the data originated from, two result lists were created.
One contained installations located in the weak areas of the system, and one contained installations
located in the non-weak areas of the system. The installations in the list were ranked according
to the overflow of the installations. The list contained the installation IDs, the number of outliers
for each of the three signatures, if the installation was located in a weak or non-weak area, and
the overflow of the installations. The compiled list was then returned to the analysis function and
presented to the user in the mainAnalysis function.

5 Results

5.1 Output from Analysis Algorithm

The customer installation analysis algorithm rapidly identified the poorly performing substations,
even though it investigated a large amount of data (3 000 installations with 365 values for each
variable plus additional data). The total number of installations being identified as poorly performing
was 1 273, corresponding to approximately 43 %.

Tables 2 and 3 display the five installations that were identified by the algorithm to be the most
poorly performing installations in the weak and non-weak areas. In order not to violate the customer
privacy, all installations IDs and their corresponding postal codes have been anonymized. As can
be seen in table 3, installation number nine did not have any outliers in the energy signature but
was still considered to be poorly performing due to the large amount of outliers in the other two
signatures. 109 customer installations were identified in the weak areas, and 1 164 installations were
identified in the non-weak areas.

Table 2: The five most poorly performing customer installations in the weak areas.
Installation number 1 2 3 4 5

Installation ID XXXXXX19 XXXXXX61 XXXXXX77 XXXXXX26 XXXXXX91
Outliers dT 243 210 148 112 232
Outliers Tr 312 354 255 136 330
Outliers energy 4 4 71 78 9
Weak area Yes Yes Yes Yes Yes
Overflow [m3] 21 346 17 948 17 089 12 652 12 641
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Table 3: The five most poorly performing customer installations in the non-weak areas.
Installation number 6 7 8 9 10

Installation ID XXXXXX54 XXXXXX93 XXXXXX45 XXXXXX41 XXXXXX21
Outliers dT 277 277 169 201 277
Outliers Tr 366 366 316 363 366
Outliers energy 131 123 18 0 38
Weak area No No No No No
Overflow [m3] 125 581 102 885 64 824 57 121 55 927

5.2 Well and Poorly Performing installations

Figures 7-9 gives a visual representation of one well performing and one poorly performing customer
installation. The red circles in the figures are values that originate from the poorly performing
installation and the blue circles are values that originate from the well performing installation. The
reference case values are represented as grey circles, and the signature for each case is also visualized
in the figures (black lines). As can be seen in the figure, the values of the well performing installation
do not appear as outliers, while a large share of the values for the poorly performing installation
appears outside of the thresholds determined by the functions.

Figure 7: Example of one well performing (blue circles) and one poorly performing (red circles)
substation according to the cooling signature

6 Analysis and Discussion

The results from the customer installations analysis algorithm states that 43 % of the total amount
of the investigated installations are performing poorly. This indicates that it is possible to make
large improvements in the overall DH system performance, if the poorly performing installations are
fixed. In the future DH systems this will be necessary to maintain the low temperatures that enable
the use of other and more efficient heat sources. Therefore, some sort of automatic installation
analysis method will most likely be a necessity in all future DH systems.

Even though the entire system was not investigated, the number of investigated installations is
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Figure 8: Example of one well performing (blue circles) and one poorly performing (red circles)
substation according to the return temperature signature

Figure 9: Example of one well performing (blue circles) and one poorly performing (red circles)
substation according to the energy signature

larger than those of previous studies. The use of the analysis tool could easily be extended to an
entire DH system by using larger data sets. The results from this study clearly shows that it is
possible to identify poorly performing DH customer installations in large data sets, without having
to perform the time consuming manual analysis that a lot of DH companies are relying on today.

Regarding the results in tables 2 and 3, it is clear that the installations presented all have a
large overflow. Two of the installations in table 3 have overflow values over 100 000 m3, which
means that a very large additional amount of DH water is passing through the installation each
year. These installations are located in the non-weak areas of the system and so have a smaller
impact on the system performance than they would in a weak area. However, the large overflows are
a clear indication that there is room for significant improvements of the system efficiency if action
is taken to fix the installations in question. From table 2, it is clear that there are a number of
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installations located in weak areas that have a very large overflow per year. Due to the increased
amount of flow that passes through the installation to meet the heat demand of the customer, the
pressure drop over the installation will increase. This means that the areas where it is already hard
to maintain the differential pressure levels will be even more affected by installations that are not
working as they should, giving further incentives that the installations in the weak areas should be
fixed as soon as possible.

The analysis method used in this study is based on customer data and patterns that are well
familiar to the DH utilities. This is a big advantage since the method is easier to understand
compared to other, more advanced computer science methods. When developing a new analysis
method, it is important to keep the end user in mind and by utilizing what is already well familiar
within the industry, it will be easier to also implement the developed method and the understanding
for it would be more intuitive. For example, figures similar to 7-9 give a nice overview of the
performance of the installations using patterns that are well familiar to people in the DH industry,
and could be used to present the results to the end user of the algorithm.

The share of poorly performing installations that was identified in this study deviates from the
shares that have been identified in previous studies. For example, Gadd and Werner show that 74 %
were poorly performing [4]. One of the reasons to why this is the case, might be that the definition
of what is considered to be a well performing installation is different in the different studies. This
means that the reference case will have different properties, depending on the definition of a well
performing installation. This will have a large impact on the result, since the reference case values
decide the threshold lines. If the reference case contained less installations, it might be that the
standard deviation of the reference case values is smaller, hence creating a narrower reference case
signature. A narrower signature results in more installations being identified as poorly performing.

Another reason to the deviation might be that a larger data set includes more installations of
different purposes which uses heat differently during the day. The different building types have
heating patterns that might differ largely from each other due to which type of heating control
system that is used in the buildings. Some types of buildings have a very wide heat pattern, e.g.
office buildings, since their daily average heat demand is significantly lower during days when nobody
is present in the premises. This means that an office building can have a wide range of different
values for one single outdoor temperature, and this causes a wider heat pattern. If the reference
case includes installations with these wide heat patterns, they may contribute to the reference case
being wider than it would be if only installations with a narrow heat pattern were to be included.
Since the data set in this study contains a larger number of installations compared to the previous
studies, it is likely that the reference case in this study contains a larger variation of buildings. This
indicates that the thresholds in the reference cases of this study will be more allowing than for a
smaller data set, and therefore less values in the data set will be identified as outliers. However, the
number of installations that was identified as poorly performing in this study is still very high. This
clearly indicates how important it is to be able to identify the poorly performing installations in a
quick and efficient way in order to be able to improve the overall performance of the DH systems.

In this study, the ideal value for ∆T was chosen to be 45 ◦C, in accordance with the results
from other studies. However, this is a parameter which is very dependent on the system that is
being investigated since the temperatures of the system might not allow that a value of 45 ◦C is
obtained. If the temperature difference between the supply and return temperature is, e.g., 30 ◦C
then it will not be possible to obtain the ideal ∆T used in this study. It might also be that a DH
system has very high supply temperatures, which means that it is ”easier” to obtain high ∆T ’s.
This indicates that in some systems, the ideal ∆T in this study might be small in a system with
high supply temperature. Therefore, it is of great interest to find another way to determine what
value should be used as the ideal ∆T if this analysis program is to be used in other DH systems.
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When considering the fault detection method used in this study, there are some variables and
approaches that could be done differently. One example is the value of the ideal ∆T as described
above, and another is how the reference case installations were chosen. In this study, the reference
case was decided based on the overflow of the installations. Hence, the installations with the lowest
overflow were included in the reference case. There might be other ways to determine the reference
case installations, e.g. by choosing the installations with the lowest return temperatures. It might
also be interesting to rank the poorly performing installations differently. In this study, they were
ranked according to their overflows. Other possibilities would be to rank them according to the
number of outliers in each signature, or to rank them according to the total number of outliers in
all signatures. It would also be possible to choose the breakpoint of the piece-wise linear regression
differently. In this study, one breakpoint was used and the value of this was determined by visual
inspection of the customer data. The choice of breakpoints could have been further improved by
using statistical methods.

7 Conclusions

The analysis tool developed in this study is a first version of an automatic DH analysis tool. The
algorithm developed was able to rapidly identify poorly performing installations in a large data set.
The main conclusions from the paper may be find in the bullet list below.

• The algorithm could identify poorly performing installations in a data set containing data from
3 000 customer installations.

• The algorithm identified 1 273 installations to be poorly performing. 109 installations were
located in weak areas, and 1 164 installations were located in non-weak areas.

• The overflow of the identified installations were very large and indicates that the poorly per-
forming installations have a large impact on the system efficiency.

• The method used in this paper has the end user in focus and utilizes data and data patterns
that are well familiar to people in the DH industry.

Although the analysis algorithm performs well for the task at hand, there is some room for
improvement:

• The algorithm would benefit from being able to separate different building types from each
other. This would provide the user with more detailed information about the performance of
the district heating installation. This could be done by using hourly meter readings instead of
daily values.

• The parameters used in this study should be tested further. For example, the breakpoints of
the linear regressions are decided manually, and the values of these could probably be improved
by using, for example, statistical methods.
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[10] Energiföretagen Sverige. District heating substations - design and installation. Technical regu-
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Abstract 

The aim of this study is to develop a model capable of predicting the behavior of a district heating substation, including being 
able to distinguish datasets from well performing substations from datasets containing faults. The model developed in the study is 
based on machine learning algorithms and the model is trained on data from a Swedish district heating substation. A number of 
different models and input/output parameters are tested in the study. The results show that the model is capable of modelling the 
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1. Introduction 

As the district heating (DH) systems are developing towards the 4th generation, it becomes increasingly important 
that the components of the systems are performing as well as possible [1]. In the existing DH systems, there are 
components that are poorly performing, and they need to be identified and addressed. One component that has been 
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found to contain many faults is the DH substation located at the customers’ installations [2]. Faults in substations 
could for example include valves that are stuck, fouled heat exchanger areas in the heat exchanger, malfunctioning 
temperature transmitters, but also wrong settings in the control system [3]. 

The faults in the substation cause poor cooling performance, which means that the heat from the DH system is not 
transferred in an optimal way in the customer substation. This leads to a need to increase either the flow or the supply 
temperature to be able to transfer the heat needed. This causes the energy efficiency of the entire DH system to 
decrease, especially if many of the substations are poorly performing [3]. Previous studies have shown that large 
shares of the substations in different DH systems are not performing well [4], [5],  indicating that this is an issue that 
should be treated to as soon as possible in order to increase DH efficiency.  

Historically, the most common way of detecting poorly performing substations has been to perform a manual 
analysis of customer data. This task can be extremely time consuming, due to the vast amount of data that is 
investigated when performing the analysis. Because of this, the substations with the largest heat demand in the DH 
system are normally prioritized when performing the analysis, leading to a large share of poorly performing 
substations being undetected. Therefore, well performing, automatic substation fault detection methods are needed. 

The first step towards obtaining a well performing automatic fault detection method based on algorithms is to 
model the behavior of a substation in a good way. This can be done by identifying relationships between the 
measurements from the DH substation in order to establish patterns that occur when a substation is not performing 
optimally. Machine learning (ML) techniques have become one of the most used collection of techniques when 
modelling the relationship between different parameters. ML techniques are algorithms that are not specifically 
programmed; instead the purpose is to let the algorithms learn and improve from experience in order to obtain a well 
performing algorithm. Supervised learning techniques are a collection of ML methods that uses labeled data to train 
models that are used for a multitude of different problems, the most common ones being classification and regression 
modelling [6]. The labeled data consists of an input data set and an output data set, which both can contain one or 
more variables. During the training phase, both input and output data (labeled data) is presented to the model in order 
for it to learn the relationship between input and output data. When the training is finished, the model should be able 
to model the relationship well enough to be able to predict the labels of the output data when new, unlabeled input 
data is presented to the model [7]. Since the data from the district heating customers consist of numerical values, 
regression modelling should be used to predict the labels of the output values. 

In this study, an ML regression model based on Gradient Boosting Regression (GBR) is used to predict the mass 
flow of one individual, well performing substation. The aim of the study is to develop a model that predicts the mass 
flow on an hourly basis, using as few input parameters as possible. When a good model has been obtained, a data set 
containing faults is introduced to the model in order to see if the model will make a different prediction for the faulty 
data set than for the data set that the model is created for 

2. Background and related research 

The heat demand in a building mainly originates from two different needs: the use of space heating and domestic 
hot water preparation [3]. These needs have to be met at all times, which means that the DH utilities need to make 
predictions about the heat demand in their systems in order to meet the customer demand. The prediction can be done 
for the entire system at once, as well as for the individual buildings in the system. Several studies have been conducted 
in the area, but the most recent studies focus mainly on statistical and ML prediction models. The statistical methods 
include Seasonal Auto-Regressive Integrated Moving Average (SARIMA) models, and Multiple Linear Regression 
(MLR) models, [8], [9], [10]. The neural network models are typically based on Boosting Regression (BR), Random 
Forest (RF), Support Vector Machines (SVM), Multi-Layer Perceptrons (MLPs), and k-Nearest Neighbor (k-NN) 
[11]. 

Dalipi et. al. described how different ML algorithms could be used to predict the heat load of a DH system using 
data from a waste incineration plant [12]. The authors compared three different ML algorithms (Support Vector 
Regression (SVR), Partial Least Squares (PLS), and RF) to each other in order to define a heat load forecaster that 
performs well in terms of low error and high accuracy. Fumo presented a review of the basics of building energy 
estimation, in which he mentioned two main approaches: forward (classical) approach and data-driven (inverse) 
approach [13]. The forward approach utilizes the already known mathematical equations describing the physical 
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found to contain many faults is the DH substation located at the customers’ installations [2]. Faults in substations 
could for example include valves that are stuck, fouled heat exchanger areas in the heat exchanger, malfunctioning 
temperature transmitters, but also wrong settings in the control system [3]. 

The faults in the substation cause poor cooling performance, which means that the heat from the DH system is not 
transferred in an optimal way in the customer substation. This leads to a need to increase either the flow or the supply 
temperature to be able to transfer the heat needed. This causes the energy efficiency of the entire DH system to 
decrease, especially if many of the substations are poorly performing [3]. Previous studies have shown that large 
shares of the substations in different DH systems are not performing well [4], [5],  indicating that this is an issue that 
should be treated to as soon as possible in order to increase DH efficiency.  

Historically, the most common way of detecting poorly performing substations has been to perform a manual 
analysis of customer data. This task can be extremely time consuming, due to the vast amount of data that is 
investigated when performing the analysis. Because of this, the substations with the largest heat demand in the DH 
system are normally prioritized when performing the analysis, leading to a large share of poorly performing 
substations being undetected. Therefore, well performing, automatic substation fault detection methods are needed. 

The first step towards obtaining a well performing automatic fault detection method based on algorithms is to 
model the behavior of a substation in a good way. This can be done by identifying relationships between the 
measurements from the DH substation in order to establish patterns that occur when a substation is not performing 
optimally. Machine learning (ML) techniques have become one of the most used collection of techniques when 
modelling the relationship between different parameters. ML techniques are algorithms that are not specifically 
programmed; instead the purpose is to let the algorithms learn and improve from experience in order to obtain a well 
performing algorithm. Supervised learning techniques are a collection of ML methods that uses labeled data to train 
models that are used for a multitude of different problems, the most common ones being classification and regression 
modelling [6]. The labeled data consists of an input data set and an output data set, which both can contain one or 
more variables. During the training phase, both input and output data (labeled data) is presented to the model in order 
for it to learn the relationship between input and output data. When the training is finished, the model should be able 
to model the relationship well enough to be able to predict the labels of the output data when new, unlabeled input 
data is presented to the model [7]. Since the data from the district heating customers consist of numerical values, 
regression modelling should be used to predict the labels of the output values. 

In this study, an ML regression model based on Gradient Boosting Regression (GBR) is used to predict the mass 
flow of one individual, well performing substation. The aim of the study is to develop a model that predicts the mass 
flow on an hourly basis, using as few input parameters as possible. When a good model has been obtained, a data set 
containing faults is introduced to the model in order to see if the model will make a different prediction for the faulty 
data set than for the data set that the model is created for 

2. Background and related research 

The heat demand in a building mainly originates from two different needs: the use of space heating and domestic 
hot water preparation [3]. These needs have to be met at all times, which means that the DH utilities need to make 
predictions about the heat demand in their systems in order to meet the customer demand. The prediction can be done 
for the entire system at once, as well as for the individual buildings in the system. Several studies have been conducted 
in the area, but the most recent studies focus mainly on statistical and ML prediction models. The statistical methods 
include Seasonal Auto-Regressive Integrated Moving Average (SARIMA) models, and Multiple Linear Regression 
(MLR) models, [8], [9], [10]. The neural network models are typically based on Boosting Regression (BR), Random 
Forest (RF), Support Vector Machines (SVM), Multi-Layer Perceptrons (MLPs), and k-Nearest Neighbor (k-NN) 
[11]. 

Dalipi et. al. described how different ML algorithms could be used to predict the heat load of a DH system using 
data from a waste incineration plant [12]. The authors compared three different ML algorithms (Support Vector 
Regression (SVR), Partial Least Squares (PLS), and RF) to each other in order to define a heat load forecaster that 
performs well in terms of low error and high accuracy. Fumo presented a review of the basics of building energy 
estimation, in which he mentioned two main approaches: forward (classical) approach and data-driven (inverse) 
approach [13]. The forward approach utilizes the already known mathematical equations describing the physical 
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relationships of a system and known inputs to predict an output parameter. In contrast, the data-driven approach 
consists of methods where measured variables are used as input for ML algorithms that uses the data to learn the 
behavior of the system. 

Prediction methods have also been used in different contexts in order to detect anomalies in datasets. Araya et. al. 
presented a method that combined prediction-based and pattern-based classifiers to determine whether a consumption 
pattern was anomalous or not [14]. Chen et. al. described a statistical predictive method for detecting anomalies in 
building energy consumption [15]. The authors created a model of the baseline behavior of a building’s energy 
consumption and calculated prediction intervals (PIs) for the mean and variance of the predicted data. The PIs 
described an estimate of an interval that future values should fall within. Future real values were considered as 
anomalies when their mean and/or variance fell outside the Pis. A similar approach was used in a study conducted by 
Baldacci et. al., where a prediction method using linear regression was used to detect anomalies in natural gas 
consumption [16]. 

The previous studies show that the most common techniques for prediction modelling in DH contexts are 
techniques that utilize patterns in existing DH data in order to identify important relationships between different 
variables. However, prediction methods have been used to detect anomalies in other energy-related research areas. 
The novelty of the work conducted in this study is that it combines the concepts of prediction modelling for forecasting 
in DH with the concepts of fault detection used in other fields. 

3. Method 

3.1. Data set 

The data set used in this study consisted of hourly values during one year (November-November) from the primary 
side of one DH substation in a DH system in Sweden. The set originally contained hourly meter readings for one year 
for each measurement variable, but since some of these measurements were incomplete due to different reasons, the 
final number of instances was 8726. The variables, or features, that were included in the data set can be found in Table 
1. Tout,24 refers to the average value of the outdoor temperature during the previous 24 hours. 

Table 1. Features included in the data set.  

Feature Notation Unit 
Outdoor temperature Tout ˚C 
Outdoor temperature, 24 hour average value Tout,24 ˚C 
Hour of the day t h 
Supply temperature Ts ˚C 
Return temperature Tr ˚C 
Mass flow per hour �̇�𝑚 m3/h 

 
The data set was divided into one test set and one training set. The ratio between the number of meter readings in 

the training and test sets was 80/20.   

3.2. Programming language 

In this study, Python and the Scikit-learn package was used to conduct the modelling and fault detection. Python 
is an interpreted, object-oriented, high-level programming language, often used for data analysis and scientific 
computing. Python contains a wide range of different packages that can be used for these tasks, the Scikit-learn 
package being one of them. Scikit-learn is one of the most used packages for machine learning and provides a range 
of ML algorithms, including algorithms for regression, clustering, dimensionality reduction and preprocessing of 
features [17]. 
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3.3. TPOT 

Developing a machine learning algorithm can be a time consuming task, due to the fact that all data sets are unique 
and contain different challenges. There is almost always need for some sort of manual preprocessing of the data, to 
make sure that the data quality is sufficient. The variables (or features) may have to be modified in some way, e.g., 
scaling or introduction of polynomial features, and a well-performing predictor has to be chosen from the numerous 
methods that are available amongst the ML techniques [18]. 

In order to bypass some of the issues that traditionally arise when developing an ML model, a number of tools have 
been developed that allows the user to automate parts of the data analysis. One of these tools is the Tree-based Pipeline 
Optimization Tool (TPOT), which is an automated machine learning tool. TPOT is implemented in Python and creates 
combinations, or pipelines, of data transformations and machine learning models using genetic programming [18].  
The tool optimizes the performance of the entire pipeline, using pre-existing algorithms in novel ways. Before using 
TPOT, the user must manually prepare the data for modelling by making sure that the data contains no missing or 
mislabeled values. TPOT then optimizes feature selection, feature preprocessing, feature construction, model 
selection, and parameter optimization. The last step of the ML process, the model validation, is carried out by the user. 

3.4. Model Validation 

The model validation can be carried out in a number of different ways. In this study, two different measures of 
difference between two variables were used: the coefficient of determination and the mean absolute error. 

The coefficient of determination, or R2 value, can be calculated using Equation 1. In the equation, SSres is the sums 
of squares of the residuals, and SStot is the total sum of squares which is proportional to the variance of the data. The 
R2 value is a number between zero and one, and a well performing model is expected to have a value close to one.  

tot

res
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SSR  12     (1) 

The mean absolute error, MAE, is the averaged sum of the absolute value of the residuals between actual values 
and predicted values can be calculated using equation 2. The MAE value for a well performing model is expected to 
be as close to zero as possible. 
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3.5. Determining what TPOT pipeline to use 

When running TPOT, it is important to make sure that the tool provides a well-functioning pipeline, with a model 
that captures the behavior of the substation well. In order to make sure that such a pipeline is obtained, TPOT was 
used on 16 different training sets and 16 different test sets to produce 16 different pipelines. The next step of the 
selection process was to introduce the obtained pipelines to the same training set, in order to be able to compare their 
performance for the same data. After fitting the pipelines to the labeled training data, they were introduced to the same 
test set and the R2 and MAE values were then calculated. The resulting values are displayed in Table 2. The pipeline 
that had the highest R2 value and the lowest MAE value for the test set was picked as the one to be further investigated 
in this study. The best performing pipeline was pipeline number 13 (highlighted in grey in Table 2), which had an R2 
value of 0.986 an and MAE of 0.100.  
  

107



 Sara Månsson et al. / Energy Procedia 149 (2018) 226–235 229
 Sara Månsson et. al/ Energy Procedia 00 (2018) 000–000  3 

relationships of a system and known inputs to predict an output parameter. In contrast, the data-driven approach 
consists of methods where measured variables are used as input for ML algorithms that uses the data to learn the 
behavior of the system. 

Prediction methods have also been used in different contexts in order to detect anomalies in datasets. Araya et. al. 
presented a method that combined prediction-based and pattern-based classifiers to determine whether a consumption 
pattern was anomalous or not [14]. Chen et. al. described a statistical predictive method for detecting anomalies in 
building energy consumption [15]. The authors created a model of the baseline behavior of a building’s energy 
consumption and calculated prediction intervals (PIs) for the mean and variance of the predicted data. The PIs 
described an estimate of an interval that future values should fall within. Future real values were considered as 
anomalies when their mean and/or variance fell outside the Pis. A similar approach was used in a study conducted by 
Baldacci et. al., where a prediction method using linear regression was used to detect anomalies in natural gas 
consumption [16]. 

The previous studies show that the most common techniques for prediction modelling in DH contexts are 
techniques that utilize patterns in existing DH data in order to identify important relationships between different 
variables. However, prediction methods have been used to detect anomalies in other energy-related research areas. 
The novelty of the work conducted in this study is that it combines the concepts of prediction modelling for forecasting 
in DH with the concepts of fault detection used in other fields. 

3. Method 

3.1. Data set 

The data set used in this study consisted of hourly values during one year (November-November) from the primary 
side of one DH substation in a DH system in Sweden. The set originally contained hourly meter readings for one year 
for each measurement variable, but since some of these measurements were incomplete due to different reasons, the 
final number of instances was 8726. The variables, or features, that were included in the data set can be found in Table 
1. Tout,24 refers to the average value of the outdoor temperature during the previous 24 hours. 
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In this study, Python and the Scikit-learn package was used to conduct the modelling and fault detection. Python 
is an interpreted, object-oriented, high-level programming language, often used for data analysis and scientific 
computing. Python contains a wide range of different packages that can be used for these tasks, the Scikit-learn 
package being one of them. Scikit-learn is one of the most used packages for machine learning and provides a range 
of ML algorithms, including algorithms for regression, clustering, dimensionality reduction and preprocessing of 
features [17]. 
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selection, and parameter optimization. The last step of the ML process, the model validation, is carried out by the user. 
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The model validation can be carried out in a number of different ways. In this study, two different measures of 
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The coefficient of determination, or R2 value, can be calculated using Equation 1. In the equation, SSres is the sums 
of squares of the residuals, and SStot is the total sum of squares which is proportional to the variance of the data. The 
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3.5. Determining what TPOT pipeline to use 

When running TPOT, it is important to make sure that the tool provides a well-functioning pipeline, with a model 
that captures the behavior of the substation well. In order to make sure that such a pipeline is obtained, TPOT was 
used on 16 different training sets and 16 different test sets to produce 16 different pipelines. The next step of the 
selection process was to introduce the obtained pipelines to the same training set, in order to be able to compare their 
performance for the same data. After fitting the pipelines to the labeled training data, they were introduced to the same 
test set and the R2 and MAE values were then calculated. The resulting values are displayed in Table 2. The pipeline 
that had the highest R2 value and the lowest MAE value for the test set was picked as the one to be further investigated 
in this study. The best performing pipeline was pipeline number 13 (highlighted in grey in Table 2), which had an R2 
value of 0.986 an and MAE of 0.100.  
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Table 2. R2 and MAE values for the 16 different pipelines, used for the same test set. The 
best performing pipeline is highlighted in grey. 

TPOT number R2 MAE 
1 0.963 0.139 
2 0.972 0.132 
3 0.959 0.153 
4 0.974 0.139 
5 0.980 0.102 
6 0.971 0.128 
7 0.959 0.150 
8 0.968 0.127 
9 0.964 0.135 
10 0.963 0.151 
11 0.972 0.141 
12 0.960 0.145 
13 0.970 0.133 
14 0.986 0.100 
15 0.959 0.148 
16 0.962 0.143 

 

3.6. Final pipeline 

The best performing pipeline, that was chosen to be further investigated in the study, consisted of two major 
components: pre-processing of data, and modelling, as illustrated in Fig. 2. 

 
 
 
 
 
 
 
 
 
 

 
The first component, data pre-processing, consisted of four different steps. The first step consisted of a method for 

data standardization, which means that the features were standardized by removing their individual means and scaling 
to unit variance. This was done in order to make the distribution of the individual features look more or less like 
normally distributed data, since many machine learning algorithms (including the one used in this study) expects 
normally distributed data. If features of other distributions are introduced to the algorithms, there could be a risk of 
overestimating some features and excluding others that still would be useful in the next step. 

In the second data pre-processing step, more features were generated. The generated features were polynomial and 
interaction terms of the original features. If the original features were labelled x1, x2, and so on, the additional features 
were generated as, e.g., the polynomial term x1

2, and the interaction term x1x2. This kind of terms are normally 
introduced if no good model can be found when only using the original features. In this study, polynomial terms up 
to the second order of the original terms and first order of the interaction terms were included. 

The next step of the data pre-processing scaled the features robustly, which means that all features, both the original 
and the generated ones, were standardized using a method that was robust to outliers. This was done in order to obtain 
a dataset where the ranges of the features were kept within the same limits. Similar feature ranges are important when 
modelling features that are normally measured in different units, e.g., when comparing the supply temperature to the 
flow rate per hour. Due to the different scales of the features, it might seem as if one feature is not varying as much 
as the other. This implies that the model should not put equal emphasis to the features’ variation when fitting the 
model, causing a poorer fit of the data. 

Fig. 1. Illustration of the TPOT pipeline 
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The last step consisted of a method for feature selection, where the features that were finally used to model the 
substation behavior were selected using the family-wise error rate. This meant that some of the features, either original 
or generated features, was not used to model the behavior of the substation. This is a common procedure in when 
using ML as a prediction tool, since it is important to keep the model as simple as possible. The features that were not 
contributing with new information to the model was therefore excluded. 

The second main component of the pipeline was the regressor that predicted the behavior of the substation. The 
regressor was the Gradient Boosting Regressor (GBR). Gradient boosting is an iterative process, where regression 
models are added one by one to a so-called ensemble of methods. The model that is added in each iteration step is 
trained to minimize the regression error that the rest of the ensemble produces when modelling the data [19]. This 
means that in each iteration step, the added model improves the prediction ability of the ensemble. The final ensemble 
is obtained when a specified number of iterations has been performed. The number of iterations vary depending on 
how complex the data structure is, but in this study, 100 iterations was needed to obtain a model that did not improve 
significantly in terms of prediction ability when adding new models to the ensemble. 

3.7. Test of variables 

Since there are a number of plausible parameter combinations that could be used to model the substation behavior, 
a parameter test was conducted. In the test, the final pipeline was introduced to a number of different combinations of 
input and output parameters in order to see how well it could learn the substation behavior. The combinations were 
evaluated using the R2 and MAE values.  

The most promising combinations of the variable test are found in Table 3. The input/output combination that gave 
the highest R2 value and the lowest MAE value was combination number 5 (highlighted in grey). 

Table 3. Parameter combinations that were tested with the model. Combination number 5, highlighted in grey, obtained the best R2 and 
MAE value. 

Combination Input parameters Output parameters R2 value MAE value 
1 Tout, Tr, Ts, t �̇�𝑚 0.9703 0.1337 
2 Tout,24, Tr, Ts, t �̇�𝑚 0.9555 0.2027 
3 Tout, Ts, �̇�𝑚, t Tr 0.8839 1.1091 
4 Tout,24, Ts, �̇�𝑚, t Tr 0.8903 1.0348 
5 Tout,24, Tout, Ts, t �̇�𝑚 0.9740 0.1301 
6 Tout,24, Tout, Ts, t Tr 0.8841 1.0555 
7 Tout,24, Tout, Ts, t Tr, �̇�𝑚 0.9296 0.5857 
  Tr 0.8868 1.0412 
  �̇�𝑚 0.9723 0.1301 

 

3.8. Inducing faults 

In order to test the fault detection potential of the model, the model was introduced to a dataset consisting of the 
parameters in the best performing parameter combination presented in section 3.7. To obtain a faulty dataset, two 
faults that are commonly known to occur in DH customer values were induced in the dataset from the well performing 
substation.  

The first fault was related to communication problems between the meter and the DH utility’s database, and occurs 
when the connection between the meter and the utility’s database is lost. When this happens, many utilities choose to 
replace the missing meter reading with a fixed value. In this case, a value of 60 ˚C was inserted randomly in the data 
set for the supply temperature. Since this was an extremely low value comparing to the original dataset, another fault 
was also induced where the original value of the supply temperature was decreased by 10 %. 

The second fault that was induced was a drifting meter fault, which can be described as a “…gradual change in 
output over a period of time which is unrelated to any change in input” [20]. The drifting meter fault was induced for 
two different meters: the outdoor temperature meter and the supply temperature meter. The fault was induced as a 
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is obtained when a specified number of iterations has been performed. The number of iterations vary depending on 
how complex the data structure is, but in this study, 100 iterations was needed to obtain a model that did not improve 
significantly in terms of prediction ability when adding new models to the ensemble. 

3.7. Test of variables 

Since there are a number of plausible parameter combinations that could be used to model the substation behavior, 
a parameter test was conducted. In the test, the final pipeline was introduced to a number of different combinations of 
input and output parameters in order to see how well it could learn the substation behavior. The combinations were 
evaluated using the R2 and MAE values.  

The most promising combinations of the variable test are found in Table 3. The input/output combination that gave 
the highest R2 value and the lowest MAE value was combination number 5 (highlighted in grey). 

Table 3. Parameter combinations that were tested with the model. Combination number 5, highlighted in grey, obtained the best R2 and 
MAE value. 

Combination Input parameters Output parameters R2 value MAE value 
1 Tout, Tr, Ts, t �̇�𝑚 0.9703 0.1337 
2 Tout,24, Tr, Ts, t �̇�𝑚 0.9555 0.2027 
3 Tout, Ts, �̇�𝑚, t Tr 0.8839 1.1091 
4 Tout,24, Ts, �̇�𝑚, t Tr 0.8903 1.0348 
5 Tout,24, Tout, Ts, t �̇�𝑚 0.9740 0.1301 
6 Tout,24, Tout, Ts, t Tr 0.8841 1.0555 
7 Tout,24, Tout, Ts, t Tr, �̇�𝑚 0.9296 0.5857 
  Tr 0.8868 1.0412 
  �̇�𝑚 0.9723 0.1301 

 

3.8. Inducing faults 

In order to test the fault detection potential of the model, the model was introduced to a dataset consisting of the 
parameters in the best performing parameter combination presented in section 3.7. To obtain a faulty dataset, two 
faults that are commonly known to occur in DH customer values were induced in the dataset from the well performing 
substation.  

The first fault was related to communication problems between the meter and the DH utility’s database, and occurs 
when the connection between the meter and the utility’s database is lost. When this happens, many utilities choose to 
replace the missing meter reading with a fixed value. In this case, a value of 60 ˚C was inserted randomly in the data 
set for the supply temperature. Since this was an extremely low value comparing to the original dataset, another fault 
was also induced where the original value of the supply temperature was decreased by 10 %. 

The second fault that was induced was a drifting meter fault, which can be described as a “…gradual change in 
output over a period of time which is unrelated to any change in input” [20]. The drifting meter fault was induced for 
two different meters: the outdoor temperature meter and the supply temperature meter. The fault was induced as a 
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gradually increasing addition to the original meter readings. For both variables, the maximum increase of the values 
was 1.08 ˚C. 

In order to evaluate how the model performs when it was introduced to a dataset containing faults, the prediction 
performance of the model for the faulty dataset was compared to the prediction performance for the original dataset. 
The hourly residual between the real values and the predicted values for the faulty dataset was computed, as well as 
the hourly residual between the real values and the predicted values for the original dataset without faults. The 
cumulative sums of these residuals were also calculated using a rolling window that included the residuals from the 
last 24 hours. 

4. Results 

4.1. Model performance, well performing data set 

Fig. 2 (a) displays the actual values obtained from the substation (blue dots), and the predicted values obtained 
from the model (red dots) as a function of time. As can be seen in the figure, the model is not able to capture all of the 
rapid changes that occur in a DH substation. However, the R2 value of 0.986 is deemed to be good enough to continue 
with the model. Fig. 2 (b) displays the predicted values as a function of the real values. The relationship between the 
variables displays a more or less linear behavior, which is expected when a model that describes the main share of the 
variation in the original data has been obtained.  

 

 

 

 

 

 

 

 

4.2. Model performance, data sets containing faults 

Fig. 3(a) displays two residuals: the residual between the real values and the predicted values for a well performing 
substation (blue line), and the residuals between the real values and the data where a communication fault has been 
induced (red line). Fig. 3Fig. 4 (b) displays the cumulative sum over a 24 h interval of the same residuals. As can be 
seen from the residuals and the cumulative sum of the residuals, the residuals of the dataset containing faults deviate 
significantly from the residuals of the well performing dataset. This can especially be seen in Fig. 3 (b). The deviations 
were further investigated and were found to correspond to days where the 60 ˚C fault had been induced. 

 

Fig. 2. (a) Real and predicted values for the entire data set. (b) Predicted values as a function of the real values. 
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Fig. 4 (a) and (b) displays the residual and the cumulative sum of the residuals for the data where supply temperature 
instances have been decreased by 10 % (red lines). The figures also show the residual for the well performing dataset 
(blue lines). The difference between the residuals of the well performing dataset and the faulty dataset is not large, but 
the cumulative sum displays a larger difference. 
 

 
 

Fig. 5. displays the residual and cumulative sum of a dataset containing measurements from a drifting outdoor 
temperature meter (red lines), as well as the residual and cumulative sum for the well performing dataset (blue lines). 
For the residual, the deviation from the well performing dataset is not clearly visible, but the cumulative sum  in Fig. 
5. (b) displays a clear deviation approximately one month after the fault was induced in the data. 

 

 
 

Fig. 6. (a) displays the residuals for data induced with a drifting supply temperature meter (red line), and Fig. 6. (b) 
displays the cumulative sum of the residual (red line). In the same figures, the residual and cumulative sum of the 
residual for the well performing substation are displayed as well (blue lines). Here, there is no clear deviation from 
the residuals and cumulative sum of the well performing substation. 

Fig. 3. (a) Residuals for data with supply temperatures of 60 ˚C. (b) Cumulative sum of 
residuals for data with supply temperature of 60 ˚C. 

Fig. 4. (a) Residuals for data with supply temperatures that have been decreased by  
10 %. (b) Cumulative sum of residuals for data with supply temperature that have been 
decreased by 10 %. 

Fig. 5. (a) Residuals for data with drifting meter, outdoor temperature. (b) Cumulative 
sum of residuals for data with drifting meter, outdoor temperature. 
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gradually increasing addition to the original meter readings. For both variables, the maximum increase of the values 
was 1.08 ˚C. 

In order to evaluate how the model performs when it was introduced to a dataset containing faults, the prediction 
performance of the model for the faulty dataset was compared to the prediction performance for the original dataset. 
The hourly residual between the real values and the predicted values for the faulty dataset was computed, as well as 
the hourly residual between the real values and the predicted values for the original dataset without faults. The 
cumulative sums of these residuals were also calculated using a rolling window that included the residuals from the 
last 24 hours. 

4. Results 

4.1. Model performance, well performing data set 

Fig. 2 (a) displays the actual values obtained from the substation (blue dots), and the predicted values obtained 
from the model (red dots) as a function of time. As can be seen in the figure, the model is not able to capture all of the 
rapid changes that occur in a DH substation. However, the R2 value of 0.986 is deemed to be good enough to continue 
with the model. Fig. 2 (b) displays the predicted values as a function of the real values. The relationship between the 
variables displays a more or less linear behavior, which is expected when a model that describes the main share of the 
variation in the original data has been obtained.  

 

 

 

 

 

 

 

 

4.2. Model performance, data sets containing faults 

Fig. 3(a) displays two residuals: the residual between the real values and the predicted values for a well performing 
substation (blue line), and the residuals between the real values and the data where a communication fault has been 
induced (red line). Fig. 3Fig. 4 (b) displays the cumulative sum over a 24 h interval of the same residuals. As can be 
seen from the residuals and the cumulative sum of the residuals, the residuals of the dataset containing faults deviate 
significantly from the residuals of the well performing dataset. This can especially be seen in Fig. 3 (b). The deviations 
were further investigated and were found to correspond to days where the 60 ˚C fault had been induced. 

 

Fig. 2. (a) Real and predicted values for the entire data set. (b) Predicted values as a function of the real values. 
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Fig. 4 (a) and (b) displays the residual and the cumulative sum of the residuals for the data where supply temperature 
instances have been decreased by 10 % (red lines). The figures also show the residual for the well performing dataset 
(blue lines). The difference between the residuals of the well performing dataset and the faulty dataset is not large, but 
the cumulative sum displays a larger difference. 
 

 
 

Fig. 5. displays the residual and cumulative sum of a dataset containing measurements from a drifting outdoor 
temperature meter (red lines), as well as the residual and cumulative sum for the well performing dataset (blue lines). 
For the residual, the deviation from the well performing dataset is not clearly visible, but the cumulative sum  in Fig. 
5. (b) displays a clear deviation approximately one month after the fault was induced in the data. 

 

 
 

Fig. 6. (a) displays the residuals for data induced with a drifting supply temperature meter (red line), and Fig. 6. (b) 
displays the cumulative sum of the residual (red line). In the same figures, the residual and cumulative sum of the 
residual for the well performing substation are displayed as well (blue lines). Here, there is no clear deviation from 
the residuals and cumulative sum of the well performing substation. 

Fig. 3. (a) Residuals for data with supply temperatures of 60 ˚C. (b) Cumulative sum of 
residuals for data with supply temperature of 60 ˚C. 

Fig. 4. (a) Residuals for data with supply temperatures that have been decreased by  
10 %. (b) Cumulative sum of residuals for data with supply temperature that have been 
decreased by 10 %. 

Fig. 5. (a) Residuals for data with drifting meter, outdoor temperature. (b) Cumulative 
sum of residuals for data with drifting meter, outdoor temperature. 
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5. Analysis and Discussion 

The results of this study show that it is possible to model the behavior of a DH substation using machine learning 
algorithms, specifically using the Gradient Boosting Regressor. As can be seen the variable test, the model predictions 
were most accurate when having the flow rate as output parameter, and outdoor temperature, time of day, and supply 
temperature as input parameters. Fig. 2. (a) shows that the model manages to capture the main part of the substation’s 
behavior, except for the most extreme values in the original dataset. This is confirmed by Fig. 2. (b), which displays 
the predicted values as a function of the real values. The values display a more or less linear relationship, which is 
expected (within a reasonable error limit) when a model is able to capture the largest part of the behavior of the output 
variable. The values that are deviating significantly from the linear behavior in Fig. 2. (b) are coupled to the most 
extreme values of the real dataset, which the model was not able to capture.  

When testing the fault detection capability of the model, it is clear that different parameters have different impact 
on the model’s performance. The fault representing communication error between the substation and the DH utility’s 
database is clearly visible when comparing the residuals of the faulty dataset and the well performing dataset (Fig. 4 
(a) and (b)). However, when comparing this to the faulty dataset containing an induced drifting supply temperature 
meter in Fig. 6., it is clear that the deviation from the original dataset is not as large. When comparing these conclusions 
to the results in Fig. 4. (a) and (b), it is clear that the residuals from the dataset containing supply temperature 
measurements that have been decreased by 10 % show a larger difference from the well performing substation than 
in the case of the drifting supply temperature meter. The deviation is not as large as for the data where 60 ˚C was 
induced, but this was expected since the 60 ˚C fault was extreme in this particular DH system and dataset.  

Based on the figures presented in the results, the largest difficulty of obtaining a well performing fault detection 
method that works automatically will be to find an evaluation algorithm that can distinguish a sudden change in the 
residual and/or cumulative sum. When looking at Fig. 4. (b), it is clear that the deviations from the cumulative sum of 
the well performing dataset in most cases do not deviate significantly from the most extreme residuals from the well 
performing dataset. However, the most extreme deviations in the residual of the well performing dataset occur during 
summer, when the behavior of the substation will be different due to the fact that no space heating demand occur in 
the customer installation. When looking at the first part of the cumulative sum in Fig. 4. (b), from November until 
May, it is clear that the deviation from the residual of the well performing dataset is large, and it might be necessary 
to detect the deviations during heating season separately. One way of doing this could be to monitor the change of the 
residual and/or cumulative sum that the model produces continuously and flag a fault if a rapid change occurs. 

The model is more sensitive to changes in measurements from the outdoor temperature meter. As can be seen in 
Fig. 5. (b), the cumulative sum of the residual of the faulty dataset deviates significantly from the residuals of the well 
performing dataset approximately one month after the fault is induced. The fault induced had a maximum value of 
1.08 ̊ C, and even though this can be considered as a small (and reasonable) change in the measurements of the outdoor 
temperature, the model responded clearly to the change. This is very promising for continued model development and 
fault detection studies. 

Fig. 6. (a) Residuals for data with drifting meter, supply temperature. (b) Cumulative sum 
of residuals for data with drifting meter, supply temperature. 
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6. Conclusion 

In this study, a model for the flow rate in a DH substation has been created, using the outdoor temperature, supply 
temperature and time of day as input parameters. The model is based on a number of data pre-processing steps, as 
well as a regression method called Gradient Boosting Regressor. When introduced to datasets containing different 
faults, the model predictions change, which shows great promise for continued fault detection studies using this model. 

Acknowledgements 

This work is part of the TEMPO project which is funded by the European Union’s Horizon 2020 Programme under 
Grant Agreement no. 768936. 

References 

[1]  H. Lund, S. Werner, R. Wiltshire, S. Svendsen, J. E. Thorsen, F. Hvelplund och B. Vad Mathiesen, ”4th Generation District Heating 
(4GDH) - Integrating smart thermal grids into future sustainable energy systems,” Energy, vol. 68, pp. 1-11, 2014.  

[2]  H. Gadd, To analyse measurements is to know!, Lund: Lund University, 2014.  
[3]  S. Frederiksen och S. Werner, District heating and Cooling, Lund: Studentlitteratur, 2013.  
[4]  H. Gadd och S. Werner, ”Achieving Low Return Temperature from District Heating Substations,” Applied Energy, vol. 136, pp. 59-67, 

2014.  
[5]  H. Gadd och S. Werner, ”Fault Detection in District Heating Substations,” Applied Energy, vol. 157, pp. 51-59, 2015.  
[6]  C. Sammut och G. I. Webb, ”Supervised learning,” i Encyclopedia of Machine Learning and Data Mining, Boston, Springer, 2017.  
[7]  M. Mohri, A. Rostamizadeh och A. Talwalkar, Foundations of machine learning, Cambridge: MIT Press, 2012.  
[8]  S. Grosswindhager, A. Voigt och M. Kozek, ”Online short-term forecast of system heat load in district heating networks,” i Proceedings of 

the 31st International Symposium on Forecasting, Prague, Czech Republic, 2011.  
[9]  T. Fang och R. Lahdelma, ”Evaluation of a multiple linear regression model and SARIMA model in forecasting heat demand for district 

heating system,” Applied energy, vol. 179, pp. 544-552, 2016.  
[10]  T. Catalina, V. Iordache och B. Caracaleanu, ”Multiple regression model for fast prediction of heating energy demand,” Energy and 

buildings, vol. 57, pp. 302-312, 2013.  
[11]  H.-x. Zhao och F. Magoulés, ”A review on the prediction of building energy consumption,” Renewable and sustainable energy reviews, 

vol. 16, pp. 3586-3592, 2012.  
[12]  F. Dalipi, S. Yildirim Yayilgan och A. Gebremedhin, ”Data-Driven Machine-Learning Model in District Heating System for Heat Load 

Prediction: A Comparison Study,” Applied Computational Intelligence and Soft Computing, vol. 2016, 2016.  
[13]  N. Fumo, ”A review on the basics of building energy estimation,” Renewable and sustainable energy reviews, vol. 31, pp. 53-60, 2014.  
[14]  A. D. B, K. Grolinger, H. F. ElYamani och M. A. Capretz, ”An ensemble learning framework for anomaly detection in building energy 

consumption,” Energy and Buildings, vol. 144, pp. 191-206, 2017.  
[15]  B. Chen, M. Sinn, J. Ploennigs och A. Schumann, ”Statistical Anomaly Detection in Mean and Variation,” i 22nd International Conference 

on Pattern Recognition, Stockholm, Sweden, 2014.  
[16]  L. Baldacci, M. Golfarelli, D. Lombardi och F. Sami, ”Natural gas consumption forecasting for anomaly detection,” Expert systems with 

applications, vol. 62, pp. 190-201, 2016.  
[17]  W. McKinney, Python for data analysis - Data wrangling with Pandas, NumPy, and IPython, O'Reilly, 2018.  
[18]  R. S. Olson, R. J. Urbanowicz, P. C. Andrews, N. A. Lavender, L. C. Kidd och J. H. Moore, ”Automating Biomedical Data Science 

Through Tree-Based Pipeline Optimization,” i European conference on the Applications of evolutionary computation, 2016.  
[19]  A. Natekin och A. Knoll, ”Gradient boosting machines, a tutorial,” Frontiers in neurorobotics, vol. 7, nr 21, 2013.  
[20]  W. Bolton, Newnes instumentation & measurement pocket book, Oxford: Newnes, 2000.  

 

113



 Sara Månsson et al. / Energy Procedia 149 (2018) 226–235 235
 Sara Månsson et. al/ Energy Procedia 00 (2018) 000–000  9 

 

 

5. Analysis and Discussion 

The results of this study show that it is possible to model the behavior of a DH substation using machine learning 
algorithms, specifically using the Gradient Boosting Regressor. As can be seen the variable test, the model predictions 
were most accurate when having the flow rate as output parameter, and outdoor temperature, time of day, and supply 
temperature as input parameters. Fig. 2. (a) shows that the model manages to capture the main part of the substation’s 
behavior, except for the most extreme values in the original dataset. This is confirmed by Fig. 2. (b), which displays 
the predicted values as a function of the real values. The values display a more or less linear relationship, which is 
expected (within a reasonable error limit) when a model is able to capture the largest part of the behavior of the output 
variable. The values that are deviating significantly from the linear behavior in Fig. 2. (b) are coupled to the most 
extreme values of the real dataset, which the model was not able to capture.  

When testing the fault detection capability of the model, it is clear that different parameters have different impact 
on the model’s performance. The fault representing communication error between the substation and the DH utility’s 
database is clearly visible when comparing the residuals of the faulty dataset and the well performing dataset (Fig. 4 
(a) and (b)). However, when comparing this to the faulty dataset containing an induced drifting supply temperature 
meter in Fig. 6., it is clear that the deviation from the original dataset is not as large. When comparing these conclusions 
to the results in Fig. 4. (a) and (b), it is clear that the residuals from the dataset containing supply temperature 
measurements that have been decreased by 10 % show a larger difference from the well performing substation than 
in the case of the drifting supply temperature meter. The deviation is not as large as for the data where 60 ˚C was 
induced, but this was expected since the 60 ˚C fault was extreme in this particular DH system and dataset.  

Based on the figures presented in the results, the largest difficulty of obtaining a well performing fault detection 
method that works automatically will be to find an evaluation algorithm that can distinguish a sudden change in the 
residual and/or cumulative sum. When looking at Fig. 4. (b), it is clear that the deviations from the cumulative sum of 
the well performing dataset in most cases do not deviate significantly from the most extreme residuals from the well 
performing dataset. However, the most extreme deviations in the residual of the well performing dataset occur during 
summer, when the behavior of the substation will be different due to the fact that no space heating demand occur in 
the customer installation. When looking at the first part of the cumulative sum in Fig. 4. (b), from November until 
May, it is clear that the deviation from the residual of the well performing dataset is large, and it might be necessary 
to detect the deviations during heating season separately. One way of doing this could be to monitor the change of the 
residual and/or cumulative sum that the model produces continuously and flag a fault if a rapid change occurs. 

The model is more sensitive to changes in measurements from the outdoor temperature meter. As can be seen in 
Fig. 5. (b), the cumulative sum of the residual of the faulty dataset deviates significantly from the residuals of the well 
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